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Abstract

A fundamental limitation in our knowledge of transcription factor binding is that, despite
knowing which DNA sequences they interact with, we cannot accurately predict where they
bind in the genome. The likely explanation is that we are failing to account for the interac-
tions between transcription factors that promote or inhibit each other’s binding – a process
that would also explain cell-type specific binding differences, which occur despite no change
in sequence affinity or genome. This should manifest itself as a ’grammar’: a logic over how
the organisation of transcription factor binding sequences promotes certain interactions and
influences binding.

In this thesis we develop a new high-throughput assay to discover such a grammar by measur-
ing transcription factor binding to thousands of synthetic DNA sequences that are integrated
into a specific genomic location. This circumvents the limitations of existing approaches
for studying transcription factor binding. Unlike genomic binding data, we can be sure that
any binding differences are due to underlying sequences changes, and not because of more
distal features or genomic position. On the other hand, we still maintain the intracellular
environment with its numerous protein interactions and chromatin structure, which is lost
in in-vitro experiments. For assaying transcription factor binding we use DamID, where the
enzyme DNA adenine methyltransferase is fused to a transcription factor and labels sites
of interaction. This is a notoriously noisy technique, leading us to a mutational screen of
Dam which found several variants that substantially improve its sensitivity and spatial res-
olution for protein-DNA interactions. We also develop a statistical method for normalising
PCR duplicates based on the dropout rate and accounting for sampling variability.

We apply these techniques to the Wnt-dependent transcription factor Tcf7l2, showing that
the local sequence is indeed responsible for situations where the Tcf7l2 motif does not predict
binding. Furthermore, we find that certain cofactor interactions promote Tcf7l2 binding,
particularly when they bind within closed chromatin. Finally, by extending a linear model
with smooth spatially dependent interactions between motifs we show that these cofactor
interactions appear to depend on their relative positioning.
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Chapter 1

Introduction

1.1 What are transcription factors?

All cells are little sacks containing millions of tiny machines (proteins) and a long tape (DNA)

that describes how and when to make these. These machines can do roughly anything within

the limits of chemistry and physics: create structures, move them around, favour certain

chemical reactions over others, make silly light patterns, and so on. Sections of that tape,

called genes, contain explicit instructions on how to make certain machines. This is done in

two steps. First, the information in that segment is transcribed into a temporary copy made

out of RNA, which is then translated into a protein sequence that folds up into a functional

molecule.

Each cell then has to decide which of these proteins to create and when. No point wasting

energy creating proteins for digesting food that isn’t there. In a large organism this is

particularly important: skin cells need an entirely different set of proteins from muscle or

brain cells, yet all of them have the same set of genes (genome) which codes for the same
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1. Introduction

set of proteins. This process of deciding which genes to express is largely controlled by a

class of proteins called transcription factors, which recognise short DNA sequences (motifs),

bind to them, and in turn control whether genes in the nearby area are transcribed or not.

Transcription factors often sit at the end point of more complex decision networks in a cell,

such that they only turn genes on in response to a certain environment in the cell. This

could be the presence of a new food source or some molecule that tells a cell where in a

developing organism it is located.

Predicting how these transcription factors work can be broken down into three steps: What

DNA sequence does each transcription factor recognise? How do you predict where in the

genome it binds? What effect does this have on surrounding gene expression?

The first of these is well understood. Affinity of individual transcription factors for short

DNA sequences can be accurately measured outside a cell, and used to create more or less

complex models that summarise which sequences they prefer [Berger et al., 2006]. It is this

second step of using such binding motifs to predict where in the genome a transcription factor

binds that becomes difficult. Prediction now has to account for many transcription factors

acting at once in the complex environment of a cell. These may compete for binding to the

same location as other transcription factors or nucleosomes – large protein complexes that

wrap DNA around themselves and package it. Or they may interact with each other, helping

them bind to sites they could not do so unaided. Such interactions may be particularly

hard to account for as they can occur between regions of DNA far away from one another

along the genome, even millions of basepairs, yet can still occur near each other due to the

folding and organisation of the genome inside the cell. Since it is difficult to predict where

a transcription factor will bind, let alone which genes it can interact with and possibly

influence, it is currently out of our reach to answer in general what effect they have on

transcription. Such questions are restricted to individual regions known to regulate specific

genes – mainly promoters, while lie directly adjacent to the start of a gene.

2



1. Introduction

In this thesis we try to solve the second problem – predicting binding location – for the

transcription factor Tcf7l2 (see Section 1.2). While we already know the short DNA motif

that Tcf7l2 prefers to bind to, it is not a great predictor for where it binds in the genome.

Many locations have a Tcf7l2 motif but are unoccupied, while others are bound by Tcf7l2 in

regions without a clear motif.

1.2 Wnt signalling and Tcf7l2

Wnt signalling is one of those core developmental pathways that are fundamentally conserved

across animal evolution, providing a reusable system that can be fine-tuned to produce

changes in body plan and shape. As such it is expressed in a variety of tissues and regulates

various cellular responses; this complexity is underpinned by a diversity of secreted wnt lig-

ands, cell surface receptors, and downstream signalling components [Cadigan and Waterman, 2012].

Broadly, this pathway can be split into two categories. The canonical pathway, which we are

interested in here, regulates the maintenance of pluripotency, growth, and differentiation,

and is defined by its core use of β-catenin for propagating signal from the receptors. The less

studied non-canonical pathway utilises Ca2+ or c-Jun N-terminal kinase for this purpose,

and tends to regulate cellular motility and polarity [Logan and Nusse, 2004].

β-catenin is a potent transcriptional activator that is usually phosphorylated by glycogen

synthase kinase 3β (GSK3β), leading to its constitutive ubiquitination and degradation.

Wnt signalling inhibits this process, increasing the levels of β-catenin which in turn translo-

cates to the nucleus, where it activates target genes by being tethered nearby through

interactions with transcription factors [Nelson, 2004]. Chief amongst these are the T-cell

factor / Lymphoid enhancer factor (Tcf) family. Despite the name they are, like the rest

of Wnt sigalling pathway, expressed across a large range of tissues throughout develop-

ment. In invertebrates this family contains one transcription factor; in vertebrates there
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1. Introduction

are four: Tcf7, Tcf7l1, Tcf7l2, and Lef1 [Arce et al., 2006]. The core feature of this gene

family is a conserved high mobility group (HMG) DNA binding domain, which recog-

nises the DNA sequence SCTTTGWWS by interactions through the DNA minor groove

[Wetering et al., 1991, Wetering and C. Clevers, 1992]. Since the minor groove is too nar-

row for amino acids to fit within, this interaction unwinds the DNA producing a bend of

90-127 degrees [Love et al., 1995] – it is thought this bending organises the genome and pro-

motes interactions between more distal transcription factors [Giese et al., 1995]. Adjacent to

this domain is a short basic tail that serves to increase its affinity through non-specific binding

of the DNA backbone, along with providing a nuclear localisation signal [Prieve et al., 1998].

Separate from the HMG there is an additional small, alternatively spliced, DNA bind-

ing domain present – the C-clamp, comprised of four conserved cysteines that bind zinc

[Ravindranath and Cadigan, 2014]. While conserved with the invertebrate Tcf it is present

only in Tcf7 and Tcf7l2. C-clamp containing isoforms appear to bind more tightly to DNA

and to a larger range of sites [Hoverter et al., 2014]. The motif it recognises has been best

characterised in Drosophila – GCCGCC – where it appears to promote binding best in two

specific orientation and spacings relative to the Tcf motif [Archbold et al., 2014]. Addition-

ally, it appears to directly interact with the HMG leading to reduced affinity for the unac-

companied Tcf motif [Ravindranath and Cadigan, 2014]. In vertebrates this motif is harder

to identify and appears as a shorter variant of the one in Drosophila, but a similar rule on

what constitutes a joint HMG and C-clamp binding site is missing.

Tcfs appear to lack any intrinsic ability to regulate transcription; their main function is to

bring β-catenin to specific locations, which in turn binds a host of other proteins to acti-

vate transcription. Most of these act by physically opening up the chromatin (BRG1) or

post-translationally modifying histones to maintain such a state: H3K27 acetylation (CBP,

p300), or H3K4 methylation (MLL). Others are possible candidates for more direct re-

cruitment of RNA polymerase through the mediator complex [Mosimann et al., 2009]. Tcfs

bind to β-catenin through a strongly conserved domain in the N-terminus. Lef1, Tcf7, and
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1. Introduction

Tcf7l2, all contain a later transcription start site omitting this β-catenin binding domain,

creating a truncated protein that outcompetes the full-length version, effectively removing

β-catenin and shutting down transcription [Vacik and Lemke, 2011]. In the absence of β-

catenin Tcfs additionally repress transcription of their target genes, providing a sharper

response to Wnt signalling than possible by activation alone. This is facilitated through

interaction domains in the middle of Tcfs for several transcriptional repressors, notably the

Groucho / transducin-like enhancer of split (TLE) proteins, which are displaced upon bind-

ing β-catenin [Brantjes et al., 2001, Daniels and Weis, 2005]. Groucho proteins appear to

have the opposite effect to β-catenin, stabilising nucleosomes and recruiting histone deacety-

lases, but otherwise the mechanisms through which they repress transcription are not clear

[Jennings and Ish-Horowicz, 2008].

Overall the Tcf family exhibits a mix of specialisation and redundancy: while each Tcf has a

distinct expression profile these are often overlapping, and knockouts show a mix of specific

phenotypes and compensation [Oosterwegel et al., 1993, Staal and Clevers, 2000]. For ex-

ample, while all four Tcfs are present in mouse embryonic stem cells, Tcf7l1 has the highest

expression and strongest knockout phenotype of embryonic lethality. Tcf7l1 mostly appears

to have a repressive effect (through reporter expression), and appears necessary to reduce

expression of other transcription factors that maintain pluripotency (notably Nanog) in or-

der to allow differentiation [Pereira et al., 2006]; Tcf7l1 overexpression limits self-renewal

[Yi et al., 2011]. The remaining three Tcfs are also expressed in ESCs, albeit at lower levels,

of which reporter assays show Tcf7l2 to also inhibit, and Tcf7 and Lef1 to activate, transcrip-

tion. Such reporter assays tend to rely on an artificial multimerisation of several Tcf binding

sites and are not representative of the scope of Tcf impact on gene expression: Tcfs and their

isoforms have different effects on different target genes, the effect of de-repression from re-

moving Tcfs lacking β-catenin isn’t captured, nor do they fully recapitulate expression in all

Wnt active tissues in a developing organism [Barolo, 2006]. Defects in differentiation caused

by knocking out all four Tcfs, however, can be rescued by restoration of either Tcf7 or Tcf7l1

5



1. Introduction

– despite apparently opposite effects on transcription [Moreira et al., 2017]. The remaining

Tcfs all show more specific defects: mouse knockouts of Tcf7 show impaired thymocyte dif-

ferentiation [Staal and Clevers, 2000], Lef1 shows defects in neurons and neural crest derived

tissues [Galceran et al., 2000] [Sasaki et al., 2005], while Tcf7l2 shows problems with endo-

derm development and maintenance of intestinal stem cell populations [Korinek et al., 1998].

Besides embryonic stem cells, Tcf7l2 is mainly expressed across a range of endodermal tis-

sues where it regulates different functions. In liver and pancreatic tissues it underpins glucose

homeostasis [Norton et al., 2014], with intronic mutations in Tcf7l2 being associated with

Type II diabetes [Grant et al., 2006]. In the intestine it helps maintain a constant prolifer-

ation of adult stem cells that support tissue renewal; a lack of dominant negative isoforms

of Tcf7l2 and mutations in APC – part of the complex that enables GSK3β to cause degra-

dation of Tcf7l2 – is linked to colorectal cancers [Korinek, 1997]. One way that it achieves

tissue specific effects is by binding to a separate set of locations, hence regulating a different

set of target genes. Across 6 human cell lines (5 endodermal, 1 epithelial) Tcf7l2 bound a

largely disparate set of sites, with only 1,800 out of 116,000 total Tcf7l2 binding sites shared

between the 6 [Frietze et al., 2012]. Similarly, when comparing the binding of Tcf7l2 in in-

testinal endoderm to that of Tcf7l1 in embryonic stem cells one sees that it binds to largely

disparate set of sites despite preferring the same motif (Figure 1.1).

This brings us to the core question of this thesis. Across different cell-types the DNA

binding domain of Tcf7l2 and the motif it recognises appears the same (indeed across all

Tcfs). Since the genome doesn’t change either, how is it that it binds to different locations?

Earlier we mentioned that the binding motif for Tcf7l2 is a poor predictor for where it binds

– this is unsurprising since no matter how well characterised or complicated it provides no

information on cell-type specific binding. Where does the extra specificity come from?

The most likely source is the interactions between transcription factors; Tcf7l2 binds to

certain locations because another transcription factor is also there to help it. So the set
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1. Introduction

Figure 1.1: Overlap in binding sites of Tcf7l1 (direct antibody) in mouse embryonic stem
cells with Tcf7l2 (FLAG-tagged) in in-vitro differentiated intestinal endoderm. Unpublished
work from our group.

of transcription factors present in a cell type would shape where they bind individually.

One line of evidence supporting this is that certain motifs are more enriched around Tcf

binding sites in certain cell types. For example, the motif for Oct4 tends to be enriched

around binding sites for Tcfs in embryonic stem cells, and the motif for Foxa1 in intestinal

endoderm cells (Figure 1.1) [Cole et al., 2008]. Similarly, in [Frietze et al., 2012] the Foxa2

and Hnf4α motifs are enriched in the hepatocyte cell line (Hnf4α appears to function with

Tcfs in hepatocytes [Norton et al., 2014]), while in the adenocarcinoma cell line it appears

that the Gata3 motif helps bind Tcf7l2 when its own motif is absent. This leads to the concept

of a "grammar" that we shall discuss in the next subsection: some underlying logic in how

the combination and organisation of motifs for transcription factors favours some binding

sites over others.

One confounding factor is the presence of multiple isoforms of Tcf7l2 which are expressed in

different proportions between cell types [Weise et al., 2009]. Specifically, the afore-mentioned

C-clamp DNA binding domain adds an extra level of specificity in DNA recognition. The
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presence of one extra DNA binding domain can’t solely explain differences in binding across

many cell types, and throughout this thesis all experiments with Tcf7l2 use the same iso-

form that lacks the C-clamp domain (including the genome-wide binding data in intestinal

endoderm cells in Figure 1.1). The remaining variation is in protein binding domains, which

adds an extra layer of flexibility to how interactions between transcription factors can change

between cell types. Overall these isoforms have different effects on target genes that are not

easily predictable from the presence of the C-clamp or other domains [Weise et al., 2009].

It is not precisely known whether individual Tcfs bind to different locations in the same cell

as we lack clear comparative DNA binding data for all of them in the same cell type (let alone

for each isoform and controlling for expression level). Such differences have been observed for

other transcription factor families that share the same motif. In these cases slight differences

in binding specificity, such as the effect of DNA shape, have been proposed to explain

some of these differences, however they appear insufficient to fully distinguish between these

binding sites [Gordân et al., 2013, Zhou et al., 2015]. Additionally, it is unclear how one

would know the shape of DNA within a cell when it is influenced by chromatin organisation,

transcription, and binding of transcription factors – Tcfs themselves significantly unwind

and bend DNA upon binding [Love et al., 1995]. Since transcription factor families tend to

show more variation outside the DNA binding domain, it is possible that differing protein

interactions could also provide an explanation.

1.3 Grammar of transcription factor binding

In the previous subsection we suggest that binding of Tcf7l2 is regulated by interactions

with nearby transcription factors, and that this could provide the extra information re-

quired to differentiate sites bound in a specific cell-type. This difficulty of predicting bind-

ing is not unique to Tcfs however, affecting all transcription factors to various degrees
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[Consortium, 2017]. The implication is that the specific combination and arrangement of

motifs promotes binding in certain situations over others. It would be useless, however,

to say that every such unique organisation leads to a different level of binding. This would

provide no insight nor any predictive power – a map is only useful if it is smaller than the

object it represents.

This leads to the idea of a "grammar": separating the morphology of individual transcription

factor binding motifs from the syntax of how certain organisations promote the formation of

protein complexes that stabilise binding and initiate transcription. (The resulting function

from cell state to rate of transcription is the semantics upon which evolution can invoke

selection.) This syntax is meant to capture how transcription factors interact with each

other (along with other proteins such as nucleosomes or polymerases), which suggests that

the relative placement of motifs to promote certain interactions over others is important.

How do we expect these interactions to vary in respone to changing a motif’s position?

The DNA binding domain of transcription factors is generally small and well folded, such that

it can be co-crystallised while bound to DNA, providing a clear picture of how the individual

amino acids lead to sequence specificity that supports a short, fixed length representation of

motifs. This is only a fragment of a transcription factor however, the remainder is taken up

by protein interaction domains which allow it to be regulated by signalling pathways, and

to in turn to reshape chromatin and activate transcription. Importantly, such regions are

either in a disordered state themselves, or joined by such flexible segments. Hence they can

take up a larger range of possible conformations, hypothetically allowing two transcription

factors to interact across a large range of spacings [Liu et al., 2006].

This is observed in small scale enhancer reporter assays. [Erceg et al., 2014] found that

varying the relative spacing between motifs can affect expression in a developing fruit fly

(Drosophila) embryo. In one tissue shifting from a 2bp to 8bp gap is enough to remove ex-

pression, in a different tissue it only halves expression. Importantly, in both cases this change
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is smooth: gaps of 4bp and 6bp interpolate the effect between the two extremes. Simi-

larly, [Farley et al., 2016] looked at an enhancer that is active during sea squirt development

(Ciona intestinalis) and found that small shifts in the Ets and Zicl binding sites within it

can change the strength of the enhancer. On a larger scale, [Cheng et al., 2013] found a spa-

tially dependent, smoothly varying effect when looking secondary motifs that are enriched

in genomic transcription factor binding sites.

The lack of predictive power of straightforward motifs or simple rules between them is likely

to be due to the large scale of the problem: there are thousands of transcription factors, and

many conformations and combinations that could lead to a larger protein complex. This

leads to the use of machine learning approaches which pick out a larger set of features that

influence binding, and are evaluated by how well they predict binding in unseen genomic

regions. In these the structure of a grammar becomes implicit in the choice of features,

similarity measures, and overall algorithm.

One commonly used algorithm are support vector machines which represent the similarity

between sequences as the amount of shared short sequences, allowing it to represent motifs

with correlations between bases and capture the effect of motif combinations. When there are

multiple motifs present such a representation strips away the positional information, so that

one motif has a constant effect no matter where it appears relative to another. Additionally,

when trying to capture more complex features by counting longer sequences it diminishes

its ability to generalise: long identical stretches become rare and a single bp change removes

any similarity. Gapped kmers, which allow for longer non-contiguous subsequences, alleviate

this problem but still lack the ability to transfer information over different gap lengths

[Ghandi et al., 2014]. Other common methods, such as linear regression or random forests,

utilise similar representations and hence similarly collapse across motif positions, focusing

instead on the combination present.

Another approach are convolutional neural networks, which are adapted from image analysis
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due to the correspondance between short DNA sequences and visual field patches. In the

simplest case the convolutional layer, which detects short motifs, is followed by a pooling layer

that takes the maximum score of that motif across the sequence, which is in turn passed to a

fully connected layer that functions like logistic regression. Such an approach again removes

all relative positional information (e.g. [Alipanahi et al., 2015]). More complicated layouts

that include extra convolutional layers are able to capture motif interactions at specific

gap lengths, while including local pooling layers gives these some flexibility to generalise

to nearby positions (e.g. [Kelley et al., 2016]). While these can estimate the same effect

for several basepairs, they are unable to otherwise represent or learn across the positions.

More generally, there doesn’t seem to be any research on what prior information is encoded

in more complex structuring of convolutional and local pooling layers, and how these behave

across spatial deformations.

Broadly, such machine learning approaches have various levels of success at predicting bind-

ing, but fall short of being completely accurate on held-out regions. One explanation for this

is the afore-mentioned lack of accounting for the spatial positioning of motifs. The other is

that the data they rely on – where a transcription factor binds in the genome – isn’t ideally

suited to training and drawing inferences. This is usually generated by chromatin immuno-

precipitation (ChIP), where proteins are cross-linked to DNA in their native conformation,

then sheared into smaller fragments that are isolated with an antibody for the protein of

interest. Those DNA fragments are then identified by hybridisation to a microarray (ChIP-

chip) or sequencing (ChIP-seq), and mapped back to the genome. From there one can see

what differs between regions occupied by that transcription factor to those unoccupied. Ex-

trapolating from these differences to an underlying binding logic is more difficult than it

would seem at first due to two important limitations.

Firstly, every region bound by a transcription factor is unique: a different position in the

genome means the sequence for many megabases to each side is different. The assumption

used to simplify ChIP data into a tractable form is that the sequence directly under a peak
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– from one to some few hundred basepairs – dictates binding. The genome, however, has

a complex (non-local) spatial pattern of transcription, spreading inactivation, and looping,

all of which can impact transcription factor binding. Alongside this, the same cross link-

ing step as in ChIP is used for detecting 3D interactions between distal genomic segments

(looping). Without careful titration of this reaction one cannot be sure it is only direct

transcription factor with DNA interactions, and not some larger complex, that one extracts

[Teytelman et al., 2013]. This unavoidable combination of capturing more complex genomic

features while removing distal positional information means that one cannot be sure exactly

what causes a difference in binding in any specific region – one is restricted to detecting

statistically enriched patterns, which while sufficient to detect the presence of an overrep-

resented motif are lacking in power for more subtle or rare effects. As an example of more

distal influences on transcription factor binding, an experiment involving ChIP-seq in two

strains of inbred mice and their hybrid offspring found that local sequence variation has an

effect within a size much larger than that of a ChIP-seq peak: mostly up to 10kb with some

more distal effects [Wong et al., 2017]. Additionally they find many regions were influenced

by the global state, consistent with the idea of specificity coming from the complement of

proteins present in the cell.

Secondly, this limitation to statistical enrichment is exacerbated by the genome being non-

random (and for these purposes a quite small) collection of sequences. Evolution has shaped

different regions to specific functions, introducing additional correlations and filtering out

possible sequences. Two transcription factors could bind together because they control a

similar set of genes, rather than because they stabilise each others binding, while particu-

larly strong arrangements of transcription factors cause ectopic activation and are selected

against. This has been called "subfunctionalisation", and results in native enhancer being

comprised of weaker than possible arrangements of motifs as they provide a sharper response

to external signals [Farley et al., 2016]. As such the most informative arrangements of motifs

for detecting interaction effects are under-represented in the genome.
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These limitations mean that one cannot be sure that any grammar they detect from patterns

in the genome alone is true – it would have to be experimentally verified some other way.

1.4 Thesis structure

The overall aim of this thesis is to discover how the sequence around a Tcf7l2 motif regulates

its occupation. Here (Section 1) we described Tcf7l2 and the open problem of the underlying

motif being insufficient for predicting binding, particularly in the case of cell-type specificity.

The proposed solution is to account for spatially dependent interactions with surrounding

motifs. We highlighted two limitations in existing techniques, however, that we think would

hamper discovering such interactions.

The first of these is the lack of causality and testability when drawing inferences from

genome-wide transcription factor binding data. We circumvent this problem by changing

the DNA sequence at a single location in the genome and measuring binding of Tcf7l2 to it.

Hence any change in Tcf7l2 binding must be the result of the change in underlying sequence,

and subsequent predictions can be tested in the same manner. Along the way we develop

several experimental and statistical techniques required for this goal:

• Section 2 details our use of the DamID assay for measuring the binding of Tcf7l2:

justification for using this method, the benefits and difficulties, and the optimisation

we had to make to improve its sensitivity for Tcf7l2 binding to a level close to the more

commonly used ChIP-seq.

• Section 3 uses the above method to develop a high-throughput screen for generating

variants at a single-genomic locus and measuring the resulting change in Tcf7l2 binding,

eventually showing that binding of Tcf7l2 to its motif is dependent on the surrounding
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sequence context and genomic position. This includes developing a statistical method

for normalising the reads from this assay.

The second problem is the inability of transcription factor motif representations and binding

models to generalise across changes in relative positioning, a feature we think is important

in promoting certain transcription factor interactions since it shows an effect in small scale

reporter assays.

• Section 4 addresses this by constructing a statistical model that allows for a motif to

have smoothly varying effects across different spacings, and uses the results from the

previous section to look at how motif arrangement leads to changes in Tcf7l2 binding.

Finally, in Section 5 we summarise the developments and results from this work, and suggest

possible applications of these techniques.
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Chapter 2

Optimising DamID

2.1 Overview

The first aim of this project was to measure binding of the transcription factor Tcf7l2 at

specific locations in the genome where the sequence has been experimentally varied (see

Section 3). Our initial attempts at this used the standard method for isolating protein-

DNA complexes from a cell: chromatin immunoprecipitation (ChIP-seq). This did not work

particularly well. At an individual site with several thousand variants in a population of

cells, ChIP-seq only retrieved a dozen of them. A replicate found a different dozen. This is

too few sequences and too little reproducibility to even identify which are bound, let alone

for any quantitative measurement.

In retrospect it is easy to see why ChIP-seq is ill-suited to measure locus specific binding.

At best there is one Tcf7l2 bound sequence for each genome present, while in practice this

is much lower as only some of these sequences would bind Tcf7l2, and many cells might

still retain the initial sequence due to inefficiencies in manipulating it. Yet each of these
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genomes already contains thousands of native Tcf7l2 binding sites. Since ChIP-seq relies on

an antibody binding to any Tcf7l2-DNA complexes, all of these other Tcf7l2 bound fragments

will compete for binding to a limited pool of antibody. On top of this, ChIP-seq removes

non-specific binding through several harsh washes, which has the side effect of retaining only

a fraction of the total bound sequences. Scaling up the cell culture and ChIP-seq to a high

enough throughput to measure binding to thousands of variants would become prohibitively

expensive: litres of reagents, grams of antibody.

To increase the amount of sequences retained throughout the experiment we switched to an

alternative method of detecting protein-DNA interactions: DamID [Steensel and Henikoff, 2000].

This technique uses a bacterial enzyme, Dam, which methylates the adenine within a se-

quence of G-A-T-C. In E. coli methylation by Dam marks the original genome, directing

mismatch repair to newly synthesised copies instead of the original, along with providing an

added layer of transcriptional control [Barras and Marinus, 1989]. DamID takes advantage

of the absence of any detectable adenine methylation in mammals (for evidence in other

eukaryotes see [Zhang et al., 2015, Greer et al., 2015, Fu et al., 2015]) to repurpose it into

marking sites of protein-DNA interactions: Dam is tethered to a protein of interest such that

wherever it binds any GATCs nearby will be methylated [van Steensel et al., 2001]. Since

methylation is a covalent, stable modification, it persists throughout DNA extraction and

can be detected anytime afterwards by cleavage with adenine methylation specific restric-

tion enzymes: DpnI cleaves any methylated GATC, DpnII cleaves unmethylated GATCs.

The protocol is completed by ligation of an adapter onto these cleaved methylation sites,

amplification, and identification by sequencing or hybridisation [Vogel et al., 2007]. DamID

therefore lacks any lossy wash steps and needs less starting material than ChIP-seq: a few

thousand cells suffice instead of many millions [Tosti et al., 2018]. Importantly, this prevents

the loss of our rare variants. Competition with native Tcf7l2 bound sites is also removed as

one can skip ligation and do targeted amplification of a specific region or sequence of inter-

est (Section 3).
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Instead, the limitation of DamID is high noise and low spatial resolution, likely stemming

from Dam’s high enzymatic activity. In E. coli, Dam methylates most of the genome despite

being lowly expressed [Boye et al., 1992]. When fused to another protein Dam methylates

at many off-target sites throughout the genome, and if expressed for long or high enough

it will completely saturate the genome with methylation [Steensel and Henikoff, 2000]. This

makes it difficult to localise protein-DNA interactions: methylation spreads over several kb,

far from the lower limit of spatial resolution based on the frequency of GATCs in the genome

(∼ every 256 bp). The result is a noisy assay that is sensitive to how much Dam fusion protein

is made, particularly for smaller quickly diffusing proteins that bind at specific locations –

transcription factors.

To complicate interpretation further, this background methylation is non-uniform through-

out the genome, appearing correlated with chromatin accessibility [Kladde, 1992]. This is

usually addressed by performing DamID with an unfused control, which is used to sub-

tract out this background activity [Vogel et al., 2007]. Any interaction effects are ignored by

this: processivity, competition between Dam and protein binding, and different diffusion /

methylation rates of unfused Dam could all skew this normalisation. Since transcription fac-

tors often bind in open chromatin, any non-perfect control runs the risk of removing actual

DNA binding signal, further limiting the utility of DamID for transcription factor binding.

Indeed, the most successful use of DamID avoids these issues entirely by studying nuclear

lamin associated domains, which are much larger than the spatial resolution of DamID and

whose heterochromatic organisation is negatively correlated with background Dam methy-

lation [Pickersgill et al., 2006, Kind et al., 2015].

DamID solves the problem of not losing our sequences at the expense of less sensitivity for

protein binding. Since this is a general problem that has hampered the use of DamID for

transcription factors, rather than one unique to our experimental setup, we focus here on

improving DamID for detecting Tcf7l2 binding across the whole genome. Optimising for

detecting genome-wide binding instead of our single locus variants reduces the chance of
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overfitting – exploiting some quirk of our specific sequences and genomic location.

When Dam methylates it does so very quickly, but then remains bound to DNA for a while

after due to strong interactions with the DNA backbone. Dam functions by binding non-

specifically to DNA and sliding along, scanning for a GATC. Upon recognition it rotates,

flips out the adenine into the active site to methylate it, then rotates back and continues

on, allowing it to processively methylating several GATCs at a stretch (including the reverse

complement GATC) [Urig et al., 2002, Horton et al., 2009, Coffin and Reich, 2009a].

[Coffin and Reich, 2009b] studied the structural basis of this processivity by mutating several

basic residues of Dam that contact phosphates ouside the active site [Horton et al., 2006].

These were found to change the balance between enzyme kinetics and DNA release, such

that the rate of methylation became the slower, rate limiting step. This has the effect of

making the enzyme more likely to disassociate and float away instead of continuing on to

methylate nearby sites.

We hypothesised that some mixture of slower methylation rate, reduced DNA binding, or

less processivity could reduce the non-specific background methylation seen in DamID. Here

we screened the effect of combinations of such mutations in DamID for Tcf7l2, and find that

in general they greatly reduce the amount of background methylation. This results in a

cleaner signal for binding, with sensitivity and spatial resolution at levels found in ChIP-seq.
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2.2 Experimental methods

2.2.1 Cell culture

All experiments were done in 129P2/OlaHsd mouse embryonic stem cells (mESC), which

were cultured according to previously published protocols [Consortium, 2012]. mESCs were

maintained on gelatin-coated plates feeder-free in mESC media composed of Knockout

DMEM (Life Technologies) supplemented with 15% defined fetal bovine serum (FBS) (Hy-

Clone), 0.1mM nonessential amino acids (NEAA) (Life Technologies), Glutamax (GM) (Life

Technologies), 0.55mM 2 -mercaptoethanol (b -ME) (Sigma), 1X E SGRO LIF (Millipore),

5 nM GSK -3 inhibitor XV and 500 nM UO126. Cells were regularly tested for mycoplasma.

2.2.2 Dam Tcf7l2 constructs

Constructs were made by fusing Dam to the N-terminus of Tcf7l2 with a short flexible linker.

Dam-Tcf7l2 and unfused Dam containing plasmids were integrated at one copy into mouse

embryonic stem cells using a previously established p2Lox system [Iacovino et al., 2011].

This puts the Dam constructs under control of a tet-responsive promoter, along with inte-

grating a neomycin resistance gene that is selected for by culturing the cells in G418 (300

/mL) for one week.

Mutant versions of Dam and Dam-Tcf7l2 were created by electroporating in plasmids cod-

ing for Cas9 and a sgRNA targeting the middle of Dam, along with a template oligo con-

taining the Dam sequence with each possible combination of R95A, R116A, N126A, N132A,

K139A/K140A. This template also contains several non-coding mutations that disrupt the

sgRNA site, such that the template gets integrated by homologous recombination due to a

CRISPR/Cas9 induced cut within the Dam coding sequence, but doesn’t get itself cut af-
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ter. Individual clones were chosen by flow cytometric sorting individual cells into a few 96

well plates. After growing for a week a portion of cells were taken and the relevant portion

of Dam amplified with primers containing a unique combination of barcodes for each well.

This was sequenced on a Miseq (paired end 150 + 150bp) to identify which well contained

with mutation.

Dam constructs were expressed by addition of doxycycline (500 ng/ul). Wild-type constructs

were expressed for 8 hours, as longer expression resulted in saturating methylation and

no signal. All mutant constructs showed lower overall methylation rates and were expressed

for 24 hours. Beyond this there is no further increase in methylation, presumably due to it

reaching a steady state with dilution during cell division.

Genomic DNA was extracted using the Purlink kit (Invitrogen #K182001). Methylated

sites were digested by DpnI (20ul reaction, 10U DpnI, 2ul Cutsmart buffer, 500ng genomic

DNA). Similarly, unmethylated sites were digested by DpnII (20ul reaction , 25U DpnII, 2ul

DpnII buffer, 500ng genomic DNA).

2.2.3 DamID at individual sites

Methylation was measured at specific sites by qPCR (20ul from Syber master mix with 1ul

restriction digest) with primers flanking a GATC following a DpnI or DpnII digest. The

fraction methylated was calculated from the difference in cycle counts following DpnI (cI)

and DpnII (cII) digestion:

1

1 + 2cII−cI

Positive controls were chosen from sites containing a GATC within a clear Tcf ChIP-seq
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peak in both embryonic stem and intestinal endoderm cells. This was compared to four

similarly chosen negative controls that were at least 20kb away from any Tcf binding event

in either cell type yet still within an open chromatin (DNase hypersensitive) region. The

specific locations and primers used for these sites are in Table 2.1.

Table 2.1: Location and primers of sites that are positive or negative (yet still in open
chromatin) for Tcf binding.

Positives Chr Start End Primers (Fw then Rv)
1 14 49155664 49155815 AAACCACTCTCCCCCAAAGC

TTTGAAGTTCCGGAGCGGTT
2 15 30383190 30383333 CTTAAAAGCAGGCTCCCTCGC

TCCACACTTCAAAAGGAGAGAAAG
3 4 129251719 129251895 ATTTCAAACAAACTCCCCGCTG

TGGAATTAGTTTGGGGCTCTGAT
4 5 74953049 74953184 AAGTGACCCTTTGTTCTCTGTC

CAAAGAATGGGCCGGGATG
Negatives

1 14 111679747 111681304 ACAGCTTCACTTCCTTGCCA
TTTGAATGAGGGAAGTCAGCT

2 7 10494816 10495738 GCCCTTAGAACCGCTCCTTT
TCCAGATCGTGTGCAAGACC

3 1 99772205 99772613 ACTATTGGTGGAGCTGTGCG
TGCTTGCCTTTCTTGCTTGC

4 3 111370868 111371261 AAGCAGCAAGAGGGAACACT
TGCATGCCACAGAATACTTTTAA

2.2.4 Genome-wide DamID-seq

Detecting methylated GATCs throughout the genome was done by ligating on a sequencing

adapter to any DpnI created cuts. A second adapter close to the ligated one was added with

a nextera library prep kit, which fragments and inserts adapters randomly throughout the

genome with a tranposase. Fragments with one ligated adapter and one nextera adapter

are amplified up and sequenced directly. Adapters for ligation were made by mixing the

following two oligos at 50uM, heating up to 95C, then slowly cooling at 1C per minute to

anneal the two strands.

1. AATGATACGGCGACCACCGAGATCTACACTCTTTCCCTACACGACGCTCTTCCGATCT
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2. AGATCGGAAGAGCGGTTCAGCAGGAATGCCGAGACCG

This creates a forked sequence with one blunt end (5’ end of #1 with 3’ end of #2). These

were ligated onto methylated GATCs in a 20ul T4 ligation (5U T4, 2uM annealed adapters,

T4 ligase buffer) with 10ul of DpnI digested genomic DNA (25 ng/ul) at 16C overnight,

followed by inactivation at 65C for 10 minutes. This ligation mixture was used directly

as input for the nextera tagmentation, which was done according to the manufacturers

instruction with the following changes:

1. 100ng DNA is used as input instead of 50ng to increase library complexity since we

only take a fraction of the generated sequences. This can be increased safely as the

transposase preferentially tagments towards the ends of DNA fragments, and hence

fragment sizes still remain less than the 1kb needed for sequencing.

2. Only one barcoded adapter (i7) is included for amplification instead of both. This way

only fragments with a ligated and a nextera adapter are amplified, omitting all those

containing two nextera adapters.

3. 9 cycles are used for amplification instead of 5 (again, due to fewer fragments).

4. A higher ampure bead concentration is used (1.6x instead 0.6x) to ensure we capture

the smaller size distribution of our fragments (due to the tranposase’s preference for

ends of DNA).

The resulting fragments are directly sequenced on a next-seq with midoutput 150bp kit

(110bp read one, 48bp read two, and 8bp index 1). Raw reads were aligned to the mm10

genome with BWA (mem algorithm with default parameters) [Li and Durbin, 2009]. Any

reads not originating from the midpoint of a GATC (cut site of DpnI) at read one were

presumed to be the result of non-specific ligation onto broken DNA ends and removed. The

remainder were summed to give a read count per GATC.
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2.3 Evaluating mutants

2.3.1 Screening by methylation at specific sites

All combinations of mutations in Dam-Tcf7l2 were initially screened by comparing the level of

methylation at at 4 positive sites, bound by Tcf ChIP-seq in mESCs and intestinal endoderm

cells, to 4 negative sites, which are at least 20kb from any Tcf binding peaks yet still fall

within mESC DNase hypersensitive sites (Figure 2.1). After 8 hours of expression, wild-type

Dam-Tcf7l2 showed the expected enrichment of methylation at Tcf7l2 bound sites along

with substantial background methylation at sites lacking Tcf7l2 binding but within open

chromatin. The four Dam-Tcf7l2 mutants shown all exhibit lower methylation rates and

showed a similar profile to each other after 24 hours expression: comparable methylation

to wild-type Dam-Tcf7l2 at positive sites and negligible methylation at negative sites. The

same mutations in unfused Dam showed no relative increase in methylation between these

sites. All combinations (from pairwise to all) of these mutations, along with K139/K140,

showed undetectable levels of methylation in our assay.

Figure 2.1: Fraction of sequences methylated at 4 positive Tcf7l2 ChIP-seq regions compared
to 4 DNase hypersensitive regions distal to any Tcf binding following expression of Dam or
Dam-Tcf7l2 constructs for 8 (wild-type) or 24 hours (mutants) is estimated by qPCR. Mean
± SE.
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2.3.2 Genome-wide DamID-seq protocol

To verify whether this trend generalises across the whole genome, we did genome-wide

DamID-seq on the wild-type, R95A, and N126A versions of Dam-Tcf7l2 and unfused Dam.

Since the standard DamID protocol only amplifies fragments ending with a methylated

GATC at both ends (with no intervening unmethylated GATC) [Vogel et al., 2007], we were

concerned that it would miss any isolated methylated sites. This could mask any improve-

ment caused by reduced noise or increased spatial resolution, as there would result in fewer

overall methylated GATCs.

Figure 2.2 shows our DamID-seq protocol that solves this problem. Briefly, the initial

steps are similar to other DamID protocols: a DpnI digestion produces blunt ends at all

methylated sites, onto which an adapter is ligated. In our case this is a forked adapter

that can be directly sequenced instead of only used for amplification. To capture fragments

with a methylated GATC at only one end we introduce a second sequencing adapter through

tagmentation, in which a transposase cuts and integrates sequences randomly throughout the

genome. The resulting sequences are amplified and sequenced directly, and since they derive

from one methylated site at the beginning of the read they are counted up and converted to

methylation levels at each individual GATC.

2.3.3 Signal-to-noise for Tcf7l2 binding

Figure 2.3 shows the methylation pattern around a known Tcf7l2 bound enhancer located in

an intron of Cdx2. Both Dam-Tcf7l2 mutants (R95A and N126A) closely follow the Tcf ChIP-

seq peaks in that region with little methylation elsewhere. Wild-type Dam-Tcf7l2, on the

other hand, shows less specificity for the ChIP-seq signal and a higher background. Instead,

it more closely resembles the unfused Dam mutants. These observations hold across the whole
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Figure 2.2: DamID-seq protocol. Forked adapters are ligated onto blunt ends formed by DpnI
digestion of methylated GATCs. Secondary primer sites are introduced by tagmentation.
These sequences are then directly amplified and sequenced.

genome: wild-type Dam-Tcf7l2 shows a much higher correlation to unfused Dam signal (0.5 -

0.7) than both the Dam-Tcf7l2 mutants do (0.1 - 0.3) (Figure 2.4), and Tcf ChIP-seq signal is

stronger around GATCs methylated by N126A and R95A Dam-Tcf7l2 compared to wild-type

Dam-Tcf7l2 (Figure 2.5). Normalising to unfused Dam controls doesn’t rescue the wild-type

Dam-Tcf7l2 signal, instead reducing the observed signal in all constructs (Figure 2.6).

2.3.4 Spatial resolution

To quantify the spatial resolution we looked at how quickly the average methylation around

Tcf ChIP-seq peaks decayed to half. Wild-type Dam-Tcf7l2 reaches this point at 580bp away,

while Dam-Tcf7l2 mutants decayed much quicker at 120bp (R95A) and 160bp (N126A)

(Figure 2.7). This measure is specific to the ChIP-seq sites and could be confounded by

higher background methylation or difference in what actual signal it detects, so we also

checked whether this pattern appears in the autocorrelation of methylation signal – how

correlated it is between nearby segments (averaged across 100bp bins) and hence how fast
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Figure 2.3: Methylation caused by Dam-Tcf7l2 and unfused Dam (wild type, N126A, and
R95A) around a known Tcf7l2 bound enhancer in an intron of Cdx2. Top row shows position
of all GATCs. Tcf7l1 and Tcf7l2 ChIP-seq signal are shown in green, DNase hypersensitivity
in red. Scale is 0-50 read counts.

Figure 2.4: Pearson correlation of read counts across all genomic GATCs.
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Figure 2.5: Tcf ChIP-seq signal around top 6000 methylated sites in each sample. Each line
is a single region, sorted from top to bottom by decreasing methylation levels.
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Figure 2.6: Tcf ChIP-seq signal around the top 6000 Dam-Tcf methylated sites after nor-
malising with the corresponding unfused Dam control.
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the signal varies. This supports an increase in spatial resolution with the mutants: wild-

type Dam-Tcf7l2 signal is still correlated across 1 - 2kb, by which point the mutant signal

is uncorrelated (Figure 2.8). Finally, the reduced spread of methylation seen with the Dam-

Tcf7l2 mutants puts it in the range of the distribution of GATCs throughout the genome.

This results in Tcf7l2 bound sites that are captured by only one methylated site, and hence

would be missed with the classic DamID protocol (Figure 2.9 and 2.10).

Figure 2.7: Methylation at GATCs averaged across equal distances in 40bp bins from the
midpoint of ChIP-seq or DNase hypersensitivity peaks, normalised to the peak methylation.
I think this plot is preferable to the previous unnormalised one.

2.4 Discussion

Here we show that four mutants of Dam (R95A, R116A, N126A, and N132A) each reduce

the noise seen in DamID substantially, and for two of these (R95A and N126A) we confirm

that this is the case across the whole genome, resulting in less background methylation and

higher spatial resolution (there is no reason to suspect this wouldn’t apply to the other two

mutants). We are not sure precisely what causes the background methylation observed with

wild type Dam, and hence why these mutants show an increased signal to noise ratio. Based

on the observations in [Coffin and Reich, 2009b] of such mutations, it could be a combination
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Figure 2.8: Autocorrelation (pearson) of methylation counts (across 100bp bin averaged
signal) in Dam-Tcf7l2 wildtype, N126A, and R95A samples.

Figure 2.9: Example of isolated GATC that picks up a Tcf7l2 binding peak. Top row
shows position of all GATCs. Tcf7l1 and Tcf7l2 ChIP-seq signal are shown in green, DNase
hypersensitivity in red. Scale is 0-50 read counts.

30



2. Optimising DamID

Figure 2.10: Another example of isolated GATC that picks up a Tcf7l2 binding peak (at left
ChIP-seq peak). Top row shows position of all GATCs. Tcf7l1 and Tcf7l2 ChIP-seq signal
are shown in green, DNase hypersensitivity in red. Scale is 0-50 read counts.

of reduced methylation rate leading to only longer lived interactions being recorded, lower

processivity preventing spreading methylation, or reduced DNA binding preventing it from

dragging its linked transcription factor to a new location. The observation that unfused

Dam mutants closely resemble the wild-type Dam-Tcf7l2 favours the last of these: that

wild-type Dam binds DNA strongly enough to drag Tcf7l2 to locations that Dam normally

prefers. If this increase were through disrupted processivity, then the correlation between

wild-type Dam and Dam-Tcf7l2 should be stronger than that between mutant Dam and wild-

type Dam-Tcf7l2. Alternatively, if the improvement were through a reduced methylation

rate only capturing longer lived interactions, then one would expect the mutant Dam only

samples to show a lower methylation rate than the corresponding Dam-Tcf7l2 – the opposite

was observed.

The other improvement we provide for DamID-seq is a simplified protocol that can capture

methylation levels at isolated sites instead of reading out the correlation between adjacent

ones. This increases sensitivity and produces a more interpretable output of read count at
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each GATC instead of being smeared out into a peak. On top of this it reduces the num-

ber of steps required by using the initial ligated adapter for sequencing instead of separat-

ing amplification of methylated fragments from later sequencing library preparation (as in

[Vogel et al., 2007]).

A caveat to our results is that these Dam constructs were expressed from an induced tet

responsive promoter at high level, in contrast to the recommended method of using low

expression from a leaky uninduced promoter. It is possible that there exists a lower con-

centration and duration of Dam-Tcf7l2 with similar signal to noise properties as the N126A

and R95A variants. We don’t think this is the case, however, as previous studies all show

high correlations between unfused Dam and transcription factor Dam fusions despite all at-

tempts to titrate expression. Additionally, we failed to find a lower level or shorter duration

of expression that improved the signal during initial testing of the Dam-Tcf7l2 wild-type

construct, though this may be specific to the quickly dividing embryonic stem cells we used,

which would dilute away methylation that is produced too slowly.

The recommended method for dealing with background activity is to express an unfused Dam

control, and hope that it recapitulates the off-target methylation of the fusion construct.

Interestingly, when we tried this we instead got a decrease in signal with respect to Tcf

ChIP-seq. Since both background Dam methylation and transcription factor binding tend

to occur within open chromatin regions, the unfused control is already partially predictive

of binding sites. Confounding factors, such as differences in background methylation rates

between unfused Dam and Dam-Tcf7l2 due to higher diffusion of the small unfused Dam,

would result in normalisation removing actual signal.

A previous paper has proposed the Dam mutant L122A to increase the signal to noise

of DamID. They however report a higher correlation (~0.7) between unfused Dam and

the Dam transcription factor fusion compared to ours (0.1 - 0.3), and provide no evi-

dence for the claim [Gutierrez-Triana et al., 2016]. Additionally, this mutant was reported
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to show a preference for methylating already hemimethylated sites [Horton et al., 2006,

Elsawy and Chahar, 2014]. While of interest as a possible way to maintain Dam methyla-

tion through DNA replication, preferential propagation of existing methylation throughout

cell division would abolish independence between individual methylation events, confound-

ing any statistical inference.

In the next section (3) we use this optimised DamID to measure Tcf7l2 binding to variants

in individual genomic locations. We hope that these mutants will be more generally useful

by allowing DamID to be applied to transcription factors.
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Chapter 3

Synthetic sequence integration assay

3.1 Overview

The overall aim of this research is to decipher any underlying logic behind how the sequence

surrounding a Tcf7l2 motif regulates Tcf7l2’s binding to it. We think the main bottleneck

to achieving this is the reliance of using genomic binding data, which has the ambiguity

that any difference in binding can be ascribed to some local change in sequence, a more

distal difference, or the overall position in the genome. In this section we circumvent this

problem by varying the sequence at a specific location in the genome and measuring binding

of Tcf7l2 to all the variants. This changes the local sequence while keeping the other factors

constant, making it far simpler to ascribe causality (this might not hold in the unlikely

case that our perturbation alters the cells state, but since it is a small change in an inert

locus we think this is a safe assumption). Additionally, by being able to vary the sequence

arbitrarily we remove the confounding influence of sequence bias in genome wide data, where

the generation and shaping of sequences by evolution to different function in different regions

makes comparisons between them difficult.
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The sequence at individual genomic locations is changed by integrating a pool of synthetic

DNA fragments there. Each fragment is extended with sequences homologous to the site

of interest, and introduced into the cell along with plasmids coding for Cas9 and a guide

RNA targeting that location. The guide RNA allows Cas9 to bind at that location, where

it produces a double stranded break. Such double stranded breaks are repaired by the

cell through either non-homologous end joining, which pastes the two ends together, or

homologous recombination, which uses the sister chromatid as a template for repair. In

most cases these will faithfully repair the break, resulting in Cas9 being brought back in

and cleaving again. The presence of similar sequences on our fragments causes homologous

recombination to occasionally use it as the template instead, resulting in the fragment being

inserted during repair. This disrupts the Cas9 targeted site, preventing further cleavage and

integration.

These synthetic fragments are designed to probe different aspects of Tcf7l2 binding (Sec-

tion 3.2), which is measured using the optimised DamID developed previously (Section 2).

This generates two pools of fragments that are either completely unmethylated (DpnI) or

methylated (DpnII), which are sequenced to estimate the fraction of each sequence that was

methylated and hence bound to Tcf7l2 (Section 3.3). Section 3.4 deals with processing these

reads and dealing with uncertainty in estimated the underlying methylation rate, which is

then used in Section 3.5 to analyse the effect of local sequence on Tcf7l2 binding.

Two genomic sites were chosen for integration of this sequence library: Rosa26 and uCD8

(upstream of the CD8 gene), both of which are inert, having no detectable effect on cell

function when altered and reducing the chance that a change in overall gene expression

will confound any results. Rosa26 is a commonly used locus for transgene expression, while

uCD8 is near a gene unexpressed in embryonic stem cells and has been used for previous

integration experiments in this lab. Importantly, they differ in their level of chromatin

accessibility, with Rosa/uCD8 being in an open/closed chromatin state in embryonic stem

cells. This is the major confounding factor for predicting transcription factor binding across
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the genome: some transcription factors tend to bind their motif in already accessible DNA,

while others directly shape the surrounding chromatin environment. By testing a sequence

in these two sites we can distinguish between these two cases and see how this relates to the

grammar and interactions between transcription factors. For example, while a transcription

factor may prefer to bind only in accessible regions by itself, certain interactions with other

transcription factors may increase its binding strength to the point where it can displace a

nucleosome.

3.2 Sequence library design

3.2.1 Individual sequence structure

The range of synthetic sequences we can test is limited by current DNA synthesis technology.

This gives us a maximum of 12,000 170bp long fragments. Out of this we need two minimal

(20bp) primer sites at each end that are the same across the whole library for amplification

and extension with sequences homologous to the site of genomic integration. On one end we

also included a short (11bp) barcode followed by another primer site (20bp) for separately

amplifying it. 11bp is necessay to have enough unique barcodes for all 12,000 sequences

such that they are separated by an edit (levenshtein) distance of at least 3, so that any

single error to be automatically corrected. This pool of barcodes was generated naively by

scanning through all possible 11bp sequences and greedily adding them if they satisfy the

edit distance cutoff to those already in the pool.

This barcode was included to avoid sequencing the entire length of a fragment to identify it.

In the process of double checking these barcodes by sequencing the whole length, however,

we found many truncated versions of sequences from our library. Hence any one barcode
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correponds to several sequences of different lengths. This is particularly problematic as

these smaller fragments integrate and amplify preferentially, in the end coming to dominate

the signal for that barcode. These truncated fragments likely stem from errors in library

construction or genomic integration, which despite our best efforts to purify out still persist

throughout the experiment. To avoid this problem we stuck with sequencing the full length

of the fragment to identify it.

This leaves us with 99bp that we can vary, which we use to address two broad questions

about Tcf7l2 binding.

1. How much does local sequence, as opposed to more distal sequences or position in the

genome, influence binding?

2. Can we pick up any constraints on how binding of Tcf7l2 in influenced by the organi-

sation of motifs for other transcription factors?

3.2.2 Genomically sampled sequences

The first of these questions is addressed by sampling sequences from throughout the genome

to see if they maintain their binding (or lack thereof) to Tcf7l2 in a different context. There-

fore the majority of these are from Tcf ChIP-seq peaks in embryonic stem or intestinal endo-

derm cells, balanced between those bound in only one or both cell types. This lets us detect,

for example, if sequences bound only in intestinal endoderm are simply not accessible in em-

bryonic stem cells, or whether there is some cofactor missing instead.

These sequences are balanced between those that have a clear Tcf7l2 motif and those that

do not. Is there some cofactor tethering Tc7l2 to sites without a motif? Is there a degenerate

motif that is bound due to favourable surrounding sequence? Or are these experimental
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artefacts, for example due to cross linking in ChIP-seq capturing regions close in 3D space

to a real Tcf7l2 binding site? Alongside these we include regions that we naively expect

to bind Tcf7l2 but do not: a clear motif in open chromatin near marks of active enhancers

(H3K27ac). Is there some specific local feature blocking their binding, such as a different

transcription factor more strongly binding to the same location? Or is there some positional

feature, such as particular level of bending and coiling that could prevent the necessary

deformation of DNA for Tcf7l2 binding? In total these comprise half of the library (6000

sequences) which are summarised in Table 3.1 based on the combination of cell-type specific

Tcf7l2 binding, Tcf7l2 motif, and enhancer marks.

Table 3.1: Number of genomic sequences sampled from each category.
Tcf binding Tcf motif No motif

Enhancer marks None 2400 -
Embryonic Stem 300 300
Intestinal Enoderm 300 300
Both 300 300

No enhancer marks Embryonic Stem 300 300
Intestinal Enoderm 300 300
Both 300 300

3.2.3 Synthetic motif arrangements

The other half of the library is generated from different arrangements of transcription factor

binding sites that might influence the binding of Tcf7l2 in order to figure out any underlying

logic. Binding motifs are taken from a set of transcription factors that are likely to influence

the binding of Tcf7l2. This obviously includes the main Tcf7l2 binding motif (from the

High Mobility Group family of DNA binding domains), along with a short GC-rich motif

corresponding to the alternatively spliced C-clamp DNA binding domain (as an aside, this

library was designed prior to switching to DamID and the specific construct which lacks a

C-clamp binding domain). Adding to this we include a few transcription factors for which

there is evidence of a protein-protein interaction with Tcf7l2: Hnf4a, Gata3, c-Myc and
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Foxa1/Foxo1 (these two have the same motif). Hnf4a interacts with Wnt signalling pathway

to regulate hepatocytes [Norton et al., 2014], has a motif that comprised of a core that is

identical to the Tcf7l2 motif but with extra specificity lying outside of it, and hence is

likely to compete with Tcf7l2 for binding. The rest are transcription factors whose motifs

are enriched near Tcf ChIP-seq sites: Oct4, Sox3, Smad3, Klf, and Ets. The last two are

specifically included as they are pioneer factors – tend to open chromatin in the region that

they bind. This lets us detect whether a Tcf7l2 motif in accessible chromatin is sufficient or

necessary for binding. These transcription factors, along with the reason for including them,

are listed in Table 3.2. Out of these we generate sequences with different combinations and

arrangements of their binding motifs as follows:

1. Sample 25 (out of 35 possible) combinations of the non-Tcf7l2 and non-pioneer motifs

(Hnf4a, Gata3, Foxa1/o1, c-Myc, Oct4, Sox3, Smad3).

2. Each of these generates a combination of with and without a Tcf7l2 motif.

3. Each of these generates a combination of no pioneer, Ets, Klf, or both motifs.

4. Sample 3 permutations out of each of these.

5. Since Gata3 can bind as a dimer, we take 80 sequences and generate one with an extra

Gata3 motif.

6. Take 42 sequences with Tcfl2 and add in some specific C-clamp motifs.

7. Sample 3 different gap lengths for each sequence.

8. Sample 3 randomly generated sequences for the gap.

These are checked to make sure they don’t happen to map to the genome or be particularly

low or high in GC-content, however this didn’t happen due to the large degree of random

sampling.
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Table 3.2: Transcription factors likely to influence Tcf7l2 binding
Cofactors Rationale
Tcf7l2 (HMG) Main DNA binding domain.
Tcf7l2 (C-clamp) Alternately spliced DNA binding domain.
Hnf4a Similar motif to Tcf7l2. Antagonistic regulation.
Gata3 Evidence for it binding Tcf7l2.
Foxa1 Enriched at Tcf7l2 sites. Possibly interacts with Gata3
Foxo1 Interacts with Beta-catenin.
c-Myc Protein interaction. Expression change after Tcf7l2 KD.
Oct4 Enriched at Tcf7l2 sites.
Sox3 Enriched at Tcf7l2 sites.
Smad3 Enriched at Tcf7l2 sites.
Klf Pioneer Factor. Enriched atTcf7l2 sites.
Ets Pioneer Factor. Enriched at Gata3 and Tcf7l2 sites.

3.3 Experimental methods

3.3.1 Overview

This experiment was performed in the same cells as for DamID optimisation (Section 2),

containing the same integrated Dam-Tcf7l2 or unfused Dam constructs with mutations for

reducing background Dam activity. Cell culture, Dam construct expression, genomic DNA

extraction, and testing of methylation by qPCR was performed the same (Sections 2.2.1

and 2.2.2), with the only difference that volumes are scaled up to ensure enough cells to

cover the entire library: cells are cultured in 15cm plates and split at high density to ensure

that diversity of integrated sequences is maintained within the population. These cells also

have the non-homologous end joining pathway disabled by knocking out two necessary genes

(Prkdc and Lig4), along with constitutive activation of Rbbp8, which together increase the

rate of homologous recombination [Arbab et al., 2015]. The whole method of integrating a

library of sequences and measuring binding of Tcf7l2 by DamID is summarised in Figure 3.1
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Figure 3.1: Diagram summarising integrating synthetic sequences with CRISPR/Cas9 and
homologous recombination and assaying binding of Tcf7l2 by DamID. The readout is the
relative enrichment of each sequence in the methylated or unmethylated pools.

3.3.2 Library integration

The 12,000, 170bp oligo pool was ordered from CustomArray. It was amplified with primers

at both ends (40ul NEBnext, 0.2 ul library, Ta=65, 30 cycles) and the 170bp band purified

on a 4% agarose gel (Qiagen gel purification). Fragments were extended with homology

arms (Table 3.3) (1000ul NEBnext, Ta = 65, 30 cycles) and purified (Qiagen minelute)

to prepare for electroporation. 20 ug CBh Cas9-BlastR plasmid, 20 ug U6-gRNA-HygroR

plasmid, and purified fragments were vacuum centrifuged to a final volume of <20 ul, added

to 120 ml EmbryoMax Electroporation Buffer (ES-003-D, Millipore), and mixed with mESCs

pelleted from a 15cm plate. This was transferred into a 0.4-cm electroporation cuvette and

electroporated using a BioRad electroporator (230 V, 0.500 mF, and maximum resistance).
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Table 3.3: Sequence of guide RNAs and homology arms for CRISPR/Cas9 based homologous
recombination.

Locus uCD8 Rosa
gRNA AGCCTGCACACCTGGGCTAC GCCCATCTTCTAGAAAGAC
left arm TTCGAATCACTCCATGTGAGTATC ACACCTGTTCAATTCCCCTGCAGGAC

ACAGAACGGGTGCAGGAGATCAGT AACGCCCACACACCAGGTTAGCCTTT
TGCTGTGATGGATAGACAC AAGCCTGCCCAGAAGACTCCCGCCCA

right arm AACCACAGTGACATCCGCCCTGAA TCTCTGCTGCCTCCTGGCTTCTGAGG
GCAGGCAGCAGAGCAGATGCTCTG ACCGCCCTGGGCCTGGGAGAATCCCT
AGATGCTTGCTTTCTGTAGCCCA TCCCCCTCTTCCCTCGTGATCTGC

3.3.3 Sequencing

Once cells were grown up to sufficient amounts following library integration, cells were in-

duced to express Dam-Tcf7l2 constructs and genomic DNA extracted as in the earlier chap-

ter on DamID (Section 2.2.2). Each sample was divided into two pools for either DpnI or

DpnII digestion (as previously, with 16ug DNA in 100ul and 100U enzyme), followed by a

PCR with genomic primers across the cut site, and two further short PCRs to extend each

fragments with adapters for illumina sequencing and a unique barcode for each sample. The

resulting fragments are directly sequenced on a next-seq with midoutput 300bp kit (150bp

read one, 150bp read two).

Due to the presence of many unintegrated fragments in the cells following electroporation,

which would require many weeks of culturing to fully dilute out, the first locus-specific

PCR is done with 16 cycles. This PCR contains a primer outside the homology arms, and

makes fragments integrated at this location at least a 100 times more numerous than any

unintegrated ones (measured by qPCR), so that they dominate the sequencing reads (the

implications of this for statistical inference are dealt with in the next section). There is also

a possibility that some of these fragments could integrate into other locations, however such

events are likely to be much rarer as they would require both an off-target cut by Cas9 and

integration without exact homology. The first locus-specific PCR ensures that such events

have a very minimal effect on the final sequencing, as even if they were to occur at the same
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frequency they would still be at least 65,000 times less represented in the final counts.

3.4 Processing reads

3.4.1 Alignment

Reads from different samples were demuliplxed with fastq-multx [Aronesty, 2011] based on

short barcodes incorporated at the start and end of each sequence. Overlapping paired end

reads were assembled into a single read using PEAR (default parameters) [Zhang et al., 2013].

This is preferable to alignment directly with the paired reads as there are shorter frag-

ments present in the pool due to errors in library construction and integration. Without

this, alignment to the expected sequences would have a higher false positive rate as it removes

the possibility of these existing. The assembled reads are aligned to the ordered library

of sequences using BWA (mem algorithm with default parameters) [Li and Durbin, 2009].

Counts are generated for each sequence by summing up all exact matches to it.

3.4.2 PCR duplicates

During preparation of samples for sequencing in general, the relevant fragments are ampli-

fied to add on adapters, generate enough material, and in our specific case to outcompete

unintegrated fragments that persist after electroporation. This means that a single initial

sequence can result in several reads, which confounds downstream analysis by introducing

dependencies between reads. Without accounting for this, the variability stemming from

sampling and noise will be underestimated, increasing the false positive rate in any statisti-

cal tests. For example, during genomic sequencing an error during PCR could occur early
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on, leading to several sequences containing it. If these are treated as independent then it

would appear as a real variant. An example more similar to our situation is transcriptome

sequencing, where duplicates result in overestimating the amount of reads per transcript and

hence mistaking sampling variability for differential expression.

Across the whole pool of sequences there is a large spread in total abundance across both

digests, indicating that they are not present at the same frequency in the pool of cells

(Figure 3.2). As expected, the lower abundance sequences have a greater variation in the

fraction of sequences contained in the DpnI or DpnII reads, as by chance they are likely to

have ended up unevenly distributed between the two digests. This variability, however,

doesn’t follow the distribution we would expect. Each copy of a fragment in our pool of

cells should be methylated independently of one another with some rate corresponding to

its binding of Tcf7l2 (or Dam), so if every read arises from a unique fragment in the genome

then they should follow a binomial distribution. As an aside, this assumption wouldn’t hold

in cases of large cell heterogeneity (non-identical) or patterning (non-independent), however

it seems a reasonable assumption for a relatively uniform cell culture such as embryonic

stem cells. Using this to call sequences as differentially methylated between two replicates

(Figure 3.3) we see that the vast majority are significant at a p < 0.05 cutoff (far more than

the expected 5%). Moreover, while the higher abundance sequences show more consistency

between replicates, this is skewed towards a non-zero difference, indicating a different ratio in

the relative amount of amplification and sequencing of the digests between different samples.

The same effect can be shown without replicates by modelling the methylation rate of the

whole library as a beta distribution, which gives a beta-binomial for the distribution of counts

between the two digests for a sample. The beta distribution captures the notion that these

methylation rates are spread out and unimodal, consistent with the observed distribution

for the more confident high abundance sequences and the intuition that a large, variable

library should smoothly cover the range of possible methylation rates. Figure 3.4 shows how

the coefficient of variation (standard deviation / mean) – the uncertainty in estimating the
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underlying methylation rate – decreases with increasing abundance. The binomial decreases

quickly to almost zero, meaning that the estimate for an individual sequence becomes very

accurate. Similarly, the beta-binomial decreases just as quickly but to the variance of the

whole library. In contrast, the empirical estimate for the coefficient of variation in our

samples decreases much later with respect to abundance, at a few hundred reads higher,

indicating that the reads are not independent. Note: the tail ends of those distributions can

be ignored as they dip low at low reads due to unequal coverage of each digest and high at

the top due to sampling noise from few sequences.

The simplest explanation is that we are observing many reads amplified up from a few

initial sequences. This is consistent with many sequences having up to few hundred reads

in only one of the digests, but no higher (seen as sequences with 0 or 1 methylation ratios

in Figure 3.2). It is more likely that a rare sequence ended up in only digest or the other

by chance and was amplified up to a few hundred than several hundred sequences randomly

partitioning into one pool but not the other. Alternatively, if Dam methylation resulted in

sequences in our population that were completely methylated or unmethylated, then they

should also occur at higher abundances too, which they do not.

The most straightforward way of removing such duplicated reads is to use any randomness

in the read itself to identify copies. A common approach for whole genome or transcrip-

tome sequencing is to assume that any reads with the same start and end coordinates are

duplicates, as that is far more likely than the exact same fragment arising by chance. An

alternative when such information is missing or unreliable is to incorporate a short random

sequence during the initial stages of sample preparation, such that each molecule receives a

unique barcode. This is common in single cell RNA-seq, which capture few transcripts per

cell and amplifies them substantially, making it particularly sensitive to duplications exag-

gerating any differences. In our setup we don’t have a source of randomness such as molecu-

lar coordinates, while incorporating a random barcode at the start is likely to produce more

problems than it solves. This would require a one step PCR at the beginning to add a ran-
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dom barcode; the subsequent purification will reduce the overall diversity present. Such a

step would also produce half fragments from digested locations that contain a barcode that

can amplify up further in subsequent PCRs.

The less straightforward approach is to account for the change in distribution because

of duplication, and from there estimate the counts prior to amplification. For example,

[Hashimoto et al., 2014] developed a less stringent version of deduplication by estimating a

background distribution of counts per fragment and correcting the observed distribution to

match it. This reduces the effect of preferential (non-linear) amplification of some fragments

in genome or transcriptome wide sequencing data. Here we also follow a statistical approach

but to calculate the average rate of amplification (rather than specific biases) in order to

accurately characterise the expected variability due to random sampling.

3.4.3 Estimating amplification rate

It would be preferable to use the counts immediately after DpnI/DpnII digestion instead of

the amplified reads we observe for further inference, as these are independent and identically

distributed and hence easier to interpret and model with simple statistical distributions. To

start we model the initial distribution of counts before amplification (x) for each digest as

a negative binomial with shape and rate parameters α and β. This is a natural choice for

positive count data as it is flexible and tractable, able to fit distributions we might expect such

as those with lots of zeros or broader higher count ones. From there the simplest assumption

we can make is that the observed counts (y) arise from a linear amplification of the initial

counts: a poisson with rate γ * x, where γ is the rate of amplification and sequencing.

This is a reasonably safe assumption as our sequences are of the same length and similar

GC content, so amplified uniformly during PCR. This leaves any sequences missing in the

original distribution as 0, while 1 shifts to a peak centered on γ, 2 to 2γ, and so on, creating
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Figure 3.2: Fraction of methylated sequences (DpnII / DpnI + DpnII) against total amount
of reads (DpnI + DpnII).
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Figure 3.3: Difference between estimated methylation ratio of individual sequences between
replicates against total abundance.

Figure 3.4: Coefficient of variation vs abundance of the expected binomial or beta-binomial
distributions and those experimentally observed.
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staggered peaks that eventually run into one another.

The main information we rely on for estimating the degree of amplification is the dropout rate

between the digests: the amount of sequences that are clearly present in the complementary

digest but absent in this one. This disambiguates situations where most reads are present

at high counts due to good coverage from those with poor coverage but high amplification.

The former should have a large overlap in which sequences are found in both digests, while

the latter should be more disparate resulting in a higher dropout rate.

Initially we replaced these dropouts reads with a low rate poission (< 1), to give it a bit

of flexibility with small errors in sequencing leading to some fragments having 1 or 2 reads

(for example misattributing barcodes). Interestingly, we found that replacing this with

the original background distribution worked better, particularly in the less amplified DpnI

digested samples. We think this is because the less digested samples (usually DpnI) contain

more low level contamination from unintegrated sequences persisting in our cells, which

comes up as extra contamination for otherwise absent fragments.

These assumptions are summarised as a likelihood in Equation 3.1, and an example of

reads resulting from amplification of an initial distribution shown in Figure 3.5. The sum

over possible latent counts can be truncated at the max observed reads or some other pre-

determined cutoff, however in practice we are only interested in the reads from the first

genomic count as it creates a clear peak that provides useful information for estimating the

amplification rate. For these higher counts we can remove the constraint of discrete latent

counts and replace them by a single distribution. We rewrite our original negative binomial

as a poisson-gamma mixture with an explicit latent count rate x̂, shift the amplification rate

to it and simplify down (Equation 3.2). In other words we allow the latent counts to be

any value instead of just integer counts. This, however, fills in the gap in the distribution

between the zero counts and peaks arising from amplified counts – a major problem as it

abolishes the information we are using to estimate amplification. To restore this we subtract
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away which of these continuous counts would result in a specfic discrete latent count (for

example of 0 or 1), by using the conjugate posterior distribution for p(x̂|x = 0, 1) (Equation

3.3). Finally we can combine the discrete version to give a hybrid with discrete low counts

and continuous higher counts (Equation 3.4). The structure goes:

1. Likelihood of unamplified distribution coming from zero counts.

2. Counts from amplified discrete distribution.

3. Counts from amplified continuous distribution.

4. Subtract component of the continous distribution that is already modelled discretely.

We estimate the values of α, β, and γ using hamiltonian monte carlo sampling implemented

in the statistical programming language Stan. This is a general technique for estimating the

posterior distribution of each parameter given a likelihood function; an extension of markov

chain monte carlo that use the gradient of the likelihood to more efficiently explore the

distribution.

p(y|α, β, γ) = nbinom(y|α, β)nbinom(0|α, β) +
∞∑
x=1

pois(y|γx)nbinom(x|α, β) (3.1)

y ∼ pois(γx̂), x̂ ∼ gamma(α, β) =⇒

p(y) =

∫ ∞

0

pois(y|γx̂)gamma(x̂|α, β)dx̂

= nbinom(y|α, β
γ
)

(3.2)
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p(y|x) = p(y|x̂)p(x̂|x)

=

∫ ∞

0

pois(y|γx̂)gamma(x̂|α + x, β + 1)dx̂

= nbinom(y|α + x,
β + 1

γ
)

(3.3)

p(y|α, β, γ) = nbinom(y|α, β)nbinom(0|α, β) + pois(y|γx)nbinom(x|α, β)

+ nbinom(y|α, β
γ
)−

1∑
x=0

nbinom(y|α + x,
β + 1

γ
)nbinom(x|α, β)

(3.4)

Figure 3.5: Simulation of genomic (latent) counts and sequencing (observed) reads.

3.4.4 Correcting DamID library counts

Estimated amplification rates are shown in Figures 3.6 (DpnI) and 3.7 (DpnII) and appear

to follow the assumptions: it is correlated with the number of dropouts and tends to centre

on the first large peak. From there we divide the raw counts by the amplification rate

to get the approximate genomic counts. This nicely alleviates the problems seen earlier

in comparing between replicates in Figure 3.3. Figure 3.8 shows the same samples with

corrected counts: the overall difference between replicates goes to zero, hence accounting for

51



3. Synthetic sequence integration assay

differential amplification and sequencing, and shifts the distribution to closely match that

expected if every sequence was generated by an independent methylation rate – a p < 0.05

cutoff gives just over 0.05 of the sequences as differentially methylated. More precisely this

is seen in the quantile-quantile plots showing the test statistic matching the expected normal

distribution (Figure 3.9). For further analysis we use these estimated counts and treat them

as if they are independent. This means replicates are combined by adding respective DpnI

and DpnII counts.

3.4.5 Shrinking low confidence methylation rate estimates

After correcting the observed reads for the amount of amplification and sequencing, we can

see that many sequences are present at low abundances (up to about a hundred reads) that

result in noisy estimates of how many are methylated. A simple solution is to set a threshold

to throw out the noisy ones, however this is difficult to position as this variability increases

smoothly as sequences become less abundant. Any choice will still include noisy sequences

while discarding others that contain useful information in aggregate.

A common situation in high-throughput biological assays is having many parallel measure-

ments that vary in their individual coverage, which lends itself to an empirical bayes approach

where the high confidence observations are used estimate an overall distribution for the

whole population (by maximum likelihood), which is then used as a prior distribution for

the counts themselves. This has the effect of shrinking the noisy, low confidence samples by

shifting them towards the mean while leaving the high confidence ones unchanged.

Our situation closely mirrors that of calling sites of cytosine methylation across the genome

from bisulfite sequencing, so we follow a similar approach as in [Sun et al., 2014]. We fit a

beta distribution (parametrised by α and β) to the possible methylation rates (r) of the whole

library. Since this is conjugate to the observed binomial counts (ai for DpnI, bi for DpnII)
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Figure 3.6: Histogram of read counts per sequence of DpnI digested samples. Vertical lines
shows the estimated amplification rate.
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Figure 3.7: Histogram of read counts per sequence of DpnII digested samples. Vertical lines
shows the estimated amplification rate.
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Figure 3.8: Difference between estimated methylation ratio of individual sequences between
replicates against total abundance after normalising by the estimated amplification rates for
each digest.

Figure 3.9: Quantile-quantile plot comparing expected distribution of test statistic for dif-
ferential methylation with the expected standard normal distribution.
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it is straightforward to calculate the posterior distribution of the methylation rate for each

sequence (Equation 3.5 and Figure 3.10). In practice this just adds a few pseudocounts onto

every sample, biasing it towards the mean of the population. This conveys the idea that any

sequence with a few copies that are all methylated is far more likely to come from a sequence

that has methylation rate similar to the more methylated high abundance sequences than

one closer to 1. We use this posterior distribution / adjusted counts for any further inference.

Figure 3.10: Estimated beta distribution of methylation rates for each sample.

p(r) = beta(α, β)

p(ri|ai, bi) = beta(ai + α̂, bi + β̂)
(3.5)

Overall in both loci, and across the different constructs, just over a third of the library

is retrieved during the assay (3,000 - 4,000 fragments). The only difference between this

protocol and simply amplifying the sequences to measure the number of them integrated

is the presence of the methylation mark and DpnI / DpnII digests. Since these digests

are mutually exclusive and non-lossy, the union of both represents the total amount of

sequences integrated at these loci. After normalisation with the amplification rate and

56



3. Synthetic sequence integration assay

bayesian shrinkage of low confidence estimates, however, we see that further inference mostly

comes from a smaller set of around 1,000 fragments that have sufficient coverage, and from

there only around a hundred have sufficient coverage to make accurate estimates of their

individual Tcf7l2 binding rate.

3.5 Analysis of Tcf7l2 binding

3.5.1 Transcription factor motif influence

The first question we want to ask of this assay is whether it detects Tcf7l2 binding, which

we address by looking at how the presence of a Tcf7l2 motif impacts binding amongst the

completely synthetic half of the library. While this contradicts the point of this overall

study – that the Tcf7l2 motif is not a perfect predictor for binding – it is still sufficiently

strong to have an effect, particularly in non-genomic fragments. Figure 3.11 shows how

these sequences containing a Tcf7l2 motif (blue) tend to be more highly methylated after

expressing DamTcf. This effect is clearest in the open chromatin (Rosa) locus, where it is

stronger with the N126A Dam mutation compared to the wild-type. It is also present at a

lower level in the closed chromatin (uCD8) locus, however in this case the N126A variant

doesn’t improve the signal due to an overall low methylation rate.

To quantify this we use a generalised linear model (glmnet [Friedman et al., 2010]) with

binomial output to predict the amount of methylated and unmethylated sequences for each

sequence from the motifs present. This is identical to logistic regression but with multiple

measures per sample. The weights from this linear model for this experiment are plotted in

Figures 3.12 (for independent motifs) and 3.13 (including pairwise interactions with Tcf7l2),

and indicate how much each feature (motif or pair) shifts the probability of methylation
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Figure 3.11: Abundance vs fraction methylated for synthetic fragments, coloured by whether
they include a Tcf7l2 motif or not.

Figure 3.12: Effect of motif on fraction methylated. Binomial linear model with LASSO
penalty.
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Figure 3.13: Effect of motif on fraction methylated. Binomial linear model with LASSO
penalty and pairwise interactions with Tcf7l2.

from the mean along a logistic function. For example, in the DamTcf Rosa wild-type sample

the intercept is 0.22, which gives an average methylation probability of logistic(0.22) = 0.55.

The effect size of a Tcf7l2 motif is 0.25, which gives a methylation probability of logistic(0.22

+ 0.25) = 0.62. The N126A mutation developed in the previous section increases this effect

to 0.58. This shifts the methylation from a much lower average of methylation of 0.14 to

logistic(-1.83 + 0.58) = 0.22.

In other words, while the N126A mutation has a similar absolute increase in the amount

of methylated sequences due to the Tcf motif as the wild-type (WT 7% vs N126A 8%), the

lower background makes it more sensitive: 11% of methylated sequences are due to the Tcf7l2

motif in the WT sample, compared to 36% with the N126A mutation. This is consistent with

the genome-wide patterns of methylation seen in the previous chapter (Section 2), where

DamTcf N126A has a much lower background methylation rate.

The next question is how much of an influence does each cofactor motif have on binding? The

effects of each motif in the linear model are shown in Figure 3.12 (the intercept is omitted
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as it squashes the remaining effects). Broadly, all motifs tend to have a positive influence on

the amount of methylation present by DamTcf in both the open and closed chromatin loci

(again excluding closed chromatin DamTcf N126A due to low overall signal).

Unfused Dam on the other hand, tends to show less variability in methylation rate and

influence of motifs at the open chromatin locus, methylating more or less uniformly. This is

more clear in the wild-type instead of the N126A variant, which shows some effect of motif

composition – this could be capturing subtle changes in accessiility. At the closed chromatin

(uCD8) locus, however, both unfused Dam constructs appear to be capturing changes in

chromatin accessibility: the strongest influence is the motif for the pioneer factor Klf.

Similarly, wild-type DamTcf at the closed chromatin locus also has a strong effect of the Klf

motif (amongst others), similar in magnitude to the Tcf7l2 motif. Is it separately detecting

changes in chromatin accessibility? Or is it linked to the binding of Tcf7l2? To differentiate

between these we included pairwise interactions with Tcf7l2 in the model (Figure 3.13): the

individual effect of the Tcf7l2 motif disappears (unlike in the open chromatin locus), and is

replaced by pairwise interactions with Klf, Oct4, and Sox3. This indicates that these effects

are occuring in the same sequence, and hence changes in chromatin accessibility and Tcf7l2

binding are linked. Once again this could come about in two ways:

1. Do the other motifs increase chromatin accessibility, allowing Tcf7l2 to bind after-

wards?

2. Do those transcription factors interact directly, stabilising each others binding and

jointly influencing chromatin accessibility?

A few more observations support the second case of a direct interaction. These interactions

are present at in the unfused Dam samples in closed chromatin, consistent with Tcf7l2

helping the other transcription factors bind and alter accessibility. They are also the only
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non-negative pairwise interaction in the open chromatin DamTcf samples, suggesting that

they promote Tcf7l2 binding outside of changes in accessibility (Note: those interactions are

positive as they don’t exceed the sum of individual components, instead the linear model

seems to upweight the Tcf7l2 motif while downweighting pairwise interactions. This could

be to account for interactions saturating with several motifs). One other small pattern

should be pointed out: Gata3 is the only motif that switches from having a positive effect

on Tcf7l2 binding in open chromatin to a negative effect in closed chromatin (for both wild-

type DamTcf and unfused Dams).

Last of all, we’d like to know whether the apparent changes in Tcf7l2 binding and chromatin

accessibility are broadly shared across the different conditions: Figure 3.14 shows the cor-

relation in methylation ratios. This shows that the same sequences tend to be methylated

between mutant and wild-type DamTcf in the open chromatin locus, consistent with them

both detecting the same phenomena (Tcf7l2 binding). Similarly, the correlation between

Dam N126A and DamTcf wild-type in closed chromatin shows that chromatin accessibility

has an influence in the latter.

These are as expected and consistent with previous observations; the most informative is the

correlation between DamTcf N126A in open chromatin with Dam N126A in closed chromatin.

This indicates that the same sequences that bind Tcf7l2 also tend to increase accessibility

– in other words, that sequence features that open chromatin also tend to promote Tcf7l2

binding in open chromatin, supporting the observation that direct interactions with Tcf7l2

seem to increase chromatin accessibility.

3.5.2 Genomic context influence

The second question we wanted to address was whether we could capture the effect of local

sequence on the binding of Tcf7l2, or conversely, how much does the position of a sequence
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Figure 3.14: Correlations in the estimated methylated ratio of each sequence after filtering
low abundance (<30 estimated initial fragments).
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in the genome in determining its cell type specific binding? We use the same generalised

linear model as in the previous section to see whether sequences bound by Tcf ChIP-seq

in embryonic stem or intestinal endoderm cells retain their specificity in a different context

(Figure 3.15).

The first observation is that specificity for cell-type specific binding Tcf7l2 is retained when

these sequences are transplanted to an open chromatin site – the embryonic stem cell co-

efficient is higher than the intestinal endoderm coefficient, which is close to zero and indi-

cates little difference to the unbound background sequences. Similarly, the embryonic stem

cell context tends to open chromatin as evidenced by its strong weight in the unfused Dam

samples. As before, DamTcf in the closed chromatin locus appears to be a mixture of both

Tcf7l2 binding and changes in chromatin, with the N126A mutant providing little signal in

this situation.

The next observation is that among embryonic stem cell ChIP-seq peaks, the Tcf7l2 motif

is still a predictor of binding (Figure 3.16); sites that come up in ChIP-seq but lack a motif

tend to either be false positives or otherwise bind more weakly. Similarly, while sequences

bound in intestinal endoderm don’t gain binding in a different context overall, those with a

Tcf motif are likely to do so. For these sequences, something outside the local sequence is

preventing binding in embryonic stem cells but allowing it in intestinal endoderm cells.

So far the pattern is straightforward: the Tcf7l2 motif is a strong determinent of binding,

the embryonic stem cell context seems to additionally promote binding, and specific binding

only in intestinal endoderm cells is regulated by some non-local feature such as changes in

chromatin accessibility.

What about sequences that bind Tcf only in intestinal endoderm, but are also in an accessible

enhancer region in embryonic stem cells? Cell-type specific binding could not be regulated

by changes in chromatin accessibility in this case. For these sequences some local feature
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is preventing Tcf7l2 binding: there is a strong negative effect of colocalising with enhancer

marks in embryonic stem cells that cancels out the positive effect of a Tcf7l2 motif – only

sequences that were otherwise in closed chromatin tend to gain binding when transplanted

to a different locus.

The situation in the closed chromatin locus is a bit messier and hard to interpret. In general,

embryonic stem cell context, Tcf7l2 motif, and enhancer marks all contribute to methylation

with DamTcf and unfused Dam, consistent with Tcf7l2 regulating chromatin accessibility to

some extent.

The last question was whether those sequences with a Tcf7l2 motif in open chromatin, yet

unbound in ChIP-seq, acquire binding when transplanted to a different location. These

sequences are those we are comparing against in the linear model, so have a zero effect as

they set the intercept. Since the ChIP-seq bound context tends to have a positive weight,

a sequence originally bound in ChIP-seq but lacking a motif still binds higher than one

unbound but containing a Tcf7l2 motif. On average these sequences remain unbound, so we

can conclude that something in the local sequence outside the motif tends to inhibit Tcf7l2

binding.

Finally, the sequences sampled from the genome tend to on average bind weaker than the

synthetic ones, despite a roughly equal split in how many contain the Tcf7l2 motif. This

effect however is quite small (0.1 - 0.2 linear model weights), and is likely a result of the

synthetic sequences containing many motifs for transcription factors active in embryonic

stem cells.
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Figure 3.15: Effect on fraction methylated based on whether the original sequence is bound
by Tcf7l2 in embryonic stem or intestinal endoderm cells. Binomial linear model with LASSO
penalty.

Figure 3.16: Effect on fraction methylated based on whether the original sequence is bound
by Tcf7l2 in embryonic stem or intestinal endoderm cells and the presence of a clear Tcf7l2
motif and open chromatin / enhancer marks. Binomial linear model with LASSO penalty.

65



3. Synthetic sequence integration assay

3.5.3 In-vitro endoderm differentiated samples

Since we can detect the presence of an embryonic stem cell context, the natural question

that follows is can we detect an intestinal endoderm one? To attempt this we in vitro

differentiated into endoderm following integration of the sequence library and prior to Dam

construct induction.

We focus on DamTcf N126A at the Rosa locus, as the other samples either had some problems

or provide little information. The overall correlation with undifferentiated samples is quite

high (r = 0.84 after filtering for sequences with a posterior dispersion less than 0.01). The

strongest effects in the linear models (Figures 3.17 and 3.18) are the same as previously:

binding in embryonic stem cell ChIP-seq for genomic sequences and Tcf7l2 motif and its

interactions with Klf and Sox3 for synthetic fragments.

Overall this sample doesn’t provide different signal to the embryonic stem cell samples – the

differentiation was most likely not complete enough to produce a change and we were too

limited with time and resources to troubleshoot further.

Figure 3.17: Effect of motif on fraction methylated. Binomial linear model with LASSO
penalty.

66



3. Synthetic sequence integration assay

Figure 3.18: Effect of genomic sequence features on fraction methylated. Binomial linear
model with LASSO penalty.

3.6 Discussion

In this chapter we demonstrated how to take a location in the genome, generate a large

number of variants, and measure transcription factor binding to them in a reasonably high-

throughput manner. Controlling the position in the genome while making arbitrary sequence

changes makes it much easier to infer and test how sequence dictates binding in the context

of the normal environment and protein interactions within a cell. The technical problem that

arises is that the stoichiometry makes it much more difficult to measure transcription binding

at a single variable locus – where variants can occur fewer than one in a million – than

for across the whole genome. To capture our rare fragments efficiently we switched from

ChIP-seq to DamID, which motivated the work of the previous Chapter (2) to improve the

sensitivity of DamID for transcription factor binding through mutations in Dam.

We hamstrung ourselves during the design of the experiment by being overly optimistic in

the number of fragments we should test. Many of them are missing from the pool, and of

those that remain the majority are at too low coverage to make exact statements about their

individual level of Tcf7l2 binding. The low coverage for many sequences made it necessary to
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accurately normalise and account for their variability before further inference. This is covered

in Section 3.4 where we provide a statistical model for estimating the degree of amplification

in each sample, hence estimating how many fragments there were pre-amplification and

bringing it in line with the expected distribution. Following this we use the beta-binomial

model to adjust the low count fragments, allowing us to include them in further analysis

without introducing extra noise or having to draw a sharp threshold and discarding useful

information. These two statistical techniques alleviated the problem of low frequency of

many fragments – we know the uncertainy in the estimates for each sequence and can weight

it appropriately when drawing inferences from the whole library. They also suggest that a

library size of 1-2,000 would provide a much cleaner signal, which should increase coverage

such that exact measurements can be made for the majority of sequences.

In the final section (3.5) we show that our assay works as advertised: it detects binding of

Tcf7l2 to fragments inserted at a specific genomic location. Importantly, it detects the influ-

ence of a Tcf motif and how it is influenced by the surrounding sequence context. Tcf motifs

that are bound in embryonic stem cells, or bound in intestinal endoderm cells but occur

within closed chromatin in embryonic stem cells, also bind when transplanted an accessi-

ble region. Tcf motifs that are unbound in embryonic stem cells, but otherwise accessible

remain unbound (even if they bind later on intestinal endoderm). The broad trend is that

we detect the assumption underlying inference from regions bound in ChIP-seq: that the

local sequence tends to drive differences in binding. Our approach however, lets us tease

apart situations where this doesn’t hold, such as distinguishing those sequences that bind

only intestinal endoderm due to local vs non-local effects.

The other feature of Tcf7l2 binding we detect is an interaction with the chromatin environ-

ment. When transplanted into an open chromatin locus, most Tcf7l2 motifs are occupied

(though genomic sequences already unbound in accessible embryonic stem cells have some

local feature inhibiting this). Inserted into a closed chromatin environment, however, and

Tcf7l2 appears to require more specific sequences. We detect interactions with Klf, Oct4,
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and Sox3 that appear to help Tcf7l2 bind in this context. Furthermore, Tcf7l2 seems to help

increase accessibility in these sequences. This is seen from the effect of these interactions

on methylation with unfused Dam, which captures changes in chromatin accessibility due to

these sequences.

To summarise, in the open chromatin Tcf7l2 behaves as a "migrant" transcription factor (as

it has been classified in [Sherwood et al., 2014]), with its binding being dependent on the

chromatin environment. Under a more favourable binding context and in combination with

other transcription factors, however, it can also affect the chromatin environment – as would

be expected from it recruiting chromatin remodelling proteins via β-catenin. This illustrates

the complexity inference from genome-wide binding data – one has to take into account a

different logic depending on the level of chromatin accessibility, which is in turn alters the

level of binding. While these two loci should generalise to differences between open and

closed chromatin throughout the genome, future studies could probe this in finer detail by

choosing integration sites that differ in more specific chromatin features: exact placement

relative to a nearby nucleosome or presense of histone modifications, along with other broad

genomic features such as nuclear lamin association and 3D conformation.

An important caveat to this is that we are working from imperfect data: comparing sites

bound by Tcf7l1 in embryonic stem cells detected with a direct antibody to those bound

by Tcf7l2 in intestinal endoderm detected by ectopically expressed Tcf7l2 with a FLAG

tag, which is used as the target in ChIP-seq. Experiments based on expression with an

ectopic tag can suffer from not recreating the same expression level. Overexpression can

then saturate binding sites leading to more false positives. This could explain the greater

signal in our results for sequences originally bound in embryonic stem cells. Such a problem

is likely present with expressing DamID fused constructs too. One solution could be to create

a system to titrate expression and measure binding at different concentrations, allowing one

to estimate the binding affinity of each region.
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A limitation of this assay stems from the reliance of DamID, and hence on tethering a

moderately sized protein to a transcription factor that could disrupt the correct folding

or protein interactions. One way to account for this is create C- and N-terminal fusions of

Dam and rely on concordance between them. In our initial tests we found that fusion to the

N-terminal of Tcf7l2 gave clearer signal than C-terminal fusions – this is expected since as

the N-terminus is further away from the DNA binding domain and has more flexibility to

reach the GATC. Optimising the C-terminal fusion, such as by increasing the length of the

flexible linker, to give a similar signal to the N-terminal fusion would would help control for

such effects. Otherwise individual sequences could be verified by ChIP-seq, while laborious

and low-throughput provides an orthogonal set of experimental biases. Additionally, the

reliance on DamID prevents us from including GATC in our sequences. For motifs including

this subsequence one could switch to variants of Dam with a different substrate specficity

[Chahar et al., 2010].

To summarise the results from this section: while we observe the previously known be-

haviour of Tcf7l2 as a settler, where it binds its motif within accessible regions, we make two

conclusions on top of this. First, chromatin accessibility only explains part of how Tcf7l2

binding is regulated between cell types, as certain sequences that contain a Tcf7l2 motif and

are bound in intestinal endoderm still avoid binding when made accessible. Secondly, under

favourable conditions – the presence of motifs for Klf, Oct4, and Sox3 – Tcf7l2 can act as

pioneer, binding within closed chromatin and opening it. While these transcription factors

are known to regulate chromatin in embryonic stem cells, the observations that their inter-

actions with Tcf7l2 increase Tcf7l2 binding in open chromatin, and improve accessibility in

closed chromatin, indicate that Tcf7l2 is also involved in this process. In the next chapter we

expand the analysis of this data to also look at the relative spacing between the motifs, and

show that the positioning of these cofactor motifs is important to have an effect on Tcf7l2

binding.
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Learning a motif grammar

4.1 Overview

Previously (Section 3) we saw that the core motif for Tcf7l2 is insufficient for completely

predicting where it is bound across the genome, even when controlling for the genomic posi-

tion and distal sequence. Our hypothesis is that the extra specificity comes from interactions

and competition with other transcription factors that bind nearby, and hence should be im-

pacted by the presence and organisation of their binding motifs. Such interactions should be

dependent on the position of motifs relative to one another, but given the size and flexibility

of transcription factors these should occur over a range of distances, as has been observed

in studies looking at the effect of motif interactions (see Section 1.3).

In this section we develop a model to capture such effects. For the purposes of making a

tractable model that can be reasoned over we will limit ourselves to individual and pairs

of motifs, and focus on being able to generalise over different positions and gaps. Also in

the interests of simplicity, we shall overlook the exact composition of the gaps – it could be
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extended later on to differ with GC content and flexibility of gaps, but this comes at the

price of less generalisability. .

A simple scenario we wish to capture is of two transcription factors that interact at some

optimal distance between them, with progressively weaker interactions as you stray from it.

This is clearly a non-linear problem with respect to gap length: if two motifs interact more

at a 4bp gap than 2bp then it does not follow that they’ll interact even more strongly at 8bp.

One solution is to convert this into a linear model by encoding the effect at each distance

with a separate parameter. Pairwise interactions between motifs already make for a large

model, however, so adding extra terms quickly becomes prohibitive to compute and learn.

The main problem with such an approach is that without additional structure such a model

wouldn’t generalise to distances it hasn’t seen yet. For example, if we observe an interaction

at 4bp and at 8bp we should expect ones at intermediate lengths too. This is necessary as it

is practically impossible to generate enough data to observe every possible spacing of every

motif.

Instead we take the approach of using a non-parametric method to smooth out the effects

across nearby distances – we model the rate of binding from the sequence with a gaussian

process. The core idea of a gaussian process is that one specifies how similar any two points

are with a covariance function, which is then used to construct a covariance matrix amongst

all the input variables (x) and in turn model the possible output values (y) as a multivariate

gaussian distribution. In effect a gaussian process provides a probabilistic version of a support

vector machine, where the covariance function is analogous to the kernel and provides the

prior information on what sort and shape of functions the model prefers, and hence how it

generalises to new inputs. For example, the commonly used radial basis kernel results in

smooth functions, hence making it useful for interpolating data, while a dot product kernel

results in linear regression. Learning within a gaussian process occurs in two ways. The

first is similar to training a support vector machine and involves picking out the functions

consistent with the data, which simply becomes conditioning the probability distribution
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on observed inputs when predicting new values. The second is more of a model selection

problem, where one optimises the parameters of a covariance function or choose between

different ones to better fit the data by whatever maximises the likelihood. For an overview

of the use of gaussian processes in machine learning see [Rasmussen and Williams, 2006].

In our setup we are interested in smooth changes with respect to changing the position of a

motif, so we model this portion with a radial basis kernel shown in Equation 4.1. If there is

a strong effect at the position of one motif (p) and a weak one at a different position (q) it

will infer a range of intermediate values for distances in between. How quickly this changes is

controlled by the length scale parameter (lm) in the radial basis function – at the extremes low

means each position is completely independent while high means the effect is constant across

all positions. The contribution of each motif is scaled by the score of their position weight

matrix match (mp and mq), in other words proportional to how often they are expected to

be bound there. Each match of a motif, and of different motifs, are modelled separately and

the effects combined by summing over each gaussian processes, which is equivalent to a single

gaussian process with the covariance functions added together (Equation 4.2). When applied

to pairwise interactions between motifs, the position becomes the relative distance between

them, while the score becomes the geometric mean of the two motifs position weight matrix

matches (Figure 4.1).

Figure 4.1: Diagram for covariance function equation when applied to a motif’s position
or the relative gaps between motifs. mi refers to the score of position weight matrix m at
position i.
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k(mp,mq) =
∑
p,q

σ2
mmpmqe

(p−q)2

2l2m (4.1)

k(xi, xj) =
∑
m

∑
p,q

k(mp,mq) (4.2)

K =


k(x1, x1) k(x1, x2) · · · k(x1, xn)

k(x2, x1) k(x2, x2) · · · k(x2, xn)
... ... . . . ...

k(xn, x1) k(xn, x2) · · · k(xn, xn)

 (4.3)

log p(y|X) = −1

2
yT (K + σ2

nI)
−1y − 1

2
log|K + σ2

nI| −
n

2
log 2π (4.4)

The similarities between all sequences are gathered up in a covariance matrix (Equation 4.3)

, which is used to evaluate the likelihood (probability) of the data (y; binding affinities)

given the inputs points (x; DNA sequence) and model parameters (σ, l) (Equation 4.4).

We follow the common practise of adding independent noise to each point (σn diagonal to

the covariance matrix), which relaxes the process so that it can estimate functions passing

nearby an observation rather than exactly through it. In practise it also adds a bit of

numerical stability for inverting the covariance matrix by preventing any two points from

appearing almost identical. The model likelihood can be thought of as similar to mean

squared error under leave-one-out cross validation, except weighted by the variance for each

point. Uncertain incorrect points are penalised less heavily than confident incorrect points

(and vice versa for correct ones). Since the parameters of the model – noise (σn) and each

motifs variance and length scale (σm, lm) are interpretable they can be tuned by hand to
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observe the change in fit and behaviour. Otherwise they can be optimised by differentiating

the likelihood with respect to them and applying gradient based optimisation (L-BFGS).

Similarly, while we can test motifs we already know – namely those used to generate the li-

brary of synthetic sequences earlier – we would like to in principle be able to fine tune them

or discover new ones that have an interesting spatial effect. For example, while we know the

Tcf7l2 motif reasonably well, there are many transcription factors with unknown motifs that

could have some spatially dependent effect on its binding. These can also be learnt by gra-

dient based optimisation of the likelihood: the gaussian process can be differentiated with

respect to the input points, which can in turn be backpropagated (chain rule) through what-

ever was used to detect a motif, such as the weights of a position weight matrix. This results

in a combination of a neural network layer with a gaussian process, as in [Calandra, 2014],

albeit with a convolutional layer. In this way our approach is similar to convolutional neu-

ral networks for regulatory sequences (mentioned in Section 1), however rather than pooling

across different positions our model explicitly uses the positions of matches in the upstream

gaussian process.

When optimising parameters by gradient descent we run the model as follows:

1. Scan sequence with a position weight matrix to score matches, along with the gradient

per weight.

2. Calculate the covariance matrix along with its derivative for each parameter (Equations

4.1, 4.2, 4.3).

3. Calculate likelihood of data, along with its gradient with respect to each entry of the

covariance matrix (Equation 4.4).

4. Combine gradients of log marginal dp(y)
dK

and parameters dK
dθ

with chain rule.

5. Update parameters with LBFGS to maximise likelihood.
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The algorithm is implemented in Haskell through bindings to linear algebra (Blas and La-

pack) and optimisation (libLBFGS) libraries. Cholesky decomposition is used for inverting

the covariance matrix and the radial basis function is memoised by position to avoid recom-

puting for many comparisons.

4.2 Evaluation with synthetic data

The simplest case we would like to capture is of a single motif having an effect smoothly

varying with its position in a sequence. For example this could be the relative distance to a

feature outside the region being modified, or periodic effect stemming from say the helical

structure of DNA or wrapping around nucleosomes. Here we evaluate our model on four

simple sets of randomly generated sequences that have a different effect of a random motif

(CTTGA).

1. A null set where sequences are generated randomly: 50/50 mix of high and low binding

sequences.

2. A simple set where a single motif anywhere differentiates between high and low binding

sequences.

3. A position set, where the effect of a motif varies sinusoidally with a 10bp period.

Sequences without the motif are around the average.

4. Same as 3. except with a 40bp period.

The binding values are between 0 and 1: sampled from a beta distribution with α = 10 and

β = 30 for lowly bound sequences, α = 30, β = 10 for highly bound sequences, and α = β

= 20 for average binding sequences. The sinusoidal patterns have some extra normal noise
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and are then squashed into the same range logistic(sin(position) + normal(0, 0.1)). Finally,

since the gaussian process generates functions centered around 0 we normalise the values by

the mean (so the range is -0.5 : 0.5).

We first run the model on these under the assumption that we know the underlying motif, in

order to see how the hyperparameters behave. In the second case we also try to estimate the

underlying position weight matrix. We find that the model only learns motifs if the initialised

weights are sufficiently close to it. This is the common problem in machine learning of

local optima, where the model finds some feature that provides a bit of predictive power,

but which is separated from a better solution by intervening ones that are worse. This is

solved in the usual way of running it several times with randomised starting parameters and

selecting the best fitting solution. After optimising the network weights we optimise the

hyperparameters, followed by optimising them briefly again.

Table 4.1: Marginal likelihood and optimised hyperparameters (noise variance, motif vari-
ance, and length scale) of a single motif on synthetic data. Bold denotes value when also
learning an underlying motif.

log p(y) σn σ1 l1
initial 0.1 1.0 2.0
null -1.8 0.25 0.25 53.8

0.9 0.23 2.35 38.7
simple 20.2 0.18 0.30 4320

21.1 0.18 1.06 4550
short 58.8 0.09 0.17 1.7

62.4 0.08 1.4 1.9
long 89.2 0.07 0.25 10.9

90.8 0.06 1.5 10.9

Table 4.1 shows marginal likelihood of the optimised model and learnt hyperparameters

when the motif is already known (top) or when the motif is unknown and also learnt by

gradient descent (bottom, in bold). The likelihood (log p(y)) shows how well the model fits

the data: in the "null" case it is quite low (-1.8) because it cannot use the motif positions

to better explain the data, whereas in the other 3 cases it shows a substantial increase

77



4. Learning a motif grammar

Figure 4.2: Motifs learnt on synthetic data where the CTTGA has either a constant or
sinusoidally varying effect with respect to position. Top row shows the initial parameters
(out of 20 starts) that led to finding the motif.

(note: the likelihood isn’t identical across these because they have different distributions

and residual noise). The most important parameter is the length scale of that single motif

(l1), which explains how the motifs position relates to its effect. In the "simple" case, where

the motif has a position independent effect, the length parameter increases to a value larger

than the length of the sequence. This causes the motif to have a constant effect along the

entire length, hence learning that the motif’s position is irrelevant. In the "short" and "long"

cases the motif has a sinusoidal effect: the model picks this up by learning shorter length

parameters proportional the period: 1.7 in the short case, and 11.0 for the long. These

indicate that the motif shifted along by that many basepairs has a similar effect, while

shifting by 2 - 3x that distance makes the effect independent (in other words, how quickly

the function varies spatially). The σn and σ1 parameters are less interesting, they adjust the

gaussian process to be of a similar spread as the data and fit the residual noise. When the

underlying motif is also unknown the model learnt the relevant motif in all 3 cases (Figure

4.2 ; best of 20 starts), and the correct pattern for that motif by converging to the same

length scale (bottom bold row in Table 4.1). The only difference is that the model variance

(σ1) is increased a bit to compensate for the less than exact match of the learned motifs,
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and in the null case it has overfit slightly by picking up a random motif that has increased

the model fit to 0.9.

The next effect we would like to detect is of two motifs whose interaction is dependent on

the spacing between them. We generate a similar set of sequences with various interactions

with another random motif (GATA).

1. Null, as before.

2. Both, where both motifs need to be present anywhere within the sample..

3. Either, where only one of the motifs needs to be present anywhere within the sample.

4. Cooperate, where the 1st motif binds weakly by itself, and strongly whenever the

second motif is within 3-8bp of it.

5. Competitive, where the 1st motif usually binds, except when the second overlaps with

it or is within 5bp.

The learnt hyperparameters are listed in Table 4.2. σ1 and l1 correspond to the positional

effect of the first motif, σ2 and l2 likewise for the second motif, while σ12 and l12 correspond

to their pairwise interaction, so l12 regulates how quickly changing the gap between the

two motifs influences binding. Similar to before, the null case has a much lower likelihood,

while the others show an improvement relative to this. In the "both" case, the presence of

both motifs is required, so the model can only fit the data well once the interaction effect

is included (increasing log p(y) from 2.8 to 20.9). Since there is no spatial dependency the

model learns a large length scale (l12) for this interaction effect, meaning that the gap length

between them is irrelevant. In the "either" case, where at least one of the motifs is required,

the model does reasonably well without an interaction effect, but has a small increase when it

is included which cancels out the individual motif fits adding up. Similarly to the "both" case
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it learns a large length scale (the difference between a scale of 500 and 400,000 is negligible as

both substantially exceed the fragment length of 100). Out of the two cases where the relative

positioning is important, in the "coop" case it picks up a constant interaction effect instead

– presumably due to too few examples of that interaction in the generated data – while in

the "comp" case is learns a length scale (l12 of 7.5) on the order of the close-by interaction

effect.

Table 4.2: Marginal likelihood and optimised hyperparameters of the on synthetic data.
First line is with no interaction effect, second is with the interaction effect.

log p(y) σn σ1 l1 σ2 l2 σ12 l12
Null 2.1 0.25 0.18 14.2 0.0 2.3

2.1 0.25 0.18 14.2 0.0 8.4 0.0 381
Both 2.8 0.24 0.08 1.7 0.40 2

20.9 0.16 0.53 637 1.23 143 88.2 579
Either 28.9 0.16 0.20 18800 0.69 17900

32.8 0.15 0.35 4480 1.03 1480 0.52 417960
Coop 29.8 0.16 0.0 3.5 0.74 138

36.8 0.14 0.09 194 1.15 6980 0.54 585
Comp 23.5 0.17 0.33 480 0.90 39

26.8 0.15 0.18 105 11.4 982 2.4 7.5

4.3 Application to Dam-Tcf7l2 methylation

In order to apply our model to the data on Tcf7l2 binding to specific fragments (3) we

need to account for heteroscedasticity – the higher variance for fragments with few genomic

counts in our assay. In the previous section the generalised linear model with binomial

output handled this by weighting the information from each fragment by the number of

supporting reads. Such an approach can be used with gaussian processes, as is done when

using them for classification rather than regression, by squashing the output through a

logistic function to predict the rate of the binomial distribution. Unfortunately this removes

the conjugate structure between the gaussian prior and likelihood, meaning that the solution

is no longer analytically solvable and needs to be approximated, for example with expectation
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propagation. Our situation is a bit more lenient than the case of strict classification because

we have more observations per sample and the underlying rate is a continous value away

from the 0 / 1 boundaries. Therefore we take a much simpler approach and add extra noise

to each sample proportional to its uncertainty, which prevents the gaussian process from

fitting the noisy observations too tightly. More technically, we approximate the posterior

beta distribution for each sequence with a normal distribution of the same mean and variance

– these converge as the number of counts increases and is a reasonable approximation for

counts higher than 20.

We start by recapitulating the linear model from earlier by setting a very high length scale

(1000) for the effect of a motifs position or the effect of gap length when including interaction

effects. Optimising the parameters of the covariance function each time is computationally

expensive with no guarantee that the final parameters are optimal or necessarily comparable

between runs and samples. Instead we set the variance and noise to reasonable values (0.1

and 0.05) that fit well for the version with constant effects and then observe the fit of the

model as we shrink the length scale parameter for specific motifs or interactions. The exact

value of the how well the model fits the data (the marginal likelihood) isn’t particularly

informative by itself as it is dependent on the spread and normalisation of the data and can

be further tweaked by changing the hyperparameters. Instead we look at the difference in

likelihood compared to its fit on shuffled data. This has the added benefit of accounting for

structure within the DNA sequence profiled: peculiarities of how they were designed and

experimentally tested that we may have overlooked.

We focus on the two most informative datasets from the previous chapter: DamTcf-N126A

in the open chromatin rosa locus (which shows a similar trend but greater signal than

the wild-type version), and DamTcf in the closed chromatin uCD8 locus (for which the

N126A mutant is too weak to provide useful signal). Figure 4.3 shows the model fit for each

individual motif along with all of them contributing independently. Reassuringly for both

samples it fits the unshuffled data better with either the Tcf7l2 motif alone or when including
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each motif independently without any interaction effects. It also picks up Klf and Oct and

as independently contributing to the methylation ratios in both samples, along with some

smaller effects for the other motifs.

Figure 4.3: Gaussian process likelihood fit (per point and increase compared to shuffled data)
to fraction methylated based on the motifs present, excluding any interaction effects.

Figure 4.4 shows the fit of the model as we add interaction effects between Tcf7l2 and the

various motifs. Dashed lines represent the constant case of all interactions, then the solid

line in each panel represents that change in fit as we reduce the length scale of that motifs

interactions with Tcf7l2. At the extremes 80 represents an almost constant effect based on

position, while 0.2 indicates that each position has a unique effect – no information is shared

between similar positions. Intermediate values indicate how quickly the function changes:

for example at a length scale of 5, the effect at 10bp is still strongly correlated with the effect

at 15bp, but not much so at 20bp.

Overall the two samples show different behaviours as we decrease the length scale from high

(representing a constant effect) to low (0.2 means every spacing has a unique effect). In the

open chromatin Rosa locus most fits tend to decrease as the length scale does – there is little

benefit to having an interaction effect that varies with the spacing. The strongest exception

to this is Gata, which shows a better model fit at a length scale of 5. Similarly, Klf, Oct,

and Myc, also tend to increase their fit at a shorter length scale, which while not improving
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the fit to greater than the initial could still to point to a spatially dependent effect.

The closed chromatin uCD8 locus, on the other hand, tends to show an increase in the fit

as the length scale decreases. This is most pronounced with Klf and Oct, which decrease to

quite short length scales, suggesting that only specific gaps between Tcf7l2 and these motifs

are important. Similarly the other motifs also tend to increase their effect as the length scale

decreases. Out of these Sox and Myc have are likely to have the most interesting pattern as

they prefer more intermediate length scales.

Figure 4.4: Spatially dependent interactions of motifs with Tcf72. Gaussian process likeli-
hood fit (per point and increase compared to shuffled data) to fraction methylated. Dotted
line represents fit with all interactions with Tcf7l2 set to constant (1000 length scale), and
the solid line represents the fit as the length scale of single motif’s interactions with Tcf7l2
is decreased. 0.2 indicates that each position is almost completely independent of the next.

In the previous chapter we used the estimated linear model weights to see how much each

motifs interaction with Tcf7l2 shifts the methylation rate (Figure 3.13). Within a gaussian

process however, this effect is no longer a single parameter but varies with distance between

these two motifs. To visualise these effects we sample from the gaussian process at each

possible spacing, producing a plot of the change in methylation rate relative to gap length

for each motifs interaction with Tcf72 (Figures 4.5 and 4.6). This is done at several different

length parameters for the pairwise interaction: 5 is the most relevant as it produces smoothly

varying effects that capture any interesting spatial patterns. For comparison we include the
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two extremes: 0.2 produces a spiky function with independent effect for each position, while

1000 produces a constant effect similar to the weights of a linear model, albeit split up with

a different parameter for each orientation.

Figure 4.5 shows these plots for the open chromatin locus. The strongest improvement in fit

at a lower length scale in this locus was Gata3: it shows a positive effect at a few base pairs

away from Tcf7l2 in the forward-forward orientation, and otherwise appears to have a more

oscillating effect. The other two strongest efects in this locus are Klf and Oct. These show

a similar trend with a stronger effect on binding when Tcf7l2 is in the forward orientation.

Figure 4.6 show the same profiles in the closed chromatin locus. Gata3 shows a different effect

here: a repressive effect in the forward-reverse and reverse-forward (same interaction but in

two orientations) positions at a stretch from ~50bp away. Similar to the open chromatin

locus, Klf and Oct4 show a strong effect with Tcf7l2, with a preference for the forward

orientation of Tcf7l2, and show an oscillating pattern on top of this. Such features also

appear in other motifs: Ets, Fox, Smad, and Sox all tend to favour certain arrangements

with the forward orientation of Tcf7l2 motif and otherwise tend to oscillate in effect.

In general these functions tend to quickly vary, as indicated in the short estimated length

scales particularly for the closed chromatin locus. This highlights a problem of using radial

basis functions for generalising across the effect of distance: it can only generalise locally. It

is most efficient at detecting slowly varying functions where it can share information across

many positions; if the effect of a gap varies more quickly then we run into the same problem

as encoding the effect of every position in a separate parameter: one needs to observe every

possible spacing and the model wouldn’t generalise well to unseen gaps. While it is possible

that the effect of spacing could be noisy and unpredictable, such that we have no choice but

to measure each one experimentally, it seems unlikely that no general principles underly it.

One possibility is that the relative change is more important: differences in short gaps should
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Figure 4.5: Estimated effect of a motifs interaction with Tcf7l2 based on the distance and
orientation in the Rosa locus.
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Figure 4.6: Estimated effect of a motifs interaction with Tcf7l2 based on the distance and
orientation in the uCD8 locus.
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have a greater effect than long ones. This seems not be consistent with the sampled profiles,

except possibly for Gata3 in the closed chromatin locus, and furthermore incorporating this

assumption into the model by modelling the change in relative (logged) instead of absolute

gap change doesn’t improve the fit. Another possibility is that interaction effects have

a switchlike behaviour, such that there is a certain gap at which the interaction changes

quickly but is more slowly varying elsewhere, but again we don’t see this effect (testing this

directly is a bit out of scope as it would require a more involved construction of a covariance

function).

k(mp,mq) =
∑
p,q

σ2
mmpmqe

sin2(
π(p−q)

λ
) (4.5)

Instead the only general patterns that appear are some level of periodicity to the interactions.

This can be accounted and tested for by modifying the covariance function to 4.5 such

that it captures periodically varying functions (with a certain periodicity of λ basepairs).

Figure 4.7 is similar to the earlier Figure 4.4, except with the altered covariance function we

vary its periodicity. The overall trends are similar to before: those motifs that showed an

increased fit at some shorter length scale also tend to show a good fit at some periodicity.

Periodic interactions improve the fit more so than smoothly varying interaction in the Rosa

locus. The clearest of these is again Gata which shows a peak at 16bp. Oct and Klf also

show an effect, with a peak around 22 - 24bp and a smaller one at 11bp. In the uCD8 locus

the improved fits isn’t as high as with the previous non-periodic version, however there is

still an improvement over the constant rate. Interestingly some of the peaks line up with

the Rosa locus: the Klf and Oct peaks at 11bp, and the Sox peak at 10bp and 20bp.
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Figure 4.7: Gaussian process likelihood fit (per point and increase compared to shuffled
data) to fraction methylated. Dotted line represents fit with all interactions with Tcf7l2 set
to constant (1000 length scale), and the solid line represents the fit as a single motifs has an
effect with Tcf7l2 at different base pair motifs.

4.4 Discussion

In this section we deal with the implication of the idea that nearby transcription factors

interact and regulate each others binding: that certain arrangements of their motifs are

more likely to be bound than others. Specifically, we think that the spatial positioning of

motifs relative to one another is a determinant of binding, and that altering the gap between

them should impact these interactions. To address this we used gaussian processes to create

a model similar to linear regression with pairwise interactions, except where these effects can

vary smoothly according to the position of a motif or a gap between two motifs. Applying

this to our data on binding from Section 3 yielded several spatially dependent interactions

with Tcf72.

The Gata3 motif shows the strongest spatially dependent effect in the open chromatin locus,

despite not coming up as an interaction effect in the linear model of the previous section.

The likely explanation is that since the estimated spatial effect oscillates evenly, the positive

and negative contributions cancel each other out over the entire length.
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The other two main effects are Klf and Oct4, which have a particularly strong effect in

the closed chromatin locus and show a similar but weaker effect in open chromatin. This

recapitulates the results of the previous section, where their consistent interaction effects

with Tcf7l2 suggest that they both stabilise binding and make chromatin more accessible.

Here we extend this observation to say that these effects also appear spatially dependent,

again in a way that appears quickly varying and oscillating.

The broader conclusion we make is that there is a periodic component to how these inter-

actions vary with spatial changes. Here we used a simple sinusoidal kernel and tested all

basepair periodicities, finding that for interactions between Tcf7l2 and Klf or Oct4 the most

consistent phase across the two loci occurs at 11bp – the length of a DNA helix turn. This

is not unexpected: two transcription factors on opposite sides of a DNA strand are much

further apart spatially than on the same side but slightly further along.

Such periodic kernels provide a way to share information across more distal positions, alle-

viating the problem of quickly varying functions requiring a high sampling rate to estimate

– at a short length scale we’d have to observe each interaction at every 3 or so bp to learn it.

This can be extended to capture more general patterns that contain a periodic component,

for example with kernels that provide a richer structure over recurring functions such as in

[Wilson and Adams, 2013], or by composing a sinusoidal kernel with radial basis one of a

longer length scale, as has been used to capture seasonal variations in atmospheric CO2 on

top of long term trends [Rasmussen and Williams, 2006].

In the case of the other motifs present most indicate some level of spatial interactions,

however we lack the data to cleanly separate out each individual effect and infer the general

pattern of spatial interactions. The main barrier to making more confident statements

about these sequences is that our assay was limited by the stoichiometry of each sequence in

the genome. While the assay shows high concordance between replicates for high coverage

sequences, the majority are at a sparser level which limits us to only drawing population
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wide inferences after taking to account sampling noise. The other barrier stems from the

library design introducing colinearity between motif combination, their absolute positions,

and their relative positions – in other words, each of these features contains some information

on the others. This means we have to be careful about drawing broad conclusions and

including too much flexibility in the model.

Both these limitations will be addressed in a follow-up experiment with a smaller library

that specifically perturbs the relative positioning of motifs in these sequences. For ~1,000

sequences there is enough statistical power to make inferences directly from the level of

binding to individual sequences, and moving a motif along to be out of phase and the next

predicted in-phase would provide a clearer test for such spatial effects. This can be done in

a principled way by selecting motif positions that come up with high variance in our model,

and hence provide the most information upon measurement.

The main limitation of this model is its speed: constructing then inverting the entire covari-

ance matrix scales poorly with more datapoints (n2 then n3). A first solution would be to

pick out and train on smaller batches that contain enough interesting structure; the more

general and commonly used solution for scaling gaussian processes is to utilise sparse ap-

proximations to the covariance matrix. Rather than calculating the similarity between every

datapoint it is only estimated from reference to a smaller set of points. This reduces the

speed to being linear and parallelisable in the amount of data points, but at the cost of

the extra complexity in choosing the appropriate number and positioning of these reference

points [Snelson and Ghahramani, 2006, Titsias, 2009]. One interesting formulation encodes

the specific nodes of the convolutional layer as the sparse inducing points, combining the

speed up with a firmer basis for positioning the reference points [Wilk et al., 2017].

In principle, we showed that our method can learn new motifs that have positionally de-

pendent effect. For example, it will detect a motif that has equal positive and negative

contributions across a region, which would otherwise cancel out in a linear or statistical en-
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richment model. Random seeding and gradient descent, however, is a particularly inefficient

way of learning such motifs as each gradient evaluation requires the whole model to be con-

structed. More generally it is putting the cart before the horse: abstraction should follow

from specific instances. A better learning strategy would be to start with specific kmers that

have an effect, and agglomerate them into a position weight matrix whenever it improves

the overall model fit.
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Chapter 5

Future Directions

We are surrounded by a glut of genomic information – thousands of genomes from across

the human population and the tree of life – allowing us to detect mutations in genes and

study how they evolve and what phenotypes and diseases they cause. This is made possi-

ble by our clear understanding of what constitutes a gene and how the information within

it is interpreted and transformed into a protein (though estimating the impact from there

is more difficult!). Such a level of understanding is missing for regions of the genome that

regulate the expression of genes, giving rise to the apparent paradox that functional conser-

vation of regulatory regions can occur despite no conservation in the underlying sequence

[Evans et al., 2012]. This prevents us from interpreting and predicting the effect of sequence

variation to a similar degree as for coding regions – particularly imperative in complex mul-

ticellular organisms such as ourselves, where much of the non-coding genome has ballooned in

size. It is thought that this expansion in the gene regulatory wiring builds up the diversity in

cell types and body plans from a more limited and conserved set of genes and signalling path-

ways [Ohno, 1972, Britten and Davidson, 1969, King and Wilson, 1975]. Due to the scale of

transcription regulation and its variability across species, there are simply too many possi-

ble sequences to measure the function of all of them directly. If we wish to understand how
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the development and overall phenotype of an organism derives from its genome we require

a way of reconstructing the layers of transcriptional control from the sequence of regulatory

regions.

As it stands a major bottleneck towards this understanding is the inability to accurately

bridge the gap from raw affinity of a transcription factor for specific DNA sequences to pre-

dicting where in the genome it binds – to account for all the protein-protein interactions and

genome arrangement. We think this ought to manifest itself as a "grammar": a set of con-

straints on how transcription factor motifs and other sequence features ought to be arranged

to promote formation of protein complexes that stabilise binding, displace nucleosomes, and

initiate transcription. In this thesis we address two limitations that we think prevent us from

discovering such a grammar: the lack of causal data to infer and test such constraints from,

and the inability of binding models to either account for or generalise across different posi-

tions. Solving these two problems and applying them to the binding of Tcf7l2 provides some

tentative patterns for a grammar. Due to limitations in coverage of the current experiments

these patterns are awaiting the result of a repeat with a smaller set of sequences.

The first is that interactions with Tcf7l2 appear to both stabilise its binding and increase

chromatin accessibility – consistent with Tcf7l2 recruiting chromatin remodelling factors

but binding too weakly to displace a nucleosome on its own. In other words, while Tcf7l2

binds sequences differently in open vs closed chromatin, these are correlated and the same

interactions seem to support both.

The second main observation is that spatial effects have a periodic component, particularly

at the phase of a DNA helix turn. A similar effect has been observed in a study looking at the

in-vitro formation of a protein complex involving Lef1, Ets1, and CREB, which found that

Lef1 promoted interactions between the flanking motifs in a way dependent on the phase of

CREB in the DNA helix [Giese et al., 1995].
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Periodic interactions provide a problem for machine learning algorithms, as since they vary

quickly they require a lot of data to estimate, and any pooling will blur over the effect. In

Section 4 we use a gaussian process with periodic kernels in order to detect and generalise

across such effects. The most immediate application of this method is to generally screen for

motifs with interesting spatial and periodic effects relative to a known motif (such as Tcf).

More generally we suggest using periodicity in other modelling techniques. Such kernels can

be plugged directly into support vector machines, while convolutional neural networks could

utilise pooling layers across every Nth (e.g. every 11bp) position rather than locally.

In Section 3 we have developed a reliable and reasonably straightforward assay for measuring

transcription factor binding to a few thousand synthetic fragments in-vivo. The strength of

this approach is the simplicity of further inference: all differences are due to changes in the

underlying sequence since genomic position and environment is controlled. Unlike similar

in-vitro assays, however, we still maintain the native state allowing us to probe the more

complex structures that form inside a cell rather than only direct protein-DNA interactions.

Additionally, the statistical method developed here allows us to accurately reason about the

uncertainty in each sequence’s estimate of binding and calculate the required coverage to

minimise the sampling variability.

The most immediate application is to test out how differences in Tcf proteins lead to changes

in binding: screening for sequences that show differential binding between Tcf7l1 and Tcf7l2,

or between Tcf7l2 isoforms such as those with and without the C-clamp or β-catenin binding

domains (it is an open question whether Tcf binding changes upon interacting with β-

catenin). More generally we think this system will be useful for testing and deciphering out

interactions between transcription factors, along with other DNA interacting protein such

as nucleosomes – there is nothing limiting it specifically to Tcfs. For example, one could

measure changes in chromatin accessibility either through the background methylation rate

of Dam or by creating histone-Dam fusions.
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One consideration for more broadly applying this system, and DamID generally, is that

transcription factors differ in their size, rate of diffusion, and strength of binding to DNA,

and hence can show different rates of on- and off-target methylation. In this study we

found that the N126A Dam mutation (Section 2) increases the signal for Tcf7l2 binding,

both genome-wide and at specific loci. Due to the common problem of high background

activity in DamID this mutation is likely to be beneficial for other transcription factors,

however different mutations may be better suited to specific proteins. The other mutations

screened, particularly R95A, showed a lower overall rate of methylation that could be useful

for histones, while mutants with higher activity (but still less than wild-type) might be found

by screening other amino acid replacements at the same sites (e.g. G126A or S126A) – these

could help capture shorter lived, weaker interactions.

By itself, studying the binding of a transcription factor is not very interesting; the actual

question one wants to answer is "when does binding of a transcription factor leads to ex-

pression?". The obvious extension is to combine this method with a reporter assay. For

example, start with an already active enhancer rather than some inert locus, and tag the

corresponding gene with a fluorescent reporter. After a library of sequences is integrated

and Dam-TF construct expressed, the cells can be sorted by flow cytometry based on re-

porter expression prior to measuring the level methylation. This would provide a powerful

rubric where each sequence can be sorted by binding of a transcription factor and simulta-

neous change in expression, allowing one to dissect out when a specific transcription factor’s

binding is necessary for transcription and ruling out sequences that lead to gene expression

through some other transcription factor.

Another feature of how enhancers control gene expression is the physical interaction (looping)

between them. DamID has previously been used to probe such interactions in Drosophila by

tethering Dam to one location and measuring methylation at another [Lebrun et al., 2003,

Cléard et al., 2006]. Our assay could be extended to provide a high-throughput version of

that: tethering Dam with deactivated Cas9 to a promoter while inserting the sequence library
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and measuring methylation at the enhancer. Such a setup could also utilise the split Dam

construct [Hass Matthew R., 2015] to make this specific to binding of a certain transcription

factor.

In summary, we hope the developments and observations here will facilitate a larger range

of perturbation based experiments to dissect out how transcription factors bind and regulate

gene expression, particularly in terms of how their relative positioning promotes interactions.
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