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ABSTRACT
Testing of bioinformatics software often suffers from the or-
acle problem, especially when testing software that analyses
human genome sequencing data. Metamorphic testing has
been proposed to alleviate the oracle problem. Nonethe-
less, smaller research or clinical centres may be challenged
by the complexity and resources required to implement a
suitable metamorphic testing framework in practice. This
paper presents a case study on how a cloud-based meta-
morphic testing framework can be applied to a widely used
genomic sequencing pipeline, and discusses the future of im-
plementing large-scale on-demand automated metamorphic
testing using cloud-based resources.

CCS Concepts
•Applied computing→Bioinformatics; •Software and
its engineering → Software defect analysis;
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1. INTRODUCTION
Software quality assurance is becoming increasingly criti-

cal as bioinformatics tools are being used in a translational
medical setting, such as analysis and interpretation of hu-
man genomic data for medical diagnosis. It is important to
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ensure only validated algorithms are used, and that these al-
gorithms are implemented correctly in the software pipeline.
In this paper, we specifically address the issue of testing the
correctness of an important class of bioinformatics software
that is involved in analysis of human genomic data – the
genomic variant calling pipeline.

A human genome can be considered as a collection of
strings of 4 characters: A, T, G and C. These characters
are called nucleotides. The human genome consists of ∼3
billion nucleotides, and over 99% of an individual’s genome is
identical to one another. Only a small proportion (<1%) of
genomic variations exists between humans. These variants
can be a single nucleotide variation (SNV), such as a substi-
tution of an A by a T, or an insertion or deletion (indel) of a
short stretch of DNA, such as an insertion of TGA or dele-
tion of CA. Identifying variations in human DNA sequences
is central to the field of genomic-based precision medicine,
since some of these genetic variants are associated with hu-
man diseases. Correct detection of these disease-associated
variants is important in making medical diagnosis.

The genome of an individual can be sequenced by Next
Generation Sequencing (NGS) technology. In a genome se-
quencing experiment, many copies of the genome from cells
or tissues of an individual are extracted and are fragmented
into many short sequences. The nucleotide sequences of
these fragments are then identified by an NGS machine.
This sequencing process usually generates hundreds of mil-
lions of short (∼100 nucleotide long) sequence reads. These
reads are stored in a text file called a FASTQ file. This is
the input to a variant calling pipeline.

A genomic variant calling pipeline is a collection of bioin-
formatics programs that are to be executed sequentially to
identify all the genomic variants in that individual’s genome
from the input FASTQ file (Figure 1). Several alternative
programs can be used in each step of the pipeline. Therefore
different pipelines can be constructed depending on the use
of different programs and their parameters. The first step of
the pipeline involves alignment of the short reads to a human
reference genome, which is a representative ‘average’ human
genome. This alignment step is essentially a string match-



Figure 1: An illustration of a genomic variant calling pipeline.

ing task. Two widely used short read alignment programs
are BWA and Bowtie, and they implement fast heuristics to
perform short read alignment. All reads that are not aligned
to the reference genome are called unmapped reads. All the
reads that are mapped to the reference genome (mapped
reads) are typically stored in a text file called the Sequence
Alignment/Map (SAM) file, and can be converted into its
binarised BAM format. The BAM file is then processed by
a series of programs such as GATK, SAMTools, and Picard,
to detect genomic variants in the genome. Several alterna-
tive programs can be used in this step. The output of a
variant calling pipeline is a text file containing a list of SNV
and indels. It is called a Variant Call Format (VCF) file.

A recent study showed that the concordance of multiple
widely used variant calling pipelines is very low (¡60% for
SNP calling, and ¡30% for indel calling) [7]. Considering
that there is only one ground truth, the high level of dis-
crepancy is troubling, and is telling us that even the most
popular bioinformatics tools to date generate results with a
non-negligible false positive or false negative rate. Here we
argue that there are two major challenges in implementing
systematic software testing for genomic variant pipelines:
the oracle problem [1], and the problem of practical imple-
mentation for conducting large-scale systematic testing.

In the bioinformatics field, testing often relies on ‘gold
standard’ data sets. Nonetheless, there are very few such
gold standards in human genome analysis. Metamorphic
Testing (MT) [2], is a simple and efficient testing method
that deals with the oracle problem [1]. Instead of needing to
know the expected output for a particular input, MT utilises
domain-specific relationships, known as metamorphic rela-
tions (MRs), that should hold between outputs from multi-
ple executions of the program. Our group has been applying
MT to test various bioinformatics programs in the past [3, 4,
6]. Nonetheless, we soon realised that there was another im-
portant barrier in implementing MT in practical situations
– how to implement an automated system using MT.

Performing MT involves multiple executions of the pro-
gram under test. In the case of testing a variant calling
pipeline, executing the entire pipeline once can take many
hours for a medium size input file, and it requires a non-
trivial amount of computing hardware resources. We often
find it hard to convince bioinformaticians to generate a large
number of realistic test cases and run them for each MR. It
would be ideal to have an on-demand computing environ-
ment in which a variant calling pipeline could be tested au-

tomatically, without too much intervention from the tester.
We propose that the cloud computing environment offers
such a solution.

The primary aim of this research is to improve software
testing in the area of genomic analysis software. To demon-
strate how this could be achieved, we developed a proof-
of-concept software testing framework for variant calling
pipelines, and demonstrate its utility on testing a widely-
used pipeline on a real data set. This testing framework
is the first cloud-based framework for applying MT to test
bioinformatics software. Using cloud-based resources, our
framework enables tests to be run on separate cloud com-
pute instances, and also ensures that the data manipulation
for the MRs is parallelised.

2. THE FRAMEWORK
The core testing strategy used in this framework is based

on MT. Most of the MRs were adapted from previous re-
search from our group [4]. In terms of test case genera-
tion, we recommend the use of real data as the source test
case. Follow-up test case inputs can be created from input,
output, and intermediate output from the source execution
(Figure 2b). Here are the five MRs that were implemented
in the current framework:

• MR0 Deterministic output: The pipeline is ex-
ecuted independently multiple times with the same
FASTQ file. The outputs should be the same.

• MR1 Random permutation: The order of the reads
in the FASTQ file is permuted in the follow-up test
cases. The outputs of the source and follow-up test
cases are expected to be the same.

• MR2 Addition of reads: The input reads in the
FASTQ file are duplicated in the follow-up input. We
expect the output of the follow-up test case include all
the variants called in the source output.

• MR3 Unmapped reads: Use only the unmapped
reads from the source test case as the input to the
follow-up test case. We expect no variants would be
called in the follow-up test case.

• MR4 Mapped reads: Use only the mapped reads
from the source test case as the input to the follow-up
test case. We expect the outputs of the source and
follow-up test cases to be identical.



Figure 2: Cloud-based Metamorphic Testing (MT) framework. (a) System architecture of the cloud-based
MT framework which utilises the Amazon Web Service (AWS) cloud platform. MT is performed on EC2
instances, with each instance assigned to one test case. (b) Overview of MT strategy employed in the
framework. Follow-up input is created based on both source input and output as well as intermediate output
of the variant calling pipeline.

The testing framework is a software bundle that a user
downloads to their local server or other computing resources,
which becomes the job manager (Figure 2a). The job man-
ager can then configure and create a collection of compute
machines and storage disk space in the cloud. For this imple-
mentation, we use the Amazon Web Services (AWS) as the
cloud service provider as it is a widely available commercial
cloud service provider, making our tool more widely appli-
cable. A user can specify the amount of cloud resources to
be requested via a configuration file. Our framework enables
the user to use their own AWS credentials to take ownership
of costs and security for their testing activity. Once the user
configures the framework and supplies access to installation
and execution scripts for their variant calling pipeline, the
framework takes care of the rest.

When our framework creates a compute (EC2) instance, it
does so with a pre-configured AWS Amazon Machine Image
(AMI), which contains a set of basic software components
upon which a typical variant calling pipeline may depend.
The user supplies an install script for the variant calling
pipeline in which they intend to test. By default, the frame-
work creates one EC2 instance to execute one test case (re-
call a full execution of a variant calling pipeline can take
many hours). The job manager is responsible for the logic
behind allocating test cases to different compute instances.
In terms of load balancing, our framework utilises a round-
robin job-scheduling approach for executing test jobs. As
most tests are of a similar size, each instance is given one
job at a time to put in its job queue, from the list of avail-
able jobs. This process is repeated until there are no jobs
left to distribute. An instance is not sent a job to execute
from its jobs list until it has completed all outstanding jobs.
Data from various EC2 instances and the job manager can
be stored at the Amazon Simple Storage Service (S3). S3
enables authorised users to retrieve large amounts of data
from anywhere on the web via a URL address.

3. A CASE STUDY
As a pilot case study, we evaluated the use of our cloud-

based pipeline to test a widely used variant calling pipeline.

This pipeline consists of open source programs such as BWA
for sequence alignment, Picard Tools and SAMTools for
the manipulation of SAM/BAM files, and GATK for pre-
processing of BAM files and variant calling.

To simulate a realistic testing situation, we use a real hu-
man whole exome sequencing data set to be the input of the
source test case. The input file is ∼7.4GB in size. In fact,
the ability to use real data in test cases is a very power-
ful advantage of MT. Once the framework was installed and
configured, a test run involving execution of all the MRs (one
source and one follow-up test case per MR) was started at
the Linux command-line. The timing details for the full run
are shown in Figure 3.

The total time to complete all tests for this case study
is close to five and one half hours, compared to 35 hours if
the same set of tests were performed on a local computing
server with comparable computing power (Figure 3a). This
represents a seven-fold speed up when using our cloud-based
framework. Within the execution of the cloud-based frame-
work, the runtime is dominated by the time required to run
the variant calling pipeline once (Figure 3b).

Our initial test detected the violation of MR1. This is
not surprising given a similar MR was known to be violated
when testing the sequence aligner BWA alone [4]. The cause
of the MR violation is discussed in [4].

AWS EC2 provides a number of purchasing models for
starting instances. The two models that are relevant to
this implementation are on-demand instances, and spot in-
stances. With on-demand instances, you pay a fixed amount
per hour, and expect to receive a service that will remain
running. Spot instances enable a user to bid a price for an
instance – quite often at a price level far below that of an
on-demand instance of the same type. However, the spot
instance may be terminated if the current spot price in the
AWS market exceeds the price limit for which the instance
was originally purchased.

For EC2 instances, the on-demand price for one instance
of type c3.8xlarge in the us-west-2 region is $1.68 per hour
as of the time of writing. In comparison, the spot instance
price was less than $0.40 per hour during the testing phase.
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Figure 3: Performance of the cloud-based MT
framework. (a) Runtime comparison of MT on a lo-
cal server against cloud-based MT framework. (b)
Breakdown of runtime into different stages – initial
instance set-up, MR test and analysis of results.

In this case study, the total cost for a full run was $90 when
we used on-demand instances, and $21 when we used spot
instances – a cost reduction of about 76%.

4. DISCUSSION
The features of our cloud-based testing framework provide

advantages and advancements over other solutions for vali-
dating variant calling pipelines. Highnam et al. [5] provide a
web interface to analyse the results of a variant calling anal-
ysis, but do not provide the framework to facilitate the ini-
tial processing through the pipeline, nor do they utilise MT
or other state-of-the-art software testing techniques. Soft-
ware tools such as ART and VarSim provide a mechanism
to produce simulated data and associated ‘ground truth’
VCF files. Again, whilst useful, this solution does not pro-
vide a computational framework with which to perform and
co-ordinate testing, nor does it incorporate state-of-the-art
software testing techniques such as MT. The major limita-
tion of this approach is that it is not possible to use real
data set as input of test cases. Our group has previously
designed some MRs to test sequencing alignment programs.
This work extends several of these MRs to make them suit-
able to test the entire pipeline, and provides a cloud-based
framework to automate the testing process. In addition,
this framework is designed to handle realistic test cases us-
ing real-world computational loads.

A clear design decision was made to create this testing
solution as a downloadable framework, as opposed to a fully
cloud-based Testing-as-a-Service (TaaS) solution. One of
the main reasons for this is that a TaaS solution raises is-
sues with funding of such a solution, and how to create a
payment model to which a user would likely subscribe. This
model enables a user to have good control over the type and
quantity of resources required. After initial configuration,
the software is ready to perform its function of testing the
user’s variant calling pipeline. The testing process utilises
cloud computing resources to perform the tests, store test

data, and to store test results. The job manager co-ordinates
all interactions with the cloud resources, and also performs
comparative calculations to determine final test results.

Currently only a very small number of MRs are imple-
mented. We are developing more MRs and working on char-
acterising the failure causing inputs, and how this informa-
tion may be used to improve the quality of a genome variant
calling pipeline.

In terms of the aims of accessibility to testing, and re-
duced technical barriers, it is clear that the proof-of-concept
development in this research has met both of these goals.
The testing framework provides a self-contained testing en-
vironment that automates the process of provisioning cloud
resources and distributing and executing tests on these re-
sources. Once the user chooses the type and number of
resources, the task of configuration and copying of data is
taken care of by the framework. The timing and costing
results demonstrate a low barrier to testing with respect to
these items, with the use of cloud resources potentially re-
ducing the testing time by a factor of seven in the given
scenario as compared to a single local resource.
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