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ABSTRACT 

Congenital heart disease (CHD) is a complex disease affecting the structural 
development of the heart and major vessels. It is the leading cause of infant 
morbidity in the Western world and affects up to 1% of all live births. Genetic 
studies using existing sequencing techniques have tried to understand the causes of 
CHD, but because of its complex nature, findings are limited. Recent progress in DNA 
sequencing, called whole-genome sequencing (WGS), has allowed rapid, cost-
effective sequencing of the complete human genome. 
 
This study investigates a CHD-affected cohort recruited at the Victor Chang Cardiac 
Research Institute. It comprises 97 Australian families that had WGS performed on 
their genomes. I applied multiple computational methods to analyse this cohort to 
identify the genetic causes of CHD development.  
 
In using WGS data, the most noticeable difference to whole-exome sequencing 
(WES) is the vast number of variants that can be called. To make sense of this 
volume of data, I developed a software tool called VPOT—the Variant Prioritisation 
Ordering Tool. By prioritisation, a multitude of high-candidate variants was reduced 
to a more manageable number for family-based variant analysis. This was followed 
by an association study that used statistical strategies to provide a bias-free 
genome-wide approach to the identification of genes or pathways that might be 
associated with the development of CHD. VPOT was also used to create different 
pathogenicity and minor allele frequency datasets. 
 
WGS data incorporates the sequencing of the mitochondrial DNA. This allows for the 
investigation of CHD-related variants in mitochondrial DNA. As a preliminary stage, I 
evaluated four mitochondrial variant caller software applications to determine the 
best-in-class.   
 
Reanalysis using new and improved methodologies can often improve diagnostic 
rate. To this end, I investigated a new, deep neural network-based variant caller for 
single samples and repurposed it for family trios, so it can be used to re-analyse the 
WGS in the future. 
 
The work in this thesis not only helps identify the genetic causes of CHD but also 
expands the bioinformatics toolkit available to genetic researchers. I hope that the 
work in this thesis leads to discoveries that solve more CHD cases. 
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Chapter 1.  
Introduction  

Congenital heart disease (CHD) is a complex disease affecting the structural 

development of the heart and major vessels. It is the most common form of birth 

defect, affecting 1% of infants, and contributes to a large fraction of stillbirths [1]. The 

aetiology of CHD is still not fully understood, but genetic and environmental factors 

have been shown to play important roles, either individually or in combination. 

 

Genetic studies of any disease involve collaborative work between dry-lab scientists 

(those that work behind a desk) and wet-lab scientists (who work behind a laboratory 

bench). This is especially true since the introduction of next-generation sequencing 

(NGS) technology, in which massive amounts of data are generated for each patient. 

Combined with bioinformatics analyses, NGS has enabled fast sequencing of genes 

and exomes and, now, genomes, with application of these data to research and 

clinical practices. NGS allows large-scale investigation of rare variations due to its 

expansive coverage from the exome to the full genome. This has caused a shift in the 

study of complex diseases like CHD, as it has been suggested that rare variations with 

large effect sizes likely contribute to a significant proportion of the ‘missing 

heritability’ of complex traits and disease [2]. 

 

The use of NGS enables the detection of genetic disease causes, such as familial 

disease via inheritance and de novo mutations, without prior knowledge about 

disturbed pathways or candidate genes. It can be used for detection of mosaicism 

when high sequencing depth is available. With NGS, it may even be possible to find a 

disease-causing mutation despite incomplete phenotypic information, where a 
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pathogenic mutation could prompt broader gathering of phenotypic information on a 

patient. By elucidating the whole spectrum of variants in a given individual, NGS can 

stimulate the discovery of digenic or polygenic disease causes; the initial 

identification of a probable disease-causing mutation can be followed by additional 

analyses, as sequencing variants are already available [3]. 

 

To develop and utilise computational methods to identify the genetic causes of CHD, 

we must first understand the two main actors in this story—CHD and DNA 

sequencing. By understanding both, we may be able to devise methods that utilise 

their respective strengths to identify the genetic causes of CHD. 

 

1.1. The Heart and Congenital Heart Disease 

Congenital heart disease arises from abnormal heart development during 

embryogenesis. It is the leading cause of infant morbidity in the Western world, 

affecting up to 1% of all live births [4]. To understand CHD, we must have an 

understanding of how the heart forms normally.  

 

The heart is the first organ to form and function during embryogenesis. In the first 

stage of human cardiac morphogenesis, the development of the cardiac crescent is 

observable at day 15 (Figure 1-1). The first foetal heartbeat can be detected with the 

formation of the linear heart tube at around day 20. It then undergoes a rightward 

looping to position itself ready for chamber formation at around day 32. Active foetal 

blood circulation starts to occur during this stage. Finally, ventricular, and atrial and 

outflow tract septation occur at days 50 and 60, respectively (Figure 1-1) [4,5]. Once 

septation has occurred, the now four-chambered heart undergoes extensive valvar 

remodelling and ventricular growth until birth.  

 

The formation of this complex organ requires the contribution and regulation of 

different progenitor cells, the first heart field, second heart field, cardiac neural crest 

and proepicardium. These must all be precisely controlled so that the correct lineage 
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differentiates into cardiomyocytes, cardiac conductive cells, vascular smooth muscle 

cells and other cell types. These differentiations must occur at the correct times and 

in the correct locations (Figure 1-2) [6]. Transcription factors play a role in early heart 

formation by activating cardiac-specific genes [7]. 

 

During this period of cardiac morphogenesis, potential congenital heart defects may 

arise, from cardiac bifida (development of two hearts) in the early linear tube 

formation stage, to septal defects at the late septation stage (Figure 1-1). With an 

understanding of how each developmental stage progresses and the contributions of 

specific cells and gene interactions during this time, researchers can find potential 

genes/proteins that might contribute to the development of CHD.  
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Figure 1-1: An overview of heart development. 
Outline of the major developmental stages of the human heart during gestation. 
Important events, as well as potential congenital heart defects arising due to defects 
at each stage, are indicated (adapted from Bruneau, 2008). 
 



  

5 
 

 
Figure 1-2: Cardiac cell lineage and location during heart development. 
A) Cardiac cell lineage from progenitors to mature cardiac cell types. B) Schematic of 
human cardiac morphogenesis with locations of where progenitor cells contribute to 
mature cell types. Wnt, Wingles integrated; FGF, fibroblast growth factor; BMP, bone 
morphogenetic proteins; FHF, first heart field; SHF, second heart field; OFT, outflow 
tract; PHT, primary heart tube; PM, pharyngeal mesoderm; VP, venous pole; CNCCs, 
cardiac neural crest cells; LV, left ventricle; RV, right ventricle; PEO, proepicardial 
organ; SVC, superior vena cava; IVC, inferior vena cava; EPC, epicardium; and PA, 
pulmonary artery (figure from Tan, 2020). 
 

1.1.1. Classification of Congenital Heart Disease  

Congenital heart disease is not a single specific disease but a collection of 

abnormalities in the heart’s structure or function that arise before birth. It can affect 

most parts of the heart (Figure 1-3). The abnormalities can be classified into three 

broad categories: cyanotic heart disease, left-sided obstruction defects, and septation 

defects (Table 1-1) [5].  
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Other types of congenital defect that do not fit neatly into the three main categories 

are the bicuspid aortic valve (BAV), which is the most common type of CHD, and 

patent ductus arteriosus (PDA; Table 1-1). 

 

 
 
Figure 1-3: Congenital heart disease. 
This diagram of the adult heart illustrates the structures that are affected by 
congenital heart diseases, with the estimated incidence of each disease per 1,000 live 
births indicated in parentheses. AC, aortic coarctation; AS, aortic stenosis; ASD, atrial 
septal defect; AVSD, atrioventricular septal defect; BAV, bicuspid aortic valve; DORV, 
double outlet right ventricle; Ebstein’s, Ebstein’s anomaly of the tricuspid valve; 
HLHS, hypoplastic left heart syndrome; HRHS, hypoplastic right heart; IAA, 
interrupted aortic arch; MA, mitral atresia; MS, mitral stenosis; PDA, patent ductus 
arteriosus; PS, pulmonary artery stenosis; PTA, persistent truncus arteriosus; TA, 
tricuspid atresia; TAPVR, total anomalous pulmonary venous return; TGA, 
transposition of the great arteries; TOF, tetralogy of Fallot; VSD, ventricular septal 
defect (figure from Bruneau, 2008). 
 

Table 1-1: Categories of congenital heart disease. 
Category Types of defect 

Cyanotic heart disease Transposition of the great arteries (TGA), tetralogy Of 
Fallot (TOF), tricuspid atresia (TA), pulmonary atresia 
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(PS), Ebstein’s anomaly of the tricuspid valve, double 
outlet right ventricle (DORV), persistent truncus 
arteriosus (PTA) and total anomalous pulmonary 
venous connection 

Left-sided obstructive 
lesions 

Hypoplastic left heart syndrome (HLHS), mitral 
stenosis (MA), aortic stenosis (AS), aortic coarctation 
(AC) and interrupted aortic arch (IAA) 

Septation defects Atrial septation defects (ASDs), ventricular septal 
defects (VSDs), atrioventricular septal defects (AVSDs) 

Other Bicuspid aortic valve (BAV) and patent ductus 
arteriosus (PDA). 

 

 Cyanotic heart disease  

Cyanotic heart disease refers to heart defects that cause newborn infants to have a 

bluish skin colour. This is the result of a low blood oxygen level due to the mixing of 

oxygenated and deoxygenated blood caused by changes in the way blood flows 

through the heart and lungs. It can be caused by an absent valve, insufficient opening 

of a valve, or incorrect location/connection of blood vessels. Defects in this category 

include transposition of the great arteries (TGA), tetralogy of Fallot (TOF), tricuspid 

atresia (TA), pulmonary atresia (PS), Ebstein’s anomaly of the tricuspid valve, double 

outlet right ventricle (DORV), persistent truncus arteriosus (PTA) and total anomalous 

pulmonary venous connection (Table 1-1). The most common form of cyanotic heart 

disease is TOF, which affects 6% of this category of patient [8]. For all these defects, 

surgical correction is required. 

 Left-sided obstructive lesions 

The second main type of CHD involves left-sided obstructive lesions, which are lesions 

that impede blood flow through the left-side chambers and left ventricular outflow of 

the heart. Initially, infants with these defects appear normal at birth, but after normal 

closure of the ductus arteriosus, symptoms begin to appear. Defects in this category 

include hypoplastic left heart syndrome (HLHS), mitral stenosis (MA), aortic stenosis 

(AS), aortic coarctation (AC) and interrupted aortic arch (IAA; Table 1-1). Correction 

can be surgical or with balloon angioplasty intervention [9]. 
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 Septation defects 

The third main type of CHD involves septal defects, which represents abnormality in 

the wall (septum) between the main chambers of the heart. This encompasses atrial 

septation defects (ASDs), which affect septation of the atria (the blood-collecting 

chambers of the heart), ventricular septal defects (VSDs), involving septation of the 

ventricles (the blood-pumping chambers of the heart) and defects in the formation of 

the central structures of the heart, which may impact all four chambers and, possibly, 

the tricuspid and mitral valves (atrioventricular septal defects, AVSDs; Table 1-1)[5]. 

Septal defects are the most common category of CHD, accounting for nearly 50% of 

cases [4]. Surgical treatment is required for AVSDs and for some ASDs and VSDs 

depending on the size of the hole. When surgery is not required, affected individuals 

are placed under medical monitoring. 

1.1.2. Genetics of Congenital Heart Disease 

A generally accepted model of CHD genetics is a multi-factorial model that considers 

interactions between the genetic and environmental factors (with certain thresholds) 

that can cause the development of CHD [10]. In recent times, great progress has been 

made in determining the aetiology of CHD. Numerous studies have provided evidence 

for genes that, when disrupted, lead to the development of CHD. A list of 132 genes 

has been compiled for the Victor Chang Cardiac Research Institute’s CHDgene website 

(http://chdgene.victorchang.edu.au/). In these genes, chromosomal abnormalities or 

single-nucleotide variant (SNV) disruptions will lead to the development of either 

syndromic or non-syndromic CHD [11]. Around 20% of CHD cases can be attributed to 

these genes and/or environmental factors such as teratogens [12]. 

 

Many genetic causes have been found for CHD, from chromosomal abnormalities like 

copy number variation (CNV) 22q11 deletions in DiGeorge syndrome [13], to single-

gene mutations in cardiac transcription factors, like TBX5 and NKX2-5, which regulate 

specific events in heart development [14,15]. Mutations have been identified in 

signalling genes, which affect the production or efficacy of signalling proteins. This, in 

http://chdgene.victorchang.edu.au/
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turn, impacts downstream pathways, such as the Notch signalling pathway, where 

NOTCH1 has been attributed to causing CHD [16].  

 

As more genes are implicated in CHD, we can see that CHD is a genetically 

heterogenous disorder, as some types of CHD development can be linked to multiple 

genes, and genes themselves can cause multiple types of CHD (Figure 1-4). Disease 

penetrance has also been found to be variable or incomplete in individuals from 

families bearing an attributed disease-causal genetic mutation but without any 

clinical CHD phenotype [17]. This penetrance variability highlights the difficulty in 

determining genetic causes of CHD.  

 

Understanding the genetics of CHD will allow us to find its genetic cause. This can, in 

turn, inform us about the possible involvement of other organ systems and provide 

prognostic information for the affected patients. Within a family, it can highlight 

genetic reproductive risks for parents and may provide information about whether 

genetic testing of other family members is appropriate [18].  
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Figure 1-4: Heterogeneity of congenital heart disease. 
Forms of CHD with associated mutated genes. Genes for which mutations result in 
discrete CHDs are indicated in black; genes that are mutated in CHDs that are part of 
a wider syndrome (also involving defects that are not associated with CHD) are 
indicated in blue (figure from Bruneau, 2008). 
 

 Syndromic Congenital Heart Disease  

Cardiac malformation is one of the most common phenotypes in congenital 

syndromes. CHD often occurs with other congenital anomalies, including abnormal 

facial features, limb anomalies, other organ malformations, developmental 

abnormalities, or growth abnormalities. Syndromic CHD development can be due to 

micro- and macro-deletions of chromosomal regions, chromosome dosage expression 

imbalance or single-gene mutations. The appearance of syndromic CHD can be 

sporadic and without a family history, or familial—afflicting many family members. 
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The first recognised genetic cause of CHD was chromosomal aneuploidy in Down 

syndrome and Turner syndrome patients (Table 1-2). Early observations of the CHD 

phenotype were not of a change in genomic content due to aneuploidy, but altered 

expression dosages of specific genes [19]. This led to the investigation of CNVs, where 

large deletions or amplifications of DNA regions can also alter the expression dosage 

of genes. A number of CNVs have been attributed to the development of syndromic 

CHD, with causal genes within CNV regions identified for some (Table 1-2).  

 

Identification of single-gene mutations that cause CHD initially came from familial 

linkage analysis. Then, positional cloning was used to find pathogenic mutations. A 

mutation usually perturbs heart development via the mechanism of 

haploinsufficiency, where the dosage of the required encoded protein is reduced. 

This can occur via gene inactivation, encoding of non-functional proteins or alteration 

of gene expression by regulatory dysfunction. Variations in the dosage of genes in 

developmental pathways during embryogenesis, and not just cardiac morphogenesis, 

can cause syndromic CHD. The syndromic single genes usually interact with highly 

conserved pathways that are involved in cell-fate decisions during development, like 

JAG1 or NOTCH2 for Alagille syndrome. These interact with the Notch signalling 

pathway, which is involved in lineage specification and cell-fate decisions (Table 1-2). 
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Table 1-2: Syndromes with CHD malformation. 
Syndrome Defect Most Common CHD % with CHD 
Aneuploidy syndromes 
Down Chr21 AVC 40% to 50% 
Turner ChrX CoA, BAV, dilation of 

ascending aorta, HLH, PAPVD 
without ASD 

20% to 50% 

Patau Chr13 ASD, VSD, PDA, polyvalvular 
disease 

80% to 100% 

Edwards Chr18 ASD, VSD, PDA, polyvalvular 
disease 

80% to 100% 

    

Abnormal chromosomal structural syndromes 
22q11 Deletion TBX1 TOF, IAA type B, TA, VSD, 

aortic arch abnormalies 
80% to 100% 

Williams-Beuren ELN SVAS, PAS, multiple arterial 
stenoses, AV and MV defects 

80% to 100% 

Cri-Du-Chat CTNND2 VSD, PDA, ASD, TOF 10% to 55% 
Cat Eye 22q11 TAPVR, TOF >50% 
Jacobsen JAM-3 HLH, LVOT defects >50% 
1p36 Deletion DVL1 PDA, noncompaction 

cardiomyopathy 
43% to 70% 

    

Single gene mutation syndromes 
Alagille JAG1, NOTCH2 Peripheral pulmonary 

hypopiasia, PS, TOF 
>90% 

Noonan PTPN11, KRAS, SOS1, 
RAF1, BRAF, MEK1, HRAS, 

NRAS, SHOC2, CBL, NF1 

PS, ASD, VSD, PDA 80% 

Holt-Oram TBX5 ASD, VSD, PDA 85% 
Char TFAP2B PDA 100% 
Ellis-van Creveid EVC, EVC2 ASD/ single atrium 60% 
Costello HRAS PS, other structural heart 

disease, hypertrophy, rhythm 
disturbances 

63% 

Cardiofaciocutaneous KRAS, BRAF, MAP2K1, 
MAP2K2 

PS, ASD, HCM 71% 

CHARGE CHD7, SEMA3E TOF, ASD, VSD 85% 
Duane-radial ray 
syndrome DDRS 
(Okihiro syndrome) 

SALL4 VSD, PFO, TOF … 
 

Kabuki syndrome MLL2 VSD, ASD, TOF, SV, CoA, PDA, 
TGA, RBBB 

31% to 55% 

    

 
Note: Percentages refers to the likelihood of a CHD phenotype appearing in a patient with the 
syndrome (adapted from Fahed, 2013). 
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 Non-syndromic or isolated Congenital Heart Disease  

As opposed to syndromic CHD, these are cases where CHD occurs in isolation without 

any other congenital anomalies. Isolated CHD is the most prevalent form of CHD. Like 

syndromic CHD, the appearance of non-syndromic CHD can be sporadic (without 

family history) or familial (afflicting many family members).  

 

Single-gene mutations have been identified for isolated CHD using the same 

strategies as syndromic CHD: familial linkage analysis and then positional cloning. The 

most common group to be implicated comprises the transcription factor genes, such 

as GATA4, TBX5, and NKX2-5 (Table 1-3) [1]. The family groups for these cardiac 

transcription factors, GATA (GATA4, GATA5, and GATA6), Homeobox (NKX2-5 and 

NKX2-6) and T-box (TBX1, TBX5, and TBX20) all regulate downstream gene expression 

in the developing heart. Other groups of genes known to cause isolated CHD are the 

signalling pathway genes, such as those of the NODAL and Notch signalling pathways, 

and structural proteins.  

 

Various studies have reported CNVs as causes of isolated CHD, including isolated 

tetralogy of Fallot (10%) and left-sided CHD (10%). Such cases were found to have 

been caused by rare or de novo CNVs. Rare CNVs have been estimated to cause 

around 5–10% of isolated CHD (Table 1-4) [19-21]. 

 

The heterogeneous nature of CHD is evident when we compare genes that can cause 

isolated CHD (Table 1-3) against syndromic single-gene-mutation genes (Table 1-2). 

We find JAG1 and TBX5 in both tables. This may point to the incomplete penetrance 

observed in CHD gene mutations, where varying gene expression dosage caused by 

different mutations in the same gene can lead to different CHD phenotypes [22].   
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Table 1-3: Genes that cause non-syndromic or isolated CHD 
Gene Protein Phenotypes 
Transcripton factors and cofactors 
ANKRD1 Ankyrin repeat domain TAPVR 
CITED2 c-AMP responsive element-binding 

protein 
ASD, VSD 

FOG2/ZFPM2 Friend of GATA TOF, DORV 
GATA4 GATA4 transcription factor ASD, PS, VSD, TOF, AVSD, PAPVR 
GATA6 GATA6 transcription factor ASD, TOF, PS, AVSD, ODA, OFT defects, VSD 
HAND2 Helix-loop-helix transcription factor TOF 
IRX4 Iroquois homeobox 4 VSD 
MED13L Mediator complex subunit 13-like TGA 
NKX2-5/NKX2.5 Homeobox containing transcription 

factor 
ASD, VSD, TOF, HLH, CoA, TGA, DORV, IAA, OFT 
defects 

NKX2-6 Homeobox containing transcription 
factor 

PTA 

TBX1 T-Box 1 transcription factor TOF, (22q11 deletion syndromes) 
TBX5 T-Box 5 transcription factor AVSD, ASD, VSD, (Holt Oram syndrome) 
TBX20 T-Box 20 transcription factor ASD, MS, VSD 
TFAP2B Transcription factor AP-20 beta ASD, MS, VSD 
ZIC3 Zinc finger transcription factor TGA, PS, DORV, TAPVR, ASD, HLH, VSD, 

Dextrocardia, L-R axis defects 
Receptors, ligands and signalling 
ACVR1/ALK2 BMP receptor AVSD 
ACVR2B Activin receptor PS, DORV, TGA, dextrocardiac 
ALDH1A2 Retinaldehyde dehydrogenase TOF 
CFC1/CRYPTIC Cryptic protein TOF, TGA, AVSD, ASD, VSD, IAA, DORV 
CRELD1 Epidermal growth factor-related 

proteins 
ASD, AVSD 

FOXH1 Forkhead activin signal transducer TOF, TGA 
GDF1 Growth differentiation factor-1 Heterotaxy, TOF, TGA, DORV 
GJA1 Connexin 43 ASD, HLH, TAPVR, (Oculodentodigital dysplasis) 
JAG1 Jagged-1 ligand PAS, TOF, (Alagille syndrome) 
LEFTY2 Left-right determination factor TGA, AVSD, IAA, CoA, L-R axis defects, IVC 

defects 
NODAL Nodal homolog (TGF-beta 

superfamily) 
TGA, PA, TOF, DORV, dextrocardia, IVC defect, 
TAPVR, AVSD 

NOTCH1 NOTCH1 (Ligand of JAG1) BAV, AS, CoA, HLH 
PDGFRA Platelet-derived growth factor 

receptor alpha 
TAPVR 

SMAD6 MAD-related protein BAV, CoA, AS 
TAB2 TGF-beta activated kinase OFT defects 
TDGF1 Teratocarcinoma-derived growth 

factor 1 
TOF, VSD 

VEGF Vascular endothelial growth factor CoA, OFT defects 
Structural Proteins 
ACTC Alpha cardiac actin ASD 
ELN Elastin SVAS, PAS, PS, AS, (Williams-Beuren syndrome) 
MYH11 Myosin heavy chain 11 PDA, Aortic Aneurysm 
MYH6 Alpha myosin heavy chain ASD, TA, AS, PFO, TGA 
MYH7 Beta myosin heavy chain Ebstein anomaly, ASD, NVM 

Note: Adapted from Fahed (2013) 
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Table 1-4: Copy number variations associated with non-syndromic or isolated CHD. 
Locus Size 

Range 
(Kbp) 

CNV No of 
Genes 

Genes Phenotypes 

    
1q21.1 418-3,981 Gain, 

Loss 
3-45 PRKAB2, FM05, CHD1L, 

BCL9, ACP6, GJA5, 
CD160, PDZK1, NBPF11, 
FMO5, GJB8 

TOF, AS, CoA, PA, 
VSD 

3p25.1 175-12,380 Gain 2 RAFJ, TMEM40 TOF 
3q22.1-3q26.1 680-32,134 Gain, 

Loss 
0-300 FOXL2, NPHP3, 

FAM62C, CEP70, FAIM, 
PIK3CB, BPESC1 

DORV, TAPVR, 
AVSD 

4q22.1 45 Gain 1 PPM1K TOF 
5q14.1-5q.14.3 4,937-

5,454 
Gain 41103 EDIL3, VCAN, SSBP2, 

TMEM167A 
TOF 

5q35.3 264-1,777 Gain 19-38 CNOT6, GFPT2, FLT4, 
ZNF879, ZNF345C, 
ADAMTS2, NSD1 

TOF 

7q11.23 33-348 Gain 5-8 FKBP6 HLH, Ebstein’s 
8p23.1 67-12,000 Gain, 

Loss 
4 GATA4, NEIL2, FDFT1, 

CSTB, SOX7 
AVSD, VSD, TOF, 
ASD, BAV 

9q34.3 190-263 Loss 2-9 NOTCH1, EHMT1 TOF, CoA, HLH 
11p15.5 256-271 Gain 13 HRAS DILV, AS 
13q14.11 555-1,430 Gain 7 TNFSF11 TOF, TAPVR, VSD, 

BAV 
15q11.2 238-2,285 Loss 4 TUBGCP5, CYFIP1, 

NIPA2, NIPA1 
CoA, ASD, VSD, 
TAPVD, complex 
left-sided 
malformations 

16p13.11 1,414-
2,903 

Gain 11-14 MYH11 HLH 

18q11.1-18q11.2 308-6,118 Gain 1-28 GATA6 VSD 
19p13.3 52-805 Gain, 

Loss 
1-34 MIER2, CNN2, FSTL3, 

PTBP1, WDR18, GNA11, 
S1PR4 

TOF 

Xp22.2 509-615 Gain 2-4 MID1 TOF, AVSD 

Note: Adapted from Fahed (2013) 

1.2. DNA Sequencing Technologies  

The human genome comprises approximately 3 billion DNA building blocks 

(nucleotides) made up of four chemical bases: adenine (A), guanine (G), cytosine (C) 

and thymine (T). This genetic string is what many people call the ‘blueprint of life’. 

More than 99% of these bases appear in the same position on the genome in all 

people, but the 1% that is different makes for individuality. Unfortunately, 

sometimes, these individual traits can create genetic disorders.  
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DNA sequencing determines the order of DNA nucleotides in an individual's genetic 

code. The ability to sequence a person’s DNA, whether in part or full, has advanced 

the study of genetics. It is a technique that is often used as part of research into 

genetic disorders, but now also as a clinical tool for diagnosis and even for treatment 

recommendations [23]. 

1.2.1. First-generation DNA Sequencing  
 

Early forms of DNA sequencing created fragments of DNA which were then separated 

according to molecular weight using gel electrophoresis. The DNA bands were then 

visualised with autoradiography using X-ray film. Compiling these fragments, which 

had their terminating bases identified, by increasing molecular weight allows the DNA 

sequence of a region of interest to be determined (Figure 1-5). The difference 

between early and current methods was in the techniques used to create the DNA 

fragments and identify their terminating nucleotides. 

 

One method was the Maxam and Gilbert method, also known as the chemical 

method, which uses four chemical treatments to generate breaks at one or two of the 

four nucleotides (G, A+G, C, C+T) in a DNA sequence [24]. These breaks create 

fragments with known nucleotide base terminations. The fragments in the four 

reactions are arranged side-by-side in gel electrophoresis for size separation. To 

visualize the fragments, the gel is exposed on X-ray film for autoradiography, yielding 

a series of dark bands, each corresponding to a radiolabelled DNA fragment, from 

which the sequence may be inferred (Figure 1-5). With this method, purified DNA can 

be used directly, but it requires extensive use of hazardous chemicals.  

 

Another method is Sanger sequencing, which creates fragments of DNA using a 

polymerisation system. Initially, the method created varying fragments of DNA 

sequences that would end in a specific nucleotide by using a nucleotide-exclusion or -

inclusion method called the ‘plus and minus’ system. ‘Plus and minus’ refers to the 

number of nucleotides included in the polymerase incubation step, with plus having 
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one nucleotide and the minus having the other three nucleotides. This requires a 

‘plus and minus’ set for each of the four nucleotides. With this method, the first 

complete genome was sequenced: 5,386 bases of single-stranded circular DNA from 

the phi X 174 bacteriophage [25]. Yet, even with this achievement it was not as widely 

adopted as the Maxam-Gilbert method. The breakthrough for the Sanger method was 

the development of the ‘chain-termination’ or dideoxy technique, which makes use of 

dideoxynucleotides (ddNTPs), chemical analogues of the deoxyribonucleotides 

(dNTPs) that are the monomers of DNA strands. The ddNTPs lack the 3′ hydroxyl 

group that is required for extension of DNA chains and, therefore, cannot form bonds 

with the 5′ phosphate of the next dNTP, thus terminating the DNA sequence. Mixing a 

small proportion of radiolabelled ddNTPs with normal dNTPs meant that DNA strands 

of each possible length could be produced based on random incorporation of 

polymerase-halting ddNTPs (Figure 1-5) [26]. The accuracy and ease-of-use of the 

new ‘chain-termination’ Sanger method led to it becoming the most-used DNA 

sequencing method. 

 

The Sanger method was further refined by using fluorescent-labelled ddNTPs and 

capillary-based electrophoresis-replacing gel. These refinements allow for more 

automated processing and became the foundation for first-generation sequencing 

(FGS) commercial DNA sequencing machines [27]. Sanger sequencing is still in use 

today when sequencing of small fragments of DNA is required. It is considered by 

many to be the gold standard in DNA sequencing accuracy. 
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Figure 1-5: First-generation DNA sequencing technologies. 
a) DNA sample to be sequenced. b) Sanger sequencing of variable lengths. c) Maxam-
Gilbert sequencing with initial labelling with radioactive P32 (shown here by ℗) and 
fragments based on chemical treatments. d) Fragments visualised via electrophoresis 
on a high-resolution polyacrylamide gel. The DNA sequence is inferred from the 
smallest fragment at the bottom of the gel up. With Sanger (left), the sequence is 
inferred by finding the lane in which the band is present for a given site, as it 
corresponds to the base at that position. Maxam-Gilbert (right) has a small additional 
logical step: Ts and As can be directly inferred from a band in the pyrimidine or purine 
lanes, respectively, while G and C are indicated by the presence of dual bands in the G 
and A+G lanes, or C and C+T lanes, respectively (figure from Heather and Chain, 
2016). 
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1.2.2. Next-generation DNA Sequencing 
 

After being the dominant technique for almost three decades since 1977, the Sanger 

sequencing method gained new challengers [28]. These newer methods are referred 

to as next-generation sequencing (NGS) technologies, or high-throughput sequencing, 

which sequences millions of small fragments of DNA in parallel. This allows for great 

spans of the human genome to be sequenced in much shorter times than before, and 

cheaply. 

 

The technology that marked the start of the NGS era was pyrosequencing. This 

method utilises luminescence to measure pyrophosphate synthesis from dNTP 

addition to the DNA strand. The pyrophosphate is converted to ATP, which then 

reacts with firefly luciferase to produce visible light (Figure 1-6) [29]. The amount of 

light produced can be estimated by a suitable light-sensitive device. This technique 

has benefits over first-generation sequencing methods, as no modified dNTPs are 

required and observations can be made in real time, instead of using post-sequencing 

electrophoresis. Refinements to this method include the attachment of DNA to 

paramagnetic beads and enzymatic removal of unincorporated dNTPs [27]. 

 

The pyrosequencing technique drove a true breakthrough in NGS, which was the 

mass parallelisation of sequencing reactions. 454 Life Science (Roche) created a 

protocol that uses libraries of bead-bonded DNA template molecules and washes 

them over a plate with over a million wells that are only large enough for one bead. 

Then, using pyrosequencing, reaction enzymes and dNTPs are washed over the plate 

and light production is measured by a charge-couple device (CCD) sensor (Figure 1-7) 

[30]. The advantage of NGS parallelisation was quickly demonstrated when 

researchers sequenced the genome of DNA structural pioneer James Watson in only 

two months at a cost of less than $1 million USD, one-hundredth of the cost of a 

similar effort using Sanger sequencing, which took many years [31]. 
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Figure 1-6: Real-time pyrophosphate sequencing method. 
Nucleotides (dXTP) are added to a template sequence (DNA)n with the release of 
pyrophosphate (PPi), which is equal in molarity to that of the incorporated dXTP, a 
value that differs between the four types of nucleotides. The released PPi is 
converted to ATP and the concentration of ATP is then sensed by firefly luciferase, 
which produces visible light (figure from Ronaghi et al.,1998). 
 

Advancements continued with changes in the method of presenting the template 

DNA for sequencing, such as Solexa’s (later Illumina) use of a flowcell containing 

bounded oligonucleotides to bind to adapter-bracketed DNA molecules. This 

approach is also known as bridge amplification, where the DNA template is a bridge 

over two bounded oligonucleotides during amplification, ending with clusters of DNA 

templates (Figure 1-7). Solexa/Illumina also introduced the use of fluorescent 

‘reversible-terminator’ dNTPs, which contain a fluorophore that can be excited with 

appropriate lasers. The emitted fluorescence is captured by a CCD sensor, with the 

fluorescence representative of the four different nucleotides. After capture, the 

fluorescent moieties are removed and the next fluorescent ‘reversible-terminator’ 

dNTPs are synthesised. This technique is known as ‘sequencing by synthesis 

chemistry’. Solexa/Illumina processed the flowcell twice and altered the final binding 

oligos when forming the template clusters to allow for reads from both ends, or 

paired reads, of the DNA template.  
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Figure 1-7: 454/Roche and Solexa/Illumina NGS platforms. 
a) 454’s (Roche) bead-based method with emulsion polymerase chain reaction 
(emPCR). b) Solexa’s (Illumina) flowcell-bounded oligos ‘bridge amplification’ method. 
c) 454’s (Roche) well-based plate system. d) Solexa’s  (Illumina) flowcell system with 
clusters of amplicons.  Both systems interpret base calls via a CCD sensor measuring 
light/fluorescence (adapted from Heather and Chain, 2016). 
 

Other NGS methods were also developed with variations, such as the sequencing by 

oligonucleotide ligation and detection (SOLiD) system. While it uses the same 

polymerase chain reaction (PCR) amplification of the other systems, the method for 

actual sequence determination is very different. Using two-based probes, which cover 

all combinations of the four nucleotides (16 probes in total), multiple cycles of probe 

ligation are applied against the DNA template. Additionally, each DNA template 

undergoes five sets of sequencing as the method uses five different adaptor primers 

(Figure 1-8) [32]. The different primers, with an offset of one base with respect to 
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each other, allow for double coverage of each individual base in the template 

sequence. The combination of the two-base probes with double coverage over each 

individual base allows for greater accuracy.  

 

The light/fluorescence base detection method was also challenged by Ion Torrent, 

which released a system that detects nucleotide sequences electronically through 

changes in the pH of the surrounding solution in proportion to the number of 

incorporated nucleotides [33]. Like with other systems, cycles of dNTPs were washed 

over the template. Any dNTP incorporation reaction would release hydrogen ions 

corresponding to the number of dNTPs incorporated into the template. The 

subsequent change in the pH of the surrounding solution is detected by an ion-

sensitive field-effect transistor (ISFET; Figure 1-9). By compiling the type of dNTP 

incorporated, as well as the size of the pH change during a sequencing run, it allows 

the system to determine the final DNA sequence.  

 

The latest development in NGS is the use of single-molecule sequencing (SMS). This 

‘third-generation sequencing’ (TGS) approach differs from the ‘second-generation 

sequencing’ (SGS) approaches mentioned earlier by directly sequencing single DNA 

molecules with no amplification of the DNA template by PCR. The PCR amplification 

step introduced problems such as bias in the distribution of templates, sequence 

errors in amplification, dephasing, or synchronisation problems. By removing the 

amplification step, it was possible to reduce the number of errors in the sequencing 

data [34]. In combination with SMS, TGS methods also provide real-time sequencing 

with no pause after base incorporation for washes, and long reads [35]. There are two 

leading TGS methods—Pacific Biosciences’ (PacBio) single-molecule real-time (SMRT) 

sequencing platform and the Oxford Nanopore sequencing system.  

 

PacBio’s SMRT system is similar in principle to some of the SGS methods. Wells hold 

template DNA, in this case a single template, and fluorescently-labelled dNTPs are 

added to the wells for incorporation by polymerase. The dNTPs used by SMRT differ 

from the ones used in SGS methods as the fluorophore label is attached to the 
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phosphate group rather than the base. During the dNTP incorporation reaction, the 

attached fluorophore lights up and is detected by CCD sensors (Figure 1-10). As the 

reaction completes, the phosphate group is cleaved, taking the fluorophore label with 

it. The polymerase is now ready for the next dNTP. In this system, all four types of 

dNTPs are provided simultaneously so there is no pause in the system, which 

increases the sequencing speed.  

 

The Oxford Nanopore sequencing system takes a totally different approach to 

previous DNA sequencing techniques. The method is based on the concept that the 

conductivity of ion currents in a nanopore changes when a strand of nucleic acid 

passes through it. The change depends on the shape of the molecule passing through 

the pore. As the four nucleotides have different shapes, they thus possess unique 

ionic current changes, which can be inferred by monitoring the current at each 

nanopore (Figure 1-10) [28]. By interpreting these current changes, the DNA 

sequence can be determined. As a strand of DNA is passed through the nanopore, the 

length of read generated by the system is only limited by the length of the DNA 

strand passed in. 
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Figure 1-8: SOLiD NGS platform. 
Use of two-base fluorescent probes with multiple cycles of ligation onto a DNA 
template (adapted from Mardis, 2008). 
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Figure 1-9: Ion Torrent Sequence detection. 
The incorporation reaction of dNTPs to a DNA template releases hydrogen ions, 
which changes the pH. This change is detected and interpreted as base calls. The 
signal strength reflects the number of dNTPs incorporated (figure from Rothberg et 
al., 2011). 
 

 

 

 
 
Figure 1-10: Third-generation sequencing. 
a) PacBio SMRT system, using a single DNA molecule fragment with DNA polymerase 
and detection by fluorescent dNTPs. B) Oxford Nanopore system utilising changes in 
the conductivity of the ion current as different-shaped nucleotides pass through the 
nanopore to detect the DNA sequence (figure from Heather and Chain, 2016). 
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1.3. Application of Next-Generation Sequencing 

First-generation DNA sequencing has provided researchers with greater ability to 

interrogate the genetic question of disease. However, with the arrival of NGS, the 

floodgates opened to the possibility of asking bigger genetic questions and getting 

faster answers.  Advancements in technology are always good, but it is their 

application and impact that are most important. First-generation Sanger sequencing 

has been mostly restricted to variant discovery in nucleotide substitution and small 

insertions and deletions of nucleotides. For other mutation types, dedicated assays 

are additionally required, such as fluorescence in situ hybridisation (FISH) for 

conventional karyotyping, or comparative genomic hybridisation (CGH) microarrays 

to detect sub-microscopic chromosomal copy number changes, such as 

microdeletions [36]. However, with NGS methods, the expansion in the amount of 

data returned due to mass parallelisation meant that mutation types that required 

dedicated assays with Sanger sequencing can now be derived directly from NGS 

sequencing data alone [36]. Other benefits of NGS include reductions in sequencing 

time and cost for a given amount of generated data. 

 

In combination with the completion of the sequencing of the human genome, NGS 

brought about a range of applications for DNA sequencing that were previously 

impossible or unviable with Sanger sequencing, at least in terms of time and cost. 

These included transcriptome sequencing to sequence RNA transcripts, target-region 

or candidate-gene panels, rapid identification of cell-free DNA for clinical diagnosis, 

bisulfate sequencing for epigenetic traits, and the application most associated with 

early NGS—whole-exome sequencing (WES) [37].  

 

As the name implies, WES can sequence protein-coding regions or the human 

genome exome in one sequencing run. The ability to sequence this 2% of the human 

genome is a big step forward, as it provides unbiased data for interrogation. WES 

allows the simultaneous screening of the entire DNA coding of an individual and, 

when multiple genes are to be investigated, it is a time-saving and extremely cost-
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effective option compared to Sanger sequencing. WES sequence data provides good 

depth of coverage, which can be used to reliably detect SNVs and insertions-deletions 

(indels). 

 

While WES offers much to researchers, it still has limitations. One has been how best 

to define the set of targets that constitute the exome. There is still uncertainty about 

which sequences of the human genome are truly protein-coding. This variation in the 

definition of the exome has meant that DNA capture probes from WES kits can differ 

between vendors, causing variation in the regions that are sequenced. The efficiency 

of capture probes also varies considerably and some sequences fail to be targeted by 

the capture probe design altogether. There are also areas of sequencing difficulty that 

can cause regions of low coverage [38]. For the detection of CNVs, WES is not reliable, 

as almost all CNVs extend beyond the exome target region [39]. WES data does not 

allow for the detection of large deletion or insertion variants. Moreover, the focus on 

exons can be a limitation for complex diseases like CHD, where noncoding genetic 

variations are believed to play an important role in disease causation [40]. 

 

Recent NGS advancements have allowed for cost-effective rapid sequencing of the 

complete human genome in an approach called whole-genome sequencing (WGS), 

which might overcome some of the limitations of WES.  

1.3.1. Whole-Genome Sequencing  
 

Whole-genome sequencing has the ability to sequence the complete 3 billion 

nucleotides of the human genome. It existed in parallel with WES but was 

prohibitively expensive [41]. As NGS technologies matured, the cost of WGS 

decreased, gradually making it a viable choice for research. However, in 2016, Veritas 

launched the $1000 USD genome for WGS, which finally making it a cost-effective 

alternative to WES [42].  
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WGS expand on the DNA sequences capture by WES to cover most of the human 

genome. This overcomes WES’s limitation of uncertainty in the definition of the 

exome. With its sequencing of the additional 98% of the genome, WGS provides 

better variant calling for CNV and splicing variants, which can extend beyond the 

exome boundaries. WGS enables the examination of the non-coding regions of the 

genome for variants, an area where mutations have been associated with a wide 

range of diseases such as cancer and various congenital anomalies [43].  

 

Apart from the difference in the area of capture between WES and WGS, WGS also 

has better quality of the data captured, better coverage across DNA sequences and 

higher coverage depth. When repeat runs of WES and WGS data were compared 

using the same bioinformatics applications, the proportion of false-positive SNVs 

(where a variant incorrectly indicates a non-reference base instead of an actual 

reference base) was lower for WGS than WES [39]. False-positive variants increase 

the time taken to investigate a gene mutation/variant that does not exist, which 

wastes resources. 

1.3.2. Bioinformatic analysis of Next-Generation Sequencing 

data 
 

The output of NGS DNA sequencing methods has grown many times greater than that 

obtainable from the FGS Sanger method. With the mass parallelisation of sequencing 

from multiple templates, there are now millions of sequencing reads generated from 

each machine run. Previously, it was the ability of the sequencing methods that 

limited the exploration of DNA sequences. Now, the major rate-limiting step in NGS 

technology is in effectively analysing, interpreting, and storing the vast volumes of 

data generated.  
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 NGS File Formats 

There are several commonly used file formats in NGS bioinformatic processing, which 

will be referred to many times in this thesis. Below is a description of each file format.  

 

1: FASTQ files 

 

FASTQ is a text format file where reads are represented by the DNA sequence 

detected and its quality (Figure 1-11) [44]. Each sequence read is described by four 

line types. The first is a title line, denoted by ‘@’, which holds the record identifier. 

The sequence read is located next and can be multiple lines. The end of the sequence 

read lines is registered when the third line type, the ‘+’ line, appears. This is then 

followed by a quality line(s), containing a quality score associated with each 

nucleotide in the sequence line(s). 

 

 
 
Figure 1-11: FASTQ format. 
Example of a FASTQ-formatted sequence read with line descriptions. Quality 
characters are also shown, with order of quality values (adapted from Cock et al., 
2010). 
 

2: Sequence Alignment Map (SAM) / Binary Alignment Map (BAM) files 

 

Sequence alignment map (SAM) files are tab-delimited text files that store read 

alignments against the reference genome sequence. A file contains information on 
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both the raw read data and the alignment of that read to a known reference 

sequence. The SAM file consists of a header section and an alignment (sequence 

read) section [45].  

 

The header section of the SAM file contains information regarding the format version 

(@HD), reference sequence details (@SQ) such as name and length, read group 

details (@RG), program details (@PG) and free format text comments (@CO;Figure 

1-12). 

 

 
 

Figure 1-12: SAM file format 
Example of a SAM header and alignment section (adapted from NCBI file format guide 
- https://www.ncbi.nlm.nih.gov/sra/docs/submitformats/#bam-files). 
 

The alignment section of a SAM file contains information regarding the sequence 

reads and their alignment (Figure 1-12). There are 11 fixed-position mandatory fields, 

which provide details such as mapping position, mapping quality, segment sequence 

and Phred-scale-based quality score. Then, optional fields can follow (such as RG) 

(Table 1-5).  

 

https://www.ncbi.nlm.nih.gov/sra/docs/submitformats/#bam-files
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Table 1-5 : SAM alignment section mandatory fields 

 
 

More detail on the various SAM file fields can be found in the Sequence 

Alignment/Map Format Specification document at https://github.com/samtools/hts-

specs. 

 

A binary alignment map (BAM) file is a compressed version of a SAM file, created to 

save storage space and improve performance with application tools. It is compressed 

in the BGZF format utilising the ‘bgzip’ tool. 

 

3: Variant Calling Format (VCF) / genomic Variant Calling Format (gVCF) 

files 

 

A variant calling format (VCF) file is a text format file that consists of two parts: a 

header section and a variant detail section (Figure 1-13). The header section contains 

meta-data information lines regarding fields in the variant detail lines, as well as a 

header line containing the sample identification codes in the VCF. The variant detail 

section contains a data line for each position in the genome where a sample (or 

samples) within the genotyping batch carries an alternate allele. It details the 

genotype value (reference or alternate) and other details like number of reads, 

number of alternate reads, for all the samples [46]. 

 

The Genomic Variant Calling Format (gVCF) file is a genomic version of the VCF. Like a 

VCF, it consists of two sections: a header and variant details (Figure 1-14). The main 

difference compared to VCF is that it contains a variant line for all genomic positions, 

https://github.com/samtools/hts-specs
https://github.com/samtools/hts-specs
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including reference positions where there are no alternate alleles present.  A 

reference variant detail line contains the starting position and end position of the 

non-variant block. 

 

 
 

Figure 1-13: Variant calling format  
Example of a valid VCF. Each line describes variants present on the sampled 
population (adapted from Danecek et al., 2011). 
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Figure 1-14: Genomic variant calling format (gVCF) 
Example of a gVCF file. For a reference variant, the END tag denotes the position at 
which the reference blocks end. 
 

 Stages of NGS data analysis of disease genetics 

There are four general stages in NGS data analysis of disease genetics (Figure 1-15). 

Firstly, sequencing reads are created from the raw detection signal of the sequencers 

into nucleotide base calls. These are generated by the NGS platforms and are usually 

in the form of FASTQ files. This is followed by read alignment to a human reference 

genome and a variant detection stage. The third stage involves annotation and data 

integration to the variant. The final stage is variant analysis, which includes family-

based analysis and case-control association studies, to identify potential disease-

causing variants. 
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Figure 1-15: General genetic disease bioinformatic analysis pipeline for NGS 
sequencing data. 
The general approach to taking DNA sequencing output and converting it to usable 
analysis-ready data. A) Raw data from NGS sequencing. B) Sequencing alignment and 
variant detection. C) Annotation and translation of variants to a higher informatic 
level. D) End-user variant analysis for disease-causing variants. 
 

Stage 1: Generation of sequencing reads 

 

With the first stage, the creation of the sequencing reads is dependent on the NGS 

platform used. Each platform applies a level of quality checking to the raw sequencing 

data to filter out bad reads caused by technical errors like poor library preparation or 

base detection errors associated with their method. There is usually no option for the 

user to modify these results. It is only from stage two onwards, after receiving the 

FASTQ files, that bioinformaticians can work to produce the best quality data for the 

end-user researchers.  
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Stage 2: Alignment and variant detection 

 

In stage two, bioinformaticians can apply further quality control checks with tools like 

FASTQC to determine if the sequencing data is fit for use [47]. If the sequencing data 

passes quality control, then reads are aligned against a reference genome 

corresponding to the sequenced sample, usually from the Genome Reference 

Consortium. For humans, this is generally a version of the Genome Reference 

Consortium Human Reference sequence. The selection of a version to use for 

alignment is important as it dictates the annotation databases that can be used later. 

The same reference must be used or there will be misalignment in calls. Alignment 

tools like the Burrows-Wheeler Aligner (BWA) take the reads and create a whole-

genome binary alignment map (BAM) file [48]. Duplicate reads are identified and 

marked in the BAM file to prevent double-dipping using tools like Picard tool’s 

MarkDuplicates function [49].   

 

The pipeline is now ready for the main task in step two: the variant calling process. 

Here, the sequencing reads from the BAM file are compared against their aligned 

reference positions to determine if there are any nucleotide discrepancies between 

the reference and sequencing reads at each position. There are many variant callers 

available to bioinformaticians, such as Platypus, the Genome Analysis Toolkit (GATK) 

and SAMtools, to name a few [50-52]. The callers determine the likely genotype at 

the nucleotide position based on the confidence and quality of the sequenced base 

over all reads, as well as likelihood of the genotype. At the conclusion of variant 

calling, a VCF file is produced containing all the variants for the sample.  

 

Stage 3: Annotation and data integration to variant  

 

In stage three the VCF file undergoes a process called annotation, where called 

variants are given higher informatics-level interpretation, such as definitions of 

variant type, gene affiliation, population frequency and pathogenicity predictions. 
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This information is extracted from datasets by annotation software like ANNOVAR, 

which compares variant details between the VCF and annotation dataset, such as the 

chromosomal position (chromosome and starting nucleotide position) of the variant, 

and the reference and alternate nucleotide values, to look for a match [53]. The 

annotation provides useful information about each variant, which helps in the 

identification of disease-causing variants during the final fourth stage.  

 

Stage 4: Variant analysis  

 

The final stage is the variant analysis step, where the annotated VCF files are 

interrogated by researchers looking for variants that could be related to the 

development of CHD in affected patients. These files can be used in many ways as 

source data for family-based analysis with candidate genes filtered, or as a ‘no prior’ 

investigation across the complete sequenced regions. It can also be combined with 

other samples to form cohorts for case-control studies if sequencing pipelines are 

matched. 

1.4. Genetic approaches to the study of congenital heart disease 

The advancement of DNA sequencing has allowed researchers to expand their 

knowledge of the study of genetics, and to apply it to understanding the possible 

causes of genetic disorders. Genetic testing is now commonly used by clinicians to 

discover the genetic causes of many diseases, which can help in determining 

treatment. In the case of congenital diseases, family planning advice can be offered to 

parents, as CHD has been demonstrated to have a 2–5% increased risk of recurrence 

in siblings [54].   

1.4.1. Before Next-Generation Sequencing  
 

Early approaches to identifying the genetic causes of CHD were based on genome-

wide association studies (GWAS) and linkage analysis tests, which utilised Single-
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nucleotide polymorphism (SNP) arrays [19] (Figure 1-16). To provide “deliverables” 

from these approaches, positional cloning (Figure 1-17) was widely used to identify 

genetic variants in a region of interest to investigate the genetic causes of diseases 

with simple Mendelian traits.  

 
 

 
 
Figure 1-16: Strategies for defining the genetic architecture of congenital heart 
disease. 
Illustrated in terms of experimental platforms, approaches and expected deliverables. 
Boxes that extend across categories indicate that multiple strategies can provide 
comparable data (adapted from Fahed et al., 2013). 
 

The linkage analysis approach starts with a family pedigree, usually of a large family 

that has multiple generations of affected individuals. A genetic analysis comparing 

disease-affected and -unaffected individuals from the family is performed using a 

chromosomal region that has been established to have an association with the 

disease of interest. Then, based on genetic recombination frequencies generated by 

meiotic cross-overs and genome-wide molecular studies, a critical DNA region of 

interest is defined [55].  

 

From within this critical DNA region, candidate genes are identified and screened for 

possible mutations in affected individuals (Figure 1-17). If gene mutations are found, 
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then functional analysis is performed to determine if there is a causal relationship 

between a gene mutation and the disease phenotype seen in affected individuals 

[56]. It was with this approach that the first genes implicated in CHD were identified, 

including three transcription factors—TBX5, NKX2-5 and GATA4 [4].  

 

 
 
Figure 1-17: The positional cloning approach to genetic identification. 
A genetic region of interest with an association with a disease phenotype and linkages 
to all the affected subjects in a study is used as a starting point. Genes in the region 
are identified and prioritised in terms of their disease-causing likelihood. Disease-
affected individuals are then screened for mutations within the high-likelihood genes 
(figure from Strachan & Read, 2010). 
 

While linkage analysis and positional cloning made great strides in the discovery of 

disease genes for CHD, large families with multiple affected individuals across many 

generations are often needed for investigation. An approach that overcomes this is 

GWAS. Utilising a large case-control study population, which specifically requires 
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members of the study to be unrelated, the method finds statistically significant SNPs 

that occur more frequently in people with disease than in people without the disease. 

These significant SNPs highlight a region for researchers to investigate, to discover 

the disease-causing variant. This approach has so far identified a number of common 

genetic variants in novel candidate genes and loci [57-60].  

 

1.4.2. Application of Next-Generation Sequencing in CHD  
 

A major step forward in the study of genetic disorders came with the arrival of NGS. 

The availability of products like WES changed the way forward for genetic studies. 

While the exome may only account for 2% of the whole human genome, it is 

estimated that 85% of the mutations that cause disease are located within these 

coding sequences [61]. Unlike the candidate gene/region approach of positional 

cloning or GWAS, which is based on a priori knowledge, WES allows gene discovery 

across the whole exome [62]. WES also offers greater opportunity to discover low-

frequency or rare variants compared to GWAS (Figure 1-18) [63]. 

 

Traditional approaches have led to many discoveries of genes implicated in 

Mendelian phenotypes over time, but studies using WES/WGS have now started to 

become more prevalent with many journal articles utilising it as their sequencing 

method and uncovering more candidate genes for investigation (Figure 1-19).  This 

has led to most of the gene discovery in recent years been attributed to NGS methods 

than conventional methods (Figure 1-20) [41]. For genetic studies of CHD, NGS 

sequencing of genes or the whole-exome became a common option. Studies such as 

Blue et al. (2014), Jia et al. (2015) and El Malti et al. (2016) have utilised WES targeted 

panels of previously implicated CHD genes. They found pathogenic variants in five out 

of 16 families (31%), six out of 13 families (46%) and 16 out of 154 families (10.4%), 

respectively [22,64,65].  
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Families based studies like Shi, et al. (2017) utilised WES to discover new disease 

causal genes and pathway based on nicotinamide adenine dinucleotide (NAD) 

deficiency responsible for congenital malformation, including CHD [66].  

Szot, et al. (2018), also utilised WES in a study of 30 Australian families with 

heterogenous non-syndromic CHDs. From 16 familial and 14 sporadic cases, 

pathogenic and likely pathogenic variants were identified in 16 families [67].  

 

Large cohort association/burden analysis studies for CHD have used WES to highlight 

the contributions of de novo and rare mutations to the development of CHD. These 

include Zaidi et al. (2013), Homsy et al. (2015), Sifrim et al. (2016) and Jin et al. 

(2017). Yet, despite some significant findings, based on statistical grounds and in silico 

predictions of pathogenicity, the authors have recommended that caution be used 

when using the resultant genes to identify causative mutations. In Jin et al. (2017), 

the authors found enrichment of damaging recessive variants, which persisted even 

after removal of known recessive CHD genes. This suggests that genes with damaging 

recessive variants could be new CHD candidate genes [68]. 

 

These studies have shown moderate success in resolving the pathogenesis of CHD in 

some of their cases. Unsolved families are thought to possibly have mutations not 

targeted by the panel used or lying in gene regions not captured and sequenced by 

the exome-based capture. There is also an implication that novel genes, not yet 

reported, contain the causative variant. This should not be surprising as more than 

500 genes when targeted with mutation in mice lead to the development of heart 

defects [69]. 
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Figure 1-18: Comparison of variants identified with GWAS and WES 
Genetic variants affecting CHD risk can be characterized by the frequency of the 
pathogenic allele and the size of the phenotypic effect that it has, as shown. Crossed-
out are two portions of the figure space that can be disregarded. At the lower left are 
variant alleles that have very small effects and are present at very low frequencies, 
which would require enormous population samples for reliable detection. In the 
upper right are variant alleles that have very large effects and are common and 
unlikely to be pathogenic variants. The diagonal dotted lines reflect the current 
understanding of the genetic architecture of complex diseases (figure from 
Pasipoularides, 2018).  
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Figure 1-19: Number of journal articles that utilise WES/WGS sequencing 
approaches. 
(Data extracted from PubMed, Feb 2021) 

 

 
 
Figure 1-20: Approximate numbers of gene discoveries made by WES and WGS 
versus conventional approaches. 
Since the introduction of WES and WGS in 2010, the annual rate of discovery of genes 
implicated in Mendelian phenotypes has increased, with the proportion of discoveries 
made by WES or WGS (blue) far outpacing that of conventional approaches (red; 
figure from Chong et al., 2015). 
 
 

After WES came the WGS revolution, with its ability to sequence the complete human 

genome. While it has been around for some time and has been used along with WES 

(Figure 1-19), it lagged behind WES due to its prohibitively high price. The recent drop 

in the cost of WGS has finally made it a viable choice for research. With its many 
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advantages, there are heightened expectations that studies using WGS will be better 

able to identify causal variants in diseases. CHD studies using WGS have begun to be 

reported, such as a cohort-based de novo variants study by Richter, et al (2020) and a 

family-based study by Wang, et al (2020) [70,71]. Our study of the new WGS CHD 

cohort at the Victor Chang Cardiac Research Institute was one of the first to apply 

WGS to the field of CHD. 

 

 

1.5. Problem statement and thesis aims  

Current methods, including use of WES, are able to identify a disease-causing variant 

in about 30% of CHD cases, which leaves 70% of cases unsolved [72]. These unsolved 

cases mean that there are unknown or novel genes that influence the development of 

CHD. In mice, the genes for which heart defects develop when the gene is knocked 

out number more than 500, and it is likely that a similar number of human CHD genes 

exist [69]. 

 

Recent DNA sequencing advancements have allowed cost-effective and rapid 

sequencing of the complete human genome. WGS has changed the way variant 

analyses in genetic studies are done, with the additional sequencing of the 98% of the 

genome, that is considered non-coding, and mitochondrial DNA. Analysis of these 

new sequencing regions has increased the number of reported variants and exposed 

new types, like intronic splicing variants and mitochondrial variants. With the 

moderate success in resolving CHD achieved by WES, there is hope that the expansive 

data produced by WGS will plug the gaps that WES exposed. 

 

The variant analysis pipelines that have been set up for exome sequencing are still 

valid. Yet, in order to incorporate new data from WGS and make sense of it, 

additional software and variant information are needed. Better prioritisation tools 
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and more accurate functional prediction tools for non-coding variants are now 

needed to process the variants into manageable numbers for investigation. 

 

Utilising a new WGS CHD cohort compiled at the Victor Chang Cardiac Research 

Institute consisting of 97 Australian families with CHD, I applied various 

computational methods to analyse the data and identify genetic causes of CHD. More 

specifically, I aimed to: 

 

1) Use state-of-the-art computational approaches to investigate the Victor 

Chang Cardiac Research Institute WGS CHD cohort to find possible causal 

variants or gene candidates; and 

 

2) Apply novel computational approaches to the analysis of WGS data to improve 

diagnostic rates of CHD and other genetic diseases. 

 

During my studies I addressed these aims and, in my thesis, I present the results of 

my work. 

  

I begin in Chapter 2 by describing the development of the Variant Prioritisation 

Ordering Tool (VPOT). This new tool aims to speed up the process of variant 

prioritisation, especially when faced with the hundreds of thousands to millions of 

genetic variants generated by the new WGS method.  

 

Chapters 3 and 4 focus on the computational investigation of the WGS CHD cohort. 

Chapter 3 starts with a family-based variant analysis using a variant prioritisation and 

gene filtering approach based around VPOT to identify causal genes in families.  

 

This is followed up in Chapter 4 with an association study that uses statistical 

strategies to provide a bias-free genome-wide approach to identifying genes or 

pathways that might be associated with the development of CHD. 

 



  

45 
 

After the variant analyses of the WGS CHD cohort, I explored aim two by applying 

novel computational approaches to the general analysis of WGS data. This starts with 

an evaluation in Chapter 5 of mitochondrial variant callers; mitochondrial DNA was 

also sequenced during WGS and is a region of the genome that is currently 

uncharacterised.  

 

In Chapter 6, I describe the development of a new variant-calling pipeline called dv-

trio that might help in the reanalysis of the WGS CHD cohort. It combines a new, 

highly-accurate variant caller developed by Google called DeepVariant, which utilises 

sequence-read images to identify SNVs and indels via a deep neural network, with 

multi-sample joint-variant calling. Additionally, it performs genotype correction based 

on Mendelian inheritance, thereby representing a consolidated effort to improve 

overall variant calling accuracy. 

 

The methods applied in this thesis not only demonstrate an advancement in using 

WGS data to identify disease-causing variants/genes associated with CHD, they can 

also be used for any complex disease. In the final chapter, I discuss, in general, the 

results of each of the earlier chapters and how they are beneficial to the general 

study of disease. I will also examine future work in terms of the WGS CHD cohort, as 

well as other prospects. 
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Chapter 2.  
Variant Prioritisation  

The text and figures in this chapter are adapted from the following publication: 

Ip E, Chapman G, Winlaw D, Dunwoodie SL, Giannoulatou E.  
VPOT: A Customizable Variant Prioritization Ordering Tool for Annotated Variants. 
Genomics, Proteomics & Bioinformatics 2019. 
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2.1. Introduction 

With genetic sequencing, identifying the differences in the genetic make-up of 

different people is now possible. Using NGS methods, researchers are now faced with 

hundreds of thousands to millions of genetic differences, or variants, when 

comparing an individual’s genome against the human reference genome.  

 

To identify which of these variants are likely to cause disease, various metrics may be 

considered, such as inferred pathogenicity of the allele, functional changes to amino 

acid sequences, and the allele frequency of the variants in control databases. There 

are many in silico pathogenicity-prediction algorithms available; for example, CADD 

[73], PolyPhen-2 [74], SIFT [75] and MutationTaster [76], but no single algorithm has 

been universally accepted as the best. Therefore, researchers often consider many 

different predictors to provide a consensus opinion on the nature of a variant. Variant 

annotation software such as ANNOVAR [53] and VEP [77] annotate genetic variants 

en masse with functional consequences, allele frequencies and pathogenicity 

predictions. However, the amount of information currently available via the 

multitude of annotation databases, in combination with the thousands of variants 

reported, vastly exceeds the capacity of individual researchers seeking to perform 

unbiased variant prioritisation analysis.  

 

The genetic variants predicted to be deleterious by multiple pathogenicity prediction 

methods are likely to be of interest in disease studies [78]. The challenge is in 

combining different evaluations of thousands of variants. Prioritisation of genetic 

variants is, thus, highly labour-intensive and cumbersome, but important. 

 

Various variant prioritisation tools have been developed to assist in variant 

evaluation; however, they are usually constrained in some way. For example, web-

based applications (such as Variant Ranker [79]) are limited by the amount of data 

that can be uploaded, which makes the analysis of whole-genome data impossible. 

Some variant prioritisation tools only use a fixed and limited subset of annotations to 
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provide a ranking score (such as VaRank [80]). These constraints prevent researchers 

from taking full advantage of the benefits of whole-genome sequencing (WGS) or 

improvements in pathogenicity prediction annotations. 

 

To improve on the current set of prioritisation tools, I developed the Variant 

Prioritisation Ordering Tool (VPOT), a prioritisation tool that can both handle whole-

genome data and interrogate a user-defined list of annotation fields available in an 

input dataset to create a single, aggregated, ranked priority score. VPOT thus allows 

researchers the flexibility to prioritise unlimited variants based on any pathogenicity-

prediction annotation data available to them. 

2.2. Variant Prioritisation Ordering Tool (VPOT) 

The VPOT is a Python-based command-line tool that creates a single, aggregated, 

priority ranking score for a variant based on a combination of a user-specified set of 

annotation fields and completely customisable weights. The output from VPOT 

prioritisation is a text file containing a ranked list of variants called the Variant 

Prioritisation Output List (VPOL). VPOT gives researchers full flexibility in utilising 

annotation data to prioritise any amount of variant data up to and including whole-

genome data. 

 

The goal of VPOT is to simplify and accelerate the identification of top candidate 

variants, thus reducing the workload of researchers looking for a genetic cause of 

disease. The use of this approach can be especially valuable when analysing a large 

disease cohort, which can have millions of possible variants.  

 

The VPOT also provides various functionalities to manipulate the VPOL (Figure 2-1).  

Variants can be refined based on the expected carrier status of samples according to 

a case-control design or as per the following inheritance models when a family cohort 

is used: de novo, autosomal dominant, autosomal recessive and compound 

heterozygote, in cases where family samples have also been prioritised. Additionally, 
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VPOT can create a summary of the variants found within the VPOL and filter them 

based on a candidate gene list. 

 

With next-generation sequencing methods, large volumes of data are created, even 

for single samples (~18,000 variants with exomes; ~3 million variants with genomes). 

When dealing with large cohorts, the amount of data created can be enormous, 

especially if a WGS approach is used [81,82]. In data processing, it is a common 

procedure to divide large tasks into smaller ones; for example, the variants of 100 

samples can be prioritised by working with only five samples at a time. While this 

might create twenty processes, they can be done in parallel, thus reducing the 

timeframe required. However, in the study of disease causation, the value of a large 

cohort is in the potential to compare one sample against many others, find recurrent 

variants, or to find genes that may have a higher than expected number of variants. 

Looking for traits like these in a cohort can help researchers find the genetic cause of 

a disease. Therefore, to optimise prioritisation in large cohorts through parallelisation 

while retaining the benefit of cross-sample comparison, VPOT can merge multiple 

VPOLs into a single VPOL. Thus, in the case of the example cohort, the twenty 

processes, each producing their own VPOL, can be combined to form a single cohort-

wide VPOL.  

2.2.1. VPOT Methodology 

The VPOT is a fully customisable prioritisation tool that ranks variants in samples 

according to the supplied priority parameters. The fundamental step in the VPOT 

workflow is the prioritisation of variants in one or more annotated VCFs from 

ANNOVAR annotation software or tab separated values files (TSVs, which can be 

produced by any annotation software). The parameters for prioritisation are 

contained in a user-defined prioritisation parameter file (PPF). The output from VPOT 

prioritisation is a VPOL text file containing a ranked list of variants. 
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Following prioritisation, the variants in the VPOL can be refined through the 

application of various additional VPOT functionalities (Figure 2-1). 

 
 
Figure 2-1 : Variant Prioritisation Ordering Tool (VPOT) workflow. 
A) Prioritisation of variants. VPOT is run with ANNOVAR annotated VCFs or TSV files 
and a PPF to create the Variant Priority Ordered List (VPOL). B) Post-processing of the 
VPOL. The VPOL can be processed based on user needs such as filtering against a 
gene list for candidate gene/variants selection (function - genef). A variant report can 
be produced from the VPOL (function - stats) and multiple VPOLs can be combined to 
create a single VPOL to allow extensive cross-cohort evaluation across samples 
(function - merge). The VPOL can be screened for variants occurring in a case-control 
manner or for variants following various inheritance models (de novo, autosomal 
dominant, autosomal recessive and compound heterozygote) when applied against a 
family trio. A pedigree format file is required, and the choice of the sample filtering 
option (function - samplef). 
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 Prioritisation of variants 

The prioritisation of variants is broken into two tasks: the creation of a prioritisation 

parameter file (PPF) and a variant priority ordered list (VPOL; Figure 2-1A). 

 

Creation of the prioritisation parameter file (PPF) 

 

The PPF contains a list of annotation fields that can be found in the samples’ input 

files (VCFs or TSV files). The prioritisation process can utilise all or some of the 

annotation fields present in the input file. The annotation fields can be used as 

variant population filter (PF) parameters, such as minor allele frequency (MAF) 

population threshold values from databases like Exome Aggregation Consortium 

(ExAC) database or Genome Aggregation Database (gnomAD), to limit the number of 

variants processed for prioritisation. Filtering based on a MAF threshold is common in 

disease studies, as a causal variant is likely to be rare in the general population.  

 

The annotation fields can also be used in the prioritisation ranking process as 

predictors (PD in the PPF), with fully-customisable weights to apply to a specific range 

of values within each annotation category.  By varying the weights of different values 

within an annotation category (with higher weights for more deleterious 

annotations), variants more likely to be disease-causing will end up at the top of the 

rankings. 

 

A template PPF is created by running VPOT with no PPF supplied.  In this scenario, the 

first ANNOVAR-annotated VCF or TSV input file is used by the VPOT priority function 

to create a template PPF based on all the annotation elements found. No variant 

prioritisation takes place when the VPOT priority function is used in this fashion.  

VPOT reads the first variant line from the input file and identifies all annotation fields. 

It then reads all subsequent variants and creates an internal array containing all 

possible values for all annotation fields. It should be noted that the larger the number 
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of variants in the input file, the more complete the range of annotation values. Using 

this internal annotation field array, a generic template PPF is produced.  

 

The VPOT determines the annotation field type (character or numeric) based on the 

values observed within it. For a character field, the template PPF will contain all 

unique values found. For a numeric field, it will return the lowest and highest 

observed values and calculate a moderate value based on them. These values are 

provided to aid customisation of the PPF by the user.  

 

The VPOT will register population frequency parameters for variant filtering in the 

template PPF if it comes across ExAC or gnomAD annotation fields. Variant filtering 

can also be based on quality control metrics, with fields in the PPF relating to a 

minimum depth of coverage at the variant site and an allelic balance percentage 

threshold for variant genotypes. The use of these quality control metrics can ensure 

that high quality and likely true variants within the sample set are selected. If the user 

prefers to keep only high scoring variants in the VPOL, a ranking score threshold can 

be supplied via the PPF (e.g. to eliminate synonymous variants without any 

annotation values of interest). The template PPF will contain VPOT default values for 

the quality control metrics and variant scoring threshold. 

 

By modifying the resultant template PPF, the user can customise the annotation fields 

used in the prioritisation process and set weights for a specific range of values within 

each annotation category.  

 

An alternative method of creating a PPF is to copy and modify an existing PPF. 

Provided with VPOT is the PPF used in the prioritisation of variants identified in the 

Victor Chang Cardiac Research Institute’s congenital heart disease (CHD) cohort. This 

PPF contains a list of recommended annotations based on my experience working 

with CHD [67,72], as follows. The CHD PPF eliminates variants with a MAF greater 

than 0.1% in the control databases (ExAC/gnomAD/1000 Genomes), low-quality 

variants (using the quality control metrics parameter - with coverage less than 8x 
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reads or allelic balance of alternate read of less than 25%), and synonymous variants 

(using the ranking score threshold). Several in-silico predictors are included, which are 

weighted to reflect their confidence in variant pathogenicity. The threshold for 

determining the severity of variant change (the likelihood of the variant being 

deleterious) is recommended by the prediction algorithms or informed by the 

literature (e.g., CADD, Polyphen-2, MutationTaster, LRT [83], MCAP [84], GERP++ [85], 

MetaSVM [86]).  The PPF also heavily weights the most disruptive variants, such as 

stop-gain, frameshift indels, and splicing variants.  

 

This default PPF can be used as a template for the creation of a PPF for other studies. 

A PPF can be reapplied to the prioritisation of different samples provided the same 

annotation fields used within the PPF are available. This provides a level of 

consistency when working with different batches of samples, and when variant 

analysis is performed by different researchers. If an annotation pipeline is changed to 

introduce additional annotation fields, VPOT will have no problem in using the 

original PPF but will require modification to make use of the new annotation fields. 

While utilisation of new prediction annotations will require modification of the PPF, 

VPOT can continue to run successfully without PPF modification but will utilise only 

the annotation fields indicated in the PPF. 

 

Creation of the variant priority ordered list (VPOL) 

 

The VPOT priority function requires, as input, a list of samples with their ANNOVAR-

annotated VCF/TSV files and a PPF (Figure 2-2). The VPOT will extract all non-

reference genotype variants from the input ANNOVAR-annotated VCF/TSV files. 

Quality control checks on the genotype of every variant will be applied based on the 

coverage (number of reads at the variant position) and allele balance (percentage of 

alternate allele reads at the variant position) criteria, if supplied in the PPF. If a 

sample’s genotype call fails the quality control checks, then it is noted for later display 

in the VPOL using a special symbol (.). If variant filtering annotation values are 
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provided, such as MAF from ExAC, then the filtering checks are applied. Variants are 

retained if they meet all filtering criteria.  

 

For each sample submitted for variant prioritisation, a sample-specific variant list is 

created. Thus, if the VPOT prioritisation task is for two samples, there will be two 

sample variant lists. These sample variant lists are then combined to create an all-

samples variant list containing all variants where at least one non-reference sample 

genotype exists. The sample genotypes within this all-samples variant list are denoted 

as “0” for homozygous for the reference allele, “1” for heterozygous, “2” for 

homozygous for the alternative allele, and “.” for quality control failure. 

 

Variant prioritisation then proceeds, with each variant examined against the predictor 

annotation fields indicated in the PPF. VPOT assigns prioritisation weight scores for 

each PPF predictor annotation field. For a character field, the prioritisation weight 

value is determined by comparing the variant’s annotation value against the PPF 

predictor field’s list of possible values to find an exact match.  With a numeric field, 

the variant’s annotation value is compared against the value ranges specified in the 

PPF. If the annotation value falls within a specific range, then the associated 

prioritisation weight value for that value range is assigned to the variant. An overall 

prioritisation ranking score for the variant is calculated by summing all assigned 

predictor annotation fields’ prioritisation weight scores. A percentile ranking is also 

calculated by dividing the variant’s ranking score against the maximum variant 

prioritisation ranking score found within the VPOL.  

 

All prioritised variants are returned by default and listed in descending prioritisation 

ranking score order in the output VPOL. If the user prefers to remove variants with a 

low prioritisation ranking score, they can provide a score threshold in the PPF so that 

only variants with ranking scores greater than or equal to the threshold are included 

in the VPOL.  The VPOL can then be used as input for additional VPOT post-

processing. 
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Figure 2-2: VPOT variant prioritisation workflow 
Workflow for the prioritisation of variants using VPOT, with steps for the filtering and 
scoring of variants. Quality control filtering of sample genotypes by coverage and 
allele balance is performed. Variants are then scored based on the user-defined 
scoring weights found in the prioritisation parameter file (PPF). Finally, the variants 
are ranked, creating the variant priority ordered list (VPOL).  
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 Additional functions 

The VPOT provides several post-prioritisation functions to explore the VPOL (Figure 

2-1). These options allow for more effective identification of disease-causal variants 

by filtering the variants within the VPOLs. 

 

1: Summary statistics 

 

The VPOT provides a summary statistics function – stats, to generate a variant 

summary statistics report for the input VPOL. The report consists of two parts: 1) a 

summary based on all variants for all samples within the VPOL and 2) a summary for 

each individual sample in the VPOL (Figure 2-3). 

 

The all-samples summary details the number of samples and number of genes found 

in the VPOL variants. The total number of variants in the VPOL is also provided, 

together with subtotals for variants with non-zero value prioritisation scores and 

those with zero value prioritisation scores. A variant count is given at ten-percentile 

intervals based on the prioritisation ranking score. The top-20 prioritised variants 

found in this VPOL are highlighted. 

 

The sample-level summary provides variant statistics for each individual sample. It 

returns a total for the number of non-reference variants found, as well as the same 

subtotal counts found in the all-samples summary, at an individual sample level. The 

summary process sorts all variants found for a sample and returns the gene names 

from variants in the top 75th percentile (by default). 
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Figure 2-3: VPOT statistical summary function workflow 
Processes used within the stats function to produce a variant summary report from 
an input VPOL. 
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2: Gene list filtering  

 

The VPOT can accept a user-defined candidate gene list for variant refinement against 

any VPOL using the gene filtering function - genef (Figure 2-4). This function is 

extremely useful when a disease might already have a list of high-confidence genes 

that are known to cause disease upon disruption. By applying gene filtering function 

with a known high-confidence gene list, it is possible to rapidly identify high-quality 

disease-causing candidate variants. Filtering with different candidate genes lists, such 

as lists from the literature of genes with known disease contributions in humans or 

ones currently only associated to animal models, can create different prioritisation 

variant lists for investigation.   

 

 
 
Figure 2-4: VPOT gene list filtering function workflow  
Processes within the genef function used to filter an input VPOL against a gene list for 
candidate gene/variant selection. 
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3: Case-Control variant filtering  

 

A variant found in a single sample can be just as likely appear in another sample, 

especially if it is a common one. While the use of MAF filtering during the VPOT 

prioritisation step can remove common variants, it is still possible for rare variants to 

exist in multiple samples. To increase confidence in candidate variants, it would be 

best if a variant did not exist in any healthy individual. VPOT allows such a check by a 

case-versus-control comparison, whereby lists of variants found in disease-affected 

case samples and healthy control samples are compared. In this approach, we look 

for variants that appear exclusively in the case samples and are, therefore, stronger 

candidates for disease causation.  

 

The VPOT can filter variants in a VPOL based on whether they exist in specific samples 

and not others via the sample filtering function – samplef (Figure 2-5). This option 

utilises a pedigree (ped) format file to identify which samples are affected (cases) and 

unaffected (controls). The sample filtering function filters variants by extracting and 

returning those that have alternate genotypes in all the case samples, and reference 

genotypes in all control samples. This is a useful tool for highlighting variants that are 

common in affected cases, especially when dealing with a large cohort or families 

with large pedigrees. 

 

By altering the composition of the ped file, with different cases and controls samples 

makeup, the user can filter the VPOL to look for different variant occurrence 

combinations. For example, to identify variants that only exist in case samples, the 

ped file should only contain control samples with them indicated as ‘unaffected’. This 

will return all variants that only have reference genotypes in all the control samples in 

the ped file. 
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Figure 2-5: VPOT sample filtering function for the case-vs-control workflow 
Processes within the samplef function when case-control segregation of variants is 
selected using a sample file (ped format) against an input VPOL. 
 
 

4: Sample inheritance model variant filtering  

 

Filtering between cases and controls is well suited to a cohort of unrelated cases and 

controls, but if samples are sequenced with other individuals in their family, then 

more methods are available. If parental samples are available, then the preferred 

method of variant filtering is by inheritance models. The VPOT’s samplef function also 

allows for variant filtering based on different familial inheritance models (Figure 2-6). 

A complete family trio—father, mother and proband—is required for this option.  

The VPOT offers four models of inheritance filtering: de novo, autosomal dominant, 

autosomal recessive and compound heterozygous. Different inheritance models can 
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be applied to filter possible candidate variants corresponding to inheritance patterns 

suggested by the affected status of both parents.  

 

If both parents are unaffected by the disease, for example, then the de novo (option -

DN) model may be worth investigating. De novo filtering is useful when disease 

occurrence is sporadic; for example, the disease-causing variant cannot be inherited 

from either parent since they are unaffected. Assuming a de novo model, the disease-

causing variant only exists in the proband; therefore, VPOT’s de novo filter identifies 

variants that exist only in the proband but not in either of the parental samples.  

 

Another inheritance model that could be applied to this scenario of affected offspring 

with unaffected parents is the autosomal recessive (option - AR) model. This model 

assumes that the disease-causing variant is homozygous in the proband and that both 

parents are heterozygous carriers. This inheritance model is commonly applied in 

cases where the parents are related or are from an ethnically-closed community.  The 

VPOT’s autosomal recessive filter identifies variants where the proband is 

homozygous for the alternative allele (denoted by a genotype value of “2” in the 

VPOL) and when both parents are heterozygous (denoted as “1”). 

 

It has also been established that the disease-causing contribution from parents may 

not be limited to a single causative variant but may involve multiple different variants 

in the same gene. A different disease-contributing variant can exist on each of the 

two alleles of a gene, thus creating a disruption to the gene or compound 

heterozygous (option - CH) inheritance. VPOT’s compound heterozygous filter 

highlights genes that contain multiple heterozygous variants in the proband, where 

each variant can only be inherited from one parent, with a minimum of one such 

variant in each parent. VPOT achieves this by first filtering the input VPOL for variants 

that are heterozygous in both the proband and parent A and a homozygous reference 

in parent B. VPOT then filters the VPOL again by the same method but takes parent B 

as the heterozygous carrier and parent A as the homozygous reference carrier. At this 

point, there are two lists of variants: a proband-paternal and a proband-maternal set. 
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VPOT finds the intersection of genes that contain variants in both sets. The final 

output from the compound heterozygous inheritance model filtering process is a list 

of variants from genes that are identified in the intersect. 

 

The final inheritance model filtering option is the autosomal dominant (option - AD) 

model, which reflects inheritance of disease in the proband from an affected parent. 

Using a family pedigree file that identifies the affected status of the parents, VPOT 

filters for variants that contain non-reference genotypes in both the proband and the 

affected parent but have a homozygous reference in the unaffected parent.  
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Figure 2-6: Workflow of VPOT sample filtering by inheritance models  
Processes within the samplef function for filtering variants in a family trio using a 
specified inheritance model with a provided pedigree file and input VPOL. There are 
four models (de novo (option - DN), autosomal dominant (option - AD), autosomal 
recessive (option - AR) and compound heterozygote (option - CH)) 
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5: Variant priority ordered lists merge  

 

In large cohort studies, hundreds of samples are sequenced and analysed together. 

Such large cross-cohort comparison has many benefits. However, running all the 

samples together for prioritisation can be prohibitive in terms of CPU processing time 

and memory. To overcome this issue, typically, small groups of samples are prioritised 

at a time, but this loses the benefit of cross-cohort analyses.  

 

With VPOT, I have provided a functionality that allows users to run multiple VPOT 

processes for small subsets of samples in parallel to reduce computational demands 

while maintaining the benefit of having a large cohort. This functionality is the merge 

function, which allows VPOT to consolidate multiple VPOLs back to one VPOL (Figure 

2-7) as if they were prioritised together, so variants can be compared across all the 

samples in a cohort.  

 

The merge function firstly combines all the variant details from the input VPOLs and 

creates a new master combined VPOL. Sample details from each input VPOL is then 

added to the new master combined VPOL. Variant details from the input VPOLs are 

compared against the variant details in the combined VPOL. If the variant details 

match, then the sample genotype value is saved against the combined VPOL variant. 

However, if the variant details do not match, then VPOT marks the genotype as “0” to 

reflect its reference genotype. This process is repeated for all the samples in the input 

VPOLs. When completed, the new combined VPOL is sorted based on the variants’ 

prioritisation ranking scores.  
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Figure 2-7: VPOT’s VPOL merge function workflow 
Processes within the merge function for combining multiple VPOLs to create a single 
VPOL for cross-cohort evaluation across many samples. 
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2.3. Results 

To demonstrate the usefulness of VPOT in the study of patient disease variant 

analysis, I used it to prioritise variants within two published datasets.  I also compared 

the performance of VPOT with other variant prioritisation tools. 

2.3.1. Whole-exome sequenced CHD cohort 

In the Victor Chang Cardiac Research Institute’s WES CHD study cohort of 30 families 

[67], around 9 million exonic variants were identified by exome sequencing in 57 CHD 

patients.  To demonstrate the usability and speed at which VPOT can identify clinically 

actionable pathogenic variants, I applied it to three families in the study, where each 

had a clinically-actionable variant identified. Using a population frequency threshold 

of < 0.1% MAF in ExAC and gnomAD, and a variant ranking score threshold of > 14 (to 

highlight high-priority candidates), the number of candidate variants was reduced to 

1803 from around 9 million in this 30 families cohort.  

 

In the first family, Family 860, there were six affected family members that were 

sequenced. The affected proband presented with atrial and ventricular septal defects. 

The genetic cause was attributed to a stop-gain variant in TBX5, which encodes 

cardiac transcription factor TBX5, known to be associated with Holt-Oram syndrome, 

which carries cardiac septal defects as one of its phenotypes. The variant was found 

in all affected family members. With VPOT, I applied a sample filter for variants that 

existed in all affected samples against the 1803 variants from the earlier-filtered < 

0.1% MAF-limited VPOL. The clinically-actionable variant was ranked first. 

 

In the second family, Family 2946, six affected family members were sequenced. The 

affected members presented with patent ductus arteriosus and distinctive facial 

features of Char syndrome. The genetic cause was attributed to a missense variant in 

TFAP2B, a transcription factor expressed in neural crest cells which has already been 

associated with Char syndrome. The TFAP2B variant was found in all affected family 

members. With VPOT, I applied a sample filter for variants existing in all affected 
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samples against the < 0.1% MAF-limited VPOL. The clinically-actionable variant was 

ranked twelfth out of the 1803 variants.  

 

In the third family, Family 13455, a trio of a father, mother and child was sequenced. 

The affected proband had an atrial septal defect, patent ductus arteriosus and 

pulmonary valve stenosis. The genetic cause was attributed to a missense variant in 

PTPN11, which encodes for protein tyrosine phosphatase SHP-2, a protein critical 

during embryonic development for the development of the heart, blood cells, bones 

and other tissues. PTPN11 has been implicated in Noonan syndrome and LEOPARD 

syndrome, which commonly include a wide variety of CHD types. With VPOT, I applied 

a sample filter for variants that existed in the affected proband against the < 0.1% 

MAF-limited VPOL. The clinically-actionable variant was ranked 92nd out of the 1803 

variants. 

 

VPOT was able to prioritise variants rapidly with the combination of well-defined 

annotation filters and predictors. While the determined clinically-actionable variant 

was not always ranked first from each family’s prioritisation step, being the 12th or 

92nd ranking still placed them highly enough out the 1803 total variants that they 

would be evaluated with priority by researchers. Under further evaluations the higher 

ranked variants could be eliminated due to issues like failure of in-silico visualisation 

or no literature linkage to diseases.  

2.3.2. Family analysis of patient with multiple congenital 

malformations 

To provide a more in-depth look at how VPOT can be used, I evaluated previously 

published data on a family in which a child had multiple congenital malformations 

(Family B in Shi et al., 2017). The family (proband, father, mother and unaffected twin 

sibling) was subjected to WGS, and over 7.7 million variants were identified (Figure 

2-8). VPOT was applied using the default PPF, which incorporated a population 

frequency threshold of < 0.1% MAF in ExAC and gnomAD, and a variant ranking score 
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threshold of > 14 (to highlight high-priority candidates). The number of candidate 

variants decreased to 587.  

 

Based on the self-declared family pedigree of consanguineous parents (which was 

confirmed by relatedness testing), I used VPOT’s AR inheritance model filter to refine 

the number of candidate variants. After filtering, 14 variants remained, with an HAAO 

homozygous variant ranked first (Table 2-1). The HAAO variant encodes 3-

hydroxyanthranilic acid 3,4-dioxygenase, an enzyme involved in the kynurenine 

pathway and in the synthesis of nicotinamide adenine dinucleotide (NAD). 

 

In the 2017 study, the genetic cause of the proband’s congenital malformations was 

functionally linked to the HAAO variant [66].  The identification of the HAAO variant 

demonstrates the ability of VPOT to facilitate disease variant discovery in a systematic 

way. 

 

 
 
Figure 2-8: HAAO CHD family pedigree 
Family B from Shi et al. (2017) is a consanguineous family with proband sample B.1 
having CHD and other extra-cardiac phenotypes, while sibling B.4 is unaffected. 
Samples within the shaded region of the pedigree underwent whole-genome 
sequencing. 
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Table 2-1: Top-ten variants for Family B following autosomal recessive inheritance model filtering (Samplef – AR) 
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67 HAAO c.558G>A stopgain 4.07E-06 D A NA 39 NA 5.26 

57 CNOT2 c.1621_1622insAAAAA FS-I1 NA NA NA NA NA NA NA 

30 SLC52A2 c.916G>A NS-SNV2 5.14E-05 D D D 28.3 D 4.69 

27 MAPK15 c.419C>T NS-SNV2 0.000384 D D D 32 T 4.02 

24 CLTB c.457A>G NS-SNV2 0.000134 D D P 21.9 T 4.16 

23 SMYD5 c.625C>A NS-SNV2 NA D D D 28.4 T 3.76 

23 GAD1 c.184C>T NS-SNV2 9.02E-05 N D P 26.4 D 4.66 

21 DAB2IP c.2186T>A NS-SNV2 6.23E-05 N D D 18.1 T 4.69 

18 PSME4 c.2074C>A NS-SNV2 NA D D P 20.3 T 4.42 

18 WNT10A c.685C>G NS-SNV2 NA D D P 25.5 T 3.57 

Note: Detail of top-ten variants for Family B from Shi, et al. (2017). VPOT prioritisation was performed using the default PPF supplied within GitHub 
(https://github.com/VCCRI/VPOT/). 1 Frameshift-Insertion. 2 Non-synonymous single-nucleotide variant. Likelihood ratio test (LRT) values – D (deleterious), 
N (neutral). Mutation taster values – A (disease-causing automatic), D (disease-causing). Polyphen-2 HVAR values – D (probably damaging), P (possibly 
damaging). MetaSVM values – D (deleterious), T (tolerated).  
 
 

https://github.com/VCCRI/VPOT/
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2.3.3. Comparison with other prioritisation tools 

VPOT conducts variant prioritisation by aggregating multiple pathogenicity predictor 

scores, since no single score has been shown to predict pathogenic mutations 

reliably. Other packages have used the same approach, and for this comparison I 

selected Variant Ranker [79], a web-based tool, and VaRank [80], a command-line 

program that can be installed on a local machine or computer network. Like VPOT, 

both Variant Ranker and VaRank create ranking scores for variants based on a set of 

user-defined weighting scores for pathogenicity predictors.  

 Features 

In comparing the overall features and functionality of the tools, both VPOT and 

VaRank have no restriction on the input file size, which is essential for the analysis of 

variants resulting from WGS (Table 2-2). Meanwhile, Variant Ranker has an upload 

limit of 500 MB.  

 

For all three tools, the annotations in the input datasets are central to performing the 

prioritisation task. As VPOT expects an annotated input, the user has full control over 

the annotation of their samples, such as which genome reference to use and the 

numbers and types of annotation databases to apply. With VaRank and Variant 

Ranker, both take an unannotated VCF as input and perform annotation as part of 

their internal processes. VaRank allows the same flexibility in annotation as VPOT, 

with reference genome and annotation databases. Variant Ranker’s annotation 

process allows no flexibility in the selection of the reference genome or annotation 

databases, as they are fixed by the tool. By allowing the user to control the 

annotation step, both VPOT and VaRank offer greater flexibility. For example, the 

user can adopt newer releases of the human reference genome and novel 

pathogenicity predictors, such as those assessing splicing and non-coding genetic 

variants.  
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All three tools rank variants based on the scores provided by the multiple 

pathogenicity prediction methods. However, the number of predictors varies, with 

only three fixed pathogenicity prediction tools available in VaRank (phastCons [87], 

SIFT and PolyPhen2), and seven fixed tools in Variant Ranker (PolyPhen2, SIFT, LRT 

[83], MutationTaster, MutationAssessor [88], RadialSVM [86] and FATHMM[89]). 

With VPOT, the number of tools is limited only by the number of predictors included 

in the annotation.  

 

VPOT also allows fine-tuning of variant rankings, as the user can define any number of 

scoring interval/ranges for an annotation category. This allows the user to define 

different pathogenicity thresholds instead of a binary case of non-

damaging/damaging. With VPOT, the user can also select different weighting score 

ranges for the predictors instead of being limited to 0–1 for all predictors. This allows 

the user to single out predictors that may provide higher accuracy in their specific 

disease-sequencing study and give them higher value ranges, e.g., 0–20.  VPOT allows 

expert users to apply their specialised knowledge of disease to stratify results from in 

silico predictors.  

 

Both VPOT and VaRank are local machine tools, so there is no security concern with 

sensitive data being stored on the internet. Also, there is no need to worry about the 

availability of the prioritisation tool, which can be the case with the web-based 

Variant Ranker.  

 

While VPOT does not exceed the other tools in every feature, in most cases it 

matches the best attribute found (Table 2-2).  Overall, VPOT provides the user with a 

strong combination of features for the prioritisation of variants. 
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Table 2-2: Comparison of the features of VPOT and similar variant prioritisation tools 
Feature VPOT VaRank (v 1.4.2) Variant Ranker 

Process location Local Local Web 

Input format VCF(gz)/TXT (multiple files) VCF(gz) (multiple files) VCF/TXT (single file) 

File size limit No limit No limit 500 MB 

Annotation Annovar (freeware), performed 
as an external process by the 
user prior to using tool 

Alamut (commercial tool) / SnpEff 
(freeware), an internal processing 
component of the tool 

Annovar (freeware), an internal 
processing component of the tool 

Reference genome No restriction No restriction Hg19 

Annotation resources that can be 
applied to VCF 

User-defined User-defined Defined by tool 

Pathogenicity prediction tools 
supported 

Based on user defined 
annotations (no limit) 

phastCons, SIFT, PolyPhen2 PolyPhen2, SIFT, LRT, 
MutationTaster, MutationAssessor, 
RadialSVM, FATHMM 

Disease/inheritance models DN/AD/AR/CH DN/AD/AR/CH AD/AR/XR 

Quality control checks Total coverage depth, allele 
balance 

NA Total coverage depth, variant allele 
coverage depth, allele balance 

Score weighting range User-defined User-defined 0-1 

Number of scoring intervals for 
each annotation category 

User-defined NA Defined by tool 

Output format TXT – Local TSV - Local TXT – Web 

Note: Inheritance models: DN – de novo / AD – autosomal dominant / AR – autosomal recessive / CH – compound heterozygous / XR – X-recessive 
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 Variant prioritisation performance 

To determine the sensitivity and specificity of a prioritisation tool, a dataset with 

known disease causing variants is required. In monogenic disorders, there would be 

only one disease causing variant per patient sample. To evaluate the prioritisation 

performance of VPOT, VaRank and Variant Ranker I prioritised variants from an 

exome sequencing dataset on idiopathic haemolytic anaemia with a known cause of 

disease(IHA; MIM:266200) [90]. This dataset has been used previously to 

demonstrate the effectiveness of Variant Ranker [79]. Variant Ranker ranked the 

most likely causative variant (a variant from PKLR) in the IHA dataset as fourth in its 

priority output. Using a PPF tailored to reflect the default variant scoring criteria of 

Variant Ranker, VPOT also ranked the same variant fourth. With VaRank, using its 

default scoring parameters (which are too limited in pathogenicity predictors to 

enable replication of Variant Ranker’s scoring criteria), the variant was ranked in 199th 

position with an annotation impact value of ‘moderate’ (Table 2-3).  

 

Both VaRank and Variant Ranker provide Combined Annotation-Dependent Depletion 

(CADD) score annotation but do not include it in their final ranking. The CADD score is 

a commonly used pathogenicity predictor, and a score of 20 has been used as a 

sensitivity threshold for disease-causing variants [84]. Utilising the flexibility of VPOT, 

I added CADD into our annotation and the Variant Ranker emulation PPF file used 

earlier and allowed CADD Phred scores > 20 to contribute to the final ranking score. 

Under these new ranking criteria, the PKLR variant was ranked first by VPOT (Table 

2-3). The ability to include CADD as part of the prioritisation process demonstrates 

the benefit of VPOT’s customisability, which allows refinement and fine-tuning of the 

variant prioritisation process.  
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Table 2-3: Comparison of prioritisation tools using idiopathic haemolytic anaemia 
datatset 

 VPOT Variant 
Ranker VaRank VPOT with CADD 

Phred score 
PKLR:NM_000298:exon7:c.G1022C:p.G341A 4th 4th 199th 1st 

Note: The PKLR variant was determined to be the likely causative variant by the IHA study 
(IHA; MIM:266200) [90].  The prioritisation parameters for VPOT, VaRank were based on the 
default setting of Variant Ranker. 
 

This direct comparison of VPOT against VaRank and Variant Ranker using the 

idiopathic haemolytic anaemia dataset shows its flexibility and increased efficacy in 

prioritising candidate variants. An explicit comparison of VPOT’s priority score against 

other tools is not possible as the score is entirely customisable and not directly 

comparable to other methods. 

 Computational performance 

The computational performance of the three tools was assessed through 

comparisons of the computational time and memory required to prioritise an input 

VCF based on the annotations used for the variant prioritisation comparison (Section 

2.3.3.2) but with different numbers of variants (Table 2-2; Figure 2-9). The 

computational time compiled is the amount of time needed to perform variant 

prioritisation on the test VCF for each tool. Both VaRank and VariantRanker have 

incorporated VCF annotation as an internal processing component, using SnpEff and 

ANNOVAR respectively, within their overall prioritisation process. Both tools do not 

provide any breakdown information to determine how much of the overall 

prioritisation compute time was used for VCF annotation. VPOT uses a pre-annotated 

VCF as input; hence to maintain comparability with the other tools, the external VCF 

annotation processing time with ANNOVAR was included into the overall VPOT 

prioritisation compute time. 

 

VPOT was consistently faster than both VaRank and Variant Ranker and, as the 

number of variants increased, the time difference between VPOT and the other tools 

increased. Additionally, VPOT was the only tool able to complete the prioritisation 

task with four million variants, which is the number in a typical human genome.  
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In comparing the amounts of memory used by the local-machine tools, VPOT required 

significantly less memory (4GB) to perform the prioritisation tasks than VaRank (6-12 

GB, depending on the number of variants).  

 

 

 
Figure 2-9: Computational performance comparison of VPOT and similar variant 
prioritisation tools 
Prioritisation computational time measurements for VPOT, VARank and Variant 
Ranker with different numbers of variants. 1 VCF annotation: 1 CPU (Intel Xeon E5-
2670 @ 2.60 GHz) with 6 GB memory. VPOT: 1 CPU (Intel Xeon E5-2630 @ 2.60 GHz) 
with 4 GB memory. 2 The freeware annotation tool SnpEff was used to better match 
the freeware tool ANNOVAR used with VPOT and Variant Ranker. 31 CPU (Intel Xeon 
E5-2670 @ 2.60 GHz) with 6 GB memory. 41 CPU (Intel Xeon E5-2670 @ 2.60 GHz) 
with 12 GB memory. 5Not applicable as the processing time limit (48 h) was exceeded 
by VaRank. 6Not applicable due to input file size limitation. 
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2.4. Conclusions 

The Variant Prioritisation Ordering Tool (VPOT) is a Python-based command-line tool 

that creates a single aggregated priority ranking score for a variant based on a 

combination of a user-specified set of annotation fields and completely customisable 

weights. VPOT gives researchers full flexibility in utilising annotation data to prioritise 

any amount of variant data up to and including whole-genome data. 

 

VPOT has been shown to outperform similar tools in terms of efficacy, flexibility, 

scalability and computational performance. VPOT provides a convenient way to 

prioritise genetic variants in disease-sequencing studies. It is fully customisable, 

allowing researchers to filter any annotation metrics and select weights for 

pathogenicity predictions that reflect their specific disease-variant hypothesis.  

VPOT can be especially informative when analysing sequencing cohorts containing 

many samples, including families, as the prioritisation of variants can rapidly identify 

top candidate variants across all samples. 

 

VPOT is highly scalable to large-genome analysis. Whole-genome sequencing 

generates very large variant files, and there are now increasing requirements for 

prioritisation of the non-coding variants that make up approximately 98% of the 

genome. As larger sequencing studies are performed and new non-coding 

annotations are released, VPOT will further prove to be an extremely valuable tool. 

 

The VPOT package is stored in a single code repository to allow for convenient access 

by users. It is freely available for public use at GitHub 

(https://github.com/VCCRI/VPOT/). Installation of VPOT is simple with just the 

cloning of the GitHub repository using – “git clone 

https://github.com/VCCRI/VPOT.git VPOT”. Additional documentation for installation 

can be found at the GitHub repository, along with a user tutorial, a default parameter 

file and test data. 
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Chapter 3.  
Family-based 

identification of variants 

in a WGS CHD cohort  

Material included in this chapter was drawn from the following publication: 

Dimuthu Alankarage, Eddie Ip, Justin O. Szot, Jacob Munro, Gillian M. Blue, Katrina 
Harrison, Hartmut Cuny, Annabelle Enriquez, Michael Troup, David T. Humphreys, 
Meredith Wilson, Richard P. Harvey, Gary F. Sholler, Robert M. Graham, Joshua W. K. 
Ho, Edwin P. Kirk, Nicholas Pachter, Gavin Chapman, David S. Winlaw, Eleni 
Giannoulatou, and Sally L. Dunwoodie. 
Identification of clinically actionable variants from genome sequencing of families 
with congenital heart disease.  
Genetics in Medicine. 2019 May; 21(5): 1111-1120. 
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3.1. Introduction 

The traditional approach to genetic family analysis involves finding families with one 

or more members affected by the disease under study, such as CHD, then sequencing 

their DNA. At a minimum, this includes proband-parent trios. However, as more 

family member samples are taken, the chances of identifying a disease-causing 

variant increase. Inclusion of parental DNA samples allows the exclusion or inclusion 

of variants found in probands based on inheritance models. It is even more critical 

when one or both parents are affected, as diseases like CHD are known to have 

heritability [10].  

 

The WGS CHD family-based variant analysis approach follows the traditional family 

analysis approach by taking DNA from family members, which is then whole-genome 

sequenced. In the research conducted for this thesis, I processed the cohort’s WGS 

data output and applied the variant-calling pipeline to produce VCF files for family-

based variant analysis.  

 

Using the family’s VCF file, researchers can then look for variants in the proband that 

could cause the development of CHD. Usually, the analysis first focuses on known 

candidate genes, such as the ones on the Victor Chang Cardiac Research Institute’s 

CHDgene website (http://chdgene.victorchang.edu.au/). If no likely candidates are 

found, the investigation can be expanded to the remaining set of known protein-

coding genes, which can be very time-consuming. New genes that could cause CHD 

may be discovered from this analysis.  

 

With large research teams, families can be investigated with little downtime following 

sequencing and variant calling. However, when dealing with many samples or small 

research teams, the time between variant calling and variant investigation can be 

lengthy. 

 

http://chdgene.victorchang.edu.au/
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With the WGS CHD cohort, I applied my Variant Prioritisation Ordering Tool (VPOT; 

Chapter 2) to facilitate the process of variant identification. VPOT can prioritise large 

numbers of variants in multiple samples, providing an ideal way to identify variants in 

large cohorts such as the WGS CHD cohort. VPOT has innovative research-derived 

features, such as candidate gene and inheritance model filters, which give it the 

ability to identify clinically-actionable variants in CHD-affected patients and families. 

This chapter focuses on the results of VPOT analysis, specifically as applied to high-

confidence CHD-gene candidates. 

3.2. Methods 

The workflow for the analysis of the family-based variants within the Victor Chang 

Cardiac Research Institute WGS CHD cohort was as follows (Figure 3-1).  

 

1. Collection of samples from CHD-affected individuals and family members. 

2. Whole-genome sequencing of DNA from the samples. 

3. Alignment of WGS data with a human reference genome (Hg38) and quality-

control checking of data. 

4. Calling of variants within the WGS CHD cohort samples against the human 

reference genome (Hg38). 

5. Annotation of variants with various information databases, such as population 

frequency and pathogenicity predictions. 

6. Prioritisation and filtering of variants to identify candidates for individual 

variant analysis. 

7. Variant investigation (or ‘hunting’) using various filters and visualisations to 

identify variants of interest. Variants were reviewed for evidence of 

association with CHD based on functional experiments, animal model studies 

and the literature. 
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Figure 3-1: Workflow for the family-based variant analysis 
Process used to identify variants causing CHD in affected family members in the 
Victor Change Cardiac Research Institute WGS CHD cohort. 
 

3.2.1. Victor Chang WGS CHD Cohort 

The Victor Chang Whole-Genome Sequencing (WGS) CHD cohort is an ongoing 

collection of whole-genome sequenced CHD patients and family members that is 

maintained by Professor Sally Dunwoodie. This study used 97 families from this 

cohort, of which 36 were recruited from the Princess Margaret Hospital for Children 

(PMH; Perth, Australia), 52 from the Kids Heart Research DNA Bank based at the 

Children’s Hospital at Westmead (CHW; Sydney, Australia), and nine from 

independent clinicians. Informed, written consent was obtained from all participants 

(Table 3-1). The patients did not have any pre-existing genetic diagnoses and were 

not offered genetic testing before recruitment to the cohort. The cohort itself does 

not have any specific enrichment for a mode of inheritance or CHD subtype.  
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The 97 families comprised 71 trios, consisting of the affected proband and their 

parents, and 26 extended families with more than three sequenced individuals, some 

of which had multiple family members affected by CHD. There were 338 samples in 

total with 143 CHD-affected individuals. The ethnicities declared by the individuals 

were confirmed using principal component analysis (PCA) with the Ancestry and 

Kinship Toolkit (AKT) [91].  Ethnicity markers (17,535) from the WGS 1000G super-

populations dataset were used in the PCA (Figure 3-2) [92]. 

 

 
Figure 3-2: Principal component analysis of all individuals in the WGS CHD cohort 
The 338 subjects (black dots) were compared against five super-populations: 
European (EUR; red dots); East Asian (EAS; blue dots); American (AMR; green dots); 
South Asian (SAS; purple dots); and African (AFR; orange dots). Study subjects were 
predominantly clustered with individuals of European descent. Study subjects also 
clustered with South Asian, East Asian, and African populations. There were also 
subjects that clustered outside of the super-populations, indicative of mixed 
ethnicities. 
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Table 3-1:  Victor Chang WGS CHD cohort family characteristics 
Family ID Members No. affected by CHD Ethnicity 

44 3 1 West Asian 
195 5 4 Caucasian 
575 5 2 Caucasian 
742 3 1 Caucasian 
821 6 1 Caucasian 
835 3 2 Caucasian 
881 3 1 Caucasian 
894 3 1 Caucasian 
939 4 2 Caucasian 
959 3 1 Caucasian 

1071 4 2 Caucasian 
1085 3 1 Caucasian 
1125 3 2 Caucasian 
1167 3 1 Caucasian 
1179 3 2 Caucasian 
1236 3 1 Caucasian 
1302 3 1 Caucasian 
1384 4 1 Caucasian 
1449 3 2 Caucasian 
1456 3 2 Other 
1658 3 2 Caucasian 
1746 3 1 Caucasian 
1767 3 1 South Asian 
1852 5 3 Caucasian 
2020 3 1 Other 
2252 3 1 Caucasian 
2306 3 1 Caucasian 
2324 3 1 Caucasian 
2606 3 1 Caucasian 
2632 4 2 Caucasian 
2636 3 1 Caucasian 
2775 7 3 West Asian 
2825 6 1 Caucasian 
2831 3 1 Caucasian 
2944 4 4 Caucasian 
2985 3 2 Caucasian 
3009 5 2 Caucasian 
3129 4 1 Caucasian 
3173 4 2 Caucasian 
3191 3 1 Caucasian 
3208 4 2 Caucasian 
3225 4 4 Other 
3254 3 1 Caucasian 
3320 5 2 Caucasian 
3370 3 1 Caucasian 
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3376 3 1 Caucasian 
3394 3 1 Caucasian 
3397 3 2 Caucasian 
3400 3 1 Caucasian 
3424 3 1 Caucasian 
3427 3 1 Other 
3430 3 1 Caucasian 
3438 3 1 South Asian 
3464 3 1 Other 
3470 3 1 Caucasian 
3473 3 1 Other 
3485 3 1 Caucasian 
3527 3 1 Caucasian 
3564 3 1 South Asian 
3568 3 1 Caucasian 
3571 3 1 Caucasian 
3590 4 2 Caucasian 
3595 3 1 Caucasian 
3601 3 1 Caucasian 
3610 3 1 Other 
3630 3 1 Caucasian 
3642 3 1 Other 
3645 3 1 South Asian 
3648 3 1 Other 
3651 3 1 South Asian 
3654 3 1 South Asian 
3657 6 2 Caucasian 
3672 3 1 Other 
3675 3 1 Caucasian 
3678 3 2 Caucasian 
3681 3 1 East Asian 
3695 3 2 Caucasian 
3712 5 3 Caucasian 
3717 3 1 Caucasian 
3755 5 2 Caucasian 
3766 3 1 Caucasian 
3769 3 2 Caucasian 
3792 4 2 Caucasian 
3843 6 3 Caucasian 
3932 3 2 Caucasian 
3933 3 2 Caucasian 
3953 3 1 Caucasian 
3967 4 2 Other 

38223 3 1 Caucasian 
141550648 3 1 West Asian 
150650086 3 1 Polynesian 
152900216 3 2 Caucasian 
169036865 7 5 Other 

15R414475M 3 1 Caucasian 
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15Y05641 3 1 Caucasian 
CVM31 3 1 Polynesian 

668 – Trio9 3 1 Caucasian 
Note: Other - Melanesian, Polynesian, South American, Caribbean; African, Mixed ethnicities 
 
 

3.2.2. Whole-Genome Sequencing 

The following section details the sequencing and variant-calling processes used in the 

Victor Chang Cardiac Research Institute WGS CHD cohort family-based variant 

analysis. The DNA sequencing and variant calling were done in five batches. The same 

methods and platforms were used for each batch to ensure consistency and reduce 

the possibility of technical and batch-effect errors. 

 Sample DNA sequencing platform 

Genomic DNA was extracted from whole-blood samples of the CHD cohort at the Kids 

Heart Research DNA Bank, Sydney, using QIAamp DNA Blood Midi Kits (Qiagen) and 

DNA Isolation Kits for Mammalian Blood (Roche Diagnostic). DNA sample libraries 

were prepared using the Illumina TruSeq Nano DNA HT Library Prep Kit and were 

genome-sequenced (Illumina HiSeq X Ten, 150 base paired-end reads) at 

Genome.One, Garvan Institute of Medical Research, Sydney, Australia [72].  

 Variant-calling pipeline 

The genomic data were aligned with the Genome Reference Consortium Human 

Reference 38 (GRCh38) assembly without alternate contigs, using the Burrows-

Wheeler Aligner (BWA) [48,93]. This created whole-genome binary alignment map 

(BAM) files. Duplicate reads were marked using the MarkDuplicates function in Picard 

Tools [49].   
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Platypus 

To call variants from the BAM files, the variant-caller software Platypus (version 0.8.1) 

was used. The Platypus variant caller uses an algorithm combining a haplotype-based, 

multi-sample variant caller with local sequence assembly in a Bayesian statistical 

framework. It can process and generate variant calls from raw aligned reads without 

preprocessing and works faster than other tools, such as the Genome Analysis Toolkit 

(GATK) and SAMtools [50]. 

 

Platypus first generates a set of candidate variants (Figure 3-3a) by combining 

mapped read alignments as reported in the Concise Idiosyncratic Gapped Alignment 

Report (CIGAR) string. It reads sequences from all input sample BAMs with local 

reference-free sequence assembly for a region no larger than the read length. The 

candidate variants are then represented as an exhaustive list of possible haplotypes 

based on the number of candidates for n variants. This results in 2n haplotypes, with a 

default maximum of 256, based on the most promising ones indicated by an 

approximate likelihood computation [50]. 

 

Haplotype likelihoods were then calculated based on their frequencies by aligning an 

individual sample’s reads to a haplotype sequence with an underlying hidden Markov 

model (Figure 3-3b). Using the haplotype likelihoods, an estimate of each haplotype 

frequency was made using an expectation-maximisation algorithm under a diploid 

genotype model.   

 

The estimated haplotype frequencies were used as priors for calling haplotypes in an 

individual sample (Figure 3-3c). Individual variants were identified from the haplotype 

and variant-specific genotypes calls were made. Filtering of bad reads, mapping 

quality, strand and allele bias, and the quality over depth of supporting reads were 

performed to remove low-quality calls before final variant calls were generated. 

 

For the WGS CHD cohort, variant calling was applied at the family level, resulting in 97 

family VCFs for analysis. 
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Figure 3-3: Platypus integrated calling algorithm. 
Mapped and sorted BAM files are used as input. Merging, sample demultiplexing and 
read deduplication are all performed by Platypus. The resulting variant calls require 
no post-processing, except for Bayesian filtering for de novo mutations. a) Candidate 
variants are obtained from read alignments, local assembly, and external sources (not 
shown), and candidate haplotypes are formed. b) The support of each read for any 
candidate haplotype is computed by alignment, and population haplotype 
frequencies are fitted to a diploid segregation model. c) Variants are called by first 
calling haplotypes, followed by marginalization over secondary variation. Filtering at 
the variant and sample levels results in a final call set (figure from Rimmer et al., 
2014). 
 
 

Quality control checks 

Following variant calling, a series of quality control checks were applied to the 

resultant VCF files to ensure the data were fit for use in the family variant analysis 

step.  

 

Sample relatedness was checked using the KING software package to ensure 

expected relatedness within family samples, or non-relatedness for supposedly 

unrelated samples in the same processing batch [94]. The result can identify possible 

errors in DNA samples used for sequencing when expected family samples are 

reported as ‘not related’ or unrelated samples are reported as ‘related’.  

 

 

Using the software tool PLINK, various metrics within the VCF files were checked [95]: 
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• Total number of variants in a sample 

• Number of PASS variants in a sample 

• Frequency of missing genotypes in a sample 

• Number of missing genotypes in a sample 

• Average read coverage in the sample 

• Transition/transversion ratio in a sample 

 

These parameters, used by themselves or in comparison with those of other samples, 

can identify problem samples in which the DNA may be of low quality or degraded 

and, therefore, unsuitable for family analysis.  

 

PLINK was also used to verify the gender of samples as another quality-control step to 

check for mistakes in sample sequencing, such as sample mislabelling, incorrect 

samples being supplied to the sequencing lab, or poor sequencing quality. 

 

All samples used in this family-based analysis passed these quality-control checks. 

 Variant annotation 

Using ANNOVAR software, the native family VCF files were annotated with various 

data, such as variant type, which gene the variant was located in, population 

frequency, and predicted pathogenicity [53].  

 

ANNOVAR’s annotation process compares variant details against those in the 

annotation database and looks for matches in details such as the chromosomal 

position (chromosome and starting nucleotide position) and the reference and 

alternative nucleotide values. The annotation works best with single-allelic variants, 

thus, ANNOVAR recommends that VCF files should first be decomposed to split any 

multi-allelic variants [53]. In VT software, the functions, “decompose”, 

“decompose_blocksub” and “normalize” were used for this purpose in the family-

level VCFs [96].  
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For each annotation database, ANNOVAR creates a temporary file containing 

matched variant details. After all annotation databases have been utilised, ANNOVAR 

takes all the temporary files and creates a final annotated VCF file. The annotation 

details are placed in the INFO section of the VCF variant line. 

 

The family-level VCFs were annotated using a set of variant information databases 

(Table 3-2). These databases provide useful information about each variant, which 

helps in the identification of disease-causing variants during the prioritisation and 

variant analysis steps. 

 

Table 3-2: ANNOVAR annotation databases used for family-based variant analysis 
Database [reference] Usage 
refGene [97] Gene reference 
ExAC [98] Population frequency 
1000g (2015aug) [92] Population frequency 
SIFT [99] Pathogenicity predictor 
Polyphen2 HDIV [100] Pathogenicity predictor 
Polyphen2 HVAR [100] Pathogenicity predictor 
LRT [83] Pathogenicity predictor 
MutationTaster [101] Pathogenicity predictor 
MutationAssessor [101] Pathogenicity predictor 
CADD [102] Pathogenicity predictor 
FATHMM [89] Pathogenicity predictor 
MetaSVM [86] Pathogenicity predictor 
MetaLR [86] Pathogenicity predictor 
GERP++ [85] Pathogenicity predictor 
phyloP20way_mammalian [103] Pathogenicity predictor 
SiPhy_29way [104] Pathogenicity predictor 
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 Variant prioritisation 

The family-level VCF files were then prioritised using the VPOT software (Chapter 2), 

which scores each variant based on a set of pathogenicity prediction criteria and 

variant types (Table 3-3) [105]. Three runs of VPOT were performed on each family 

VCF to create three prioritisation output files based on minor allele frequencies 

(MAFs) of ≤ 0.1% and ≤ 1%, and an all-variant output with no MAF filtering. The three 

MAF-filtered outputs were created to allow progressive variant investigation, where 

novel (MAF = 0) and ultra-rare variants (≤ 0.1% MAF) are initially analysed and if a 

disease-causing variant is not found then less rare variants (≤ 1% MAF) are analysed. 

If no disease-causing variant is found within all rare variants, a complete analysis of all 

variants in the sample is performed. This multi-step screening approach allows a 

faster analysis of the sequencing datasets, since in most cases we expect novel or 

ultra-rare variants to be the cause of disease. 

 

VPOT allows for various categories to be defined to allow fine-tuning of prioritisation. 

Categories correspond to the input available in the INFO field of the VCF. For this CHD 

cohort, scoring thresholds for categories used by VPOT in the prioritisation PPF file 

were obtained from the pathogenicity predictor documentation or literature 

[86,102]. Thresholds for numeric pathogenicity predictors, such as CADD, were 

determined based on the literature as well as by correlating scores with predictors 

such as PolyPhen2, which have categories of indicators such as “probably damaging”, 

“possibly damaging”, “disease-causing” and “disease-causing automatic”. 

 

VPOT was used to merge all the individual family prioritisation VPOL outputs to create 

a complete WGS CHD cohort VPOL output file. The all-samples cohort output file 

allows investigators to see if a variant exists in multiple samples across the cohort. A 

complete WGS CHD cohort VPOL was created for each of the three MAF filtering 

values (≤ 0.1%, ≤ 1%, 100%). Family-based variant analysis was carried out for each of 

these VPOL files, starting with the MAF ≤ 0.1% VPOL file, which contains novel and 

ultra-rare variants. As CHD is a rare disease, it is more likely to be caused by novel or 

ultra-rare variants.  
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Table 3-3: VPOT variant prioritisation parameter file used for the family-based variant analysis 
PF Population_filter MAF Value                     
PF ExAC ALL 0.001 LE          
PF 1000g (2015aug)  0.001 LE          

PD Predictors Type PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD FATHMM_pred A T 0 D 2 NA 1         
PD LRT_pred A N 0 U 1 D 2 NA 1     
PD MetaSVM_pred A T 0 D 2 NA 1         
PD MetaLR_pred A T 0 D 2 NA 1         
PD MutationAssessor_pred A N 0 L 0 M 1 H 2 NA 1 
PD MutationTaster_pred A N 0 L 0 A 2 D 2     
PD Polyphen2_HDIV_pred A B 0 P 2 D 4 NA 1     
PD Polyphen2_HVAR_pred A B 0 P 2 D 4 NA 1     
PD SIFT_pred A T 0 D 2 NA 1         
PD CADD_phred N -998 1 10 0 15 2 20 4     
PD GERP++_RS N -998 1 4 0 6 1 6 2     
PD phyloP20way_mammalian N -998 1 0.9 0 1 1 1 2     
PD SiPhy_29way_logOdds N -998 1 12 0 16 1 16 2     
VT Variant annotation Exception variant types Value                   
VT VARIANT TYPE Exonic stopgain_ 100                   
VT VARIANT TYPE Exonic stoploss_ 40                   
VT VARIANT TYPE Exonic synonymous SNV -28                   
VT VARIANT TYPE Splicing 60                   
VT VARIANT TYPE Exonic frameshift insertion 75                   
VT VARIANT TYPE Exonic frameshift deletion 75                   



  

91 
 

GN Gene Symbol                       
GN Gene refGene                       

Note:  This example VPOT parameter file was used for the selection of variants with a MAF of ≤ 0.1%. For the family analyses, three VPOT parameter files 
were generated, having MAFs of ≤ 0.1% (novel/ultra-rare variants), ≤ 1% (rare variants) and 100% (all variants), respectively. The other VPOT criteria 
defined in the VPOT parameter file and used in all three analyses are as follows. FATHMM/SIFT/MetaSVM and MetaLR fields: T – tolerated; D – deleterious; 
LRT fields – N – neutral; U – unknown; D – deleterious; MutationAssessor fields – N – neutral; L - low; M - medium; H – high (deleterious); MutationTaster 
fields – N – polymorphism automatic (harmless); L – polymorphism (probably harmless); A – disease-causing automatic; D – disease-causing; Polyphen2 
HDIV and HVAR fields – B - benign; P – possibly damaging; D - damaging; CADD > 15, GREP++RS > 6, PhyloP >  0.9 and SiPhy > 12 are each defined as 
‘deleterious’ based on both the literature as well as correlations of prediction scores to predictors like PolyPhen2, Mutation Assessor and Mutation Taster, 
which have categories of deleterious indicators, such as “probably damaging”, “possibly damaging”, “disease-causing” and “disease-causing automatic” 
[86].  Predictor values that did not exist were denoted as NA and a priority score of 1 was given. This was to ensure that variants which might not yet be 
able to be predicted were highlighted, as a non-prediction is not the same as a benign or non-damaging prediction. LE  - less than equal. 
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Variant filtering by CHD genes 

 

The three MAF filtered WGS CHD cohort VPOL output files were filtered against 

known CHD genes to create a subset of high-confidence-gene variants. These known 

CHD genes were taken from the Victor Chang Cardiac Research Institute’s CHDgene 

website (http://chdgene.victorchang.edu.au/) [11] (Figure 3-4).  

 

The CHDgene website provides access to an online database created at the Victor 

Chang Cardiac Research Institute by various personnel, including myself. The primary 

purpose of this database is to provide CHD researchers with a central repository of 

high-confidence CHD genes. These high-confidence CHD genes are manually curated 

and have repeatedly been shown to cause CHD in humans when mutated. The 

database contains details such as CHD classifications and inheritance models that are 

associated with the genes. It also provides information on possible animal models, 

Clinvar variants and supporting literature for each gene (Figure 3-5). 

 

Other gene lists have been created in previous CHD studies, such as the ones 

published by Homsy [106], Zaidi [107] and Watkins [108]. However, not all the genes 

in those lists have been repeatedly shown to cause CHD in humans when mutated. 

The closest comparable CHD gene list is the PanelApp list for Congenital Heart Defect, 

from the Gene Curation Coalition, https://panelapp.agha.umccr.org/panels/76/ , 

which contains genes associated with syndromic and non-syndromic CHD [109]. The 

PanelApp list is also manually curated, with requirements for supporting evidence of 

gene-disease relationship. There is an overlap of 108 genes between the two lists, 

with 81.85% of genes in the CHDgene list and 86.4% PanelApp-CHD gene list (Table 

3-4). The high concordance between the two lists provides good support of the high 

confidence of the Victor Chang Cardiac Research Institute’s CHDgene list. 

 

Table 3-4 : Gene comparison between CHDgene and PanelApp-CHD gene list 
 CHDgene PanelApp- CHD 
total genes 132 125 
unique genes 24 17 

http://chdgene.victorchang.edu.au/
https://panelapp.agha.umccr.org/panels/76/
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At the time of writing, there were 132 genes in the CHDgene database, but at the 

time of analysis only 101 genes were listed (Table 3-5).  
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Figure 3-4: CHDgene website  
The CHDgene website is an online database created by CHD researchers at the Victor 
Chang Cardiac Research Institute (http://chdgene.victorchang.edu.au/) [11]. It 
contains a manually-curated list of high-confidence CHD genes. These genes have 
repeatedly been shown to cause CHD in humans. 
 

http://chdgene.victorchang.edu.au/
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Figure 3-5: CHDgene website: Gene-level page 
A gene-level page of the CHDgene website, which contains details on the selected 
gene (in this case, BRAF) and its links with CHD.  
 
 
 



  

96 
 

 
 
 
 
 
Table 3-5: CHD genes used for gene screening 

CHD Genes (101) 

ACTC1, ACVR1, ACVR2B, ADAMTS10, ANKRD11, ARID1A, ARID1B, BCOR, BMPR2, BRAF, 
CDK13, CFC1, CHD4, CHD7, CITED2, CREBBP, CRELD1, DOCK6, EFTUD2, EHMT1, ELN, 
EVC, EVC2, FBN1, FLNA, FOXC1, FOXC2, FOXH1, GATA4, GATA5, GATA6, GDF1, GJA1, 
GPC3, HAND1, HAND2, HRAS, INVS, JAG1, KANSL1, KAT6A, KAT6B, KDM6A, KMT2A, 
KMT2D, KRAS, MAP2K1, MAP2K2, MED13L, MESP1, MYBPC3, MYH11, MYH6, MYH7, 
NF1, NIPBL, NKX2-5, NKX2-6, NODAL, NOTCH1, NOTCH2, NPHP3, NPHP4, NR2F2, 
NRAS, NSD1, PITX2, PRDM6, PRKD1, PTPN11, RAB23, RAD21, RAF1, RIT1, SALL1, 
SALL4, SF3B4, SHOC2, SMAD3, SMAD4, SMAD6, SMARCA4, SMARCB1, SMARCE1, 
SMC1A, SMC3, SON, SOS1, STRA6, TAB2, TBX1, TBX20, TBX5, TFAP2B, TGFBR1, 
TGFBR2, TLL1, UBR1, ZEB2, ZFPM2, ZIC3 

Note: This is a subset of the 132 CHD genes currently listed at 
http://chdgene.victorchang.edu.au/ At the time of the family-based variants analysis, only 
101 genes were listed.  
 
  

http://chdgene.victorchang.edu.au/
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3.2.3. Variant verification 

 Variant visualisation 

Manual visualisation of variants is part of the variant evaluation process, as it shows 

the genomic and sequencing read quality context. To visualise variants within family 

samples, a graphical software tool called VarSifter was used, which allows VCF files to 

be loaded and interrogated [110]. This tool was used to confirm candidate variants 

within family VCFs (Figure 3-6). 

 

 
 
Figure 3-6: Varsifter visualisation tool 
Varsifter graphical visualisation of a variant from a family VCF containing three 
samples. The main panel contains the variant details from the CHROM, POS and INFO 
fields of the VCF. The lower panel contains the sample details, like identification 
number, genotype and coverage depth. 
 

 In-silico verification of variants 

Variants must be verified to see whether they are true positives before they can be 

considered as possible candidates for further investigation. The most accurate way 

would be to Sanger-sequence each variant to confirm the existence of the alternate 

allele. However, this is not practical due to the large number of variants.  
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As a substitute to Sanger-sequencing, the manual review of the sequencing reads 

data of variants via in-silico visualisation tools is an important step and accepted 

standard practice used in many genomic studies [111-113]. The visual verification 

step helps to determine if a variant is true or false and increases the confidence in 

variants called. In my studies I have used the in-silico visualisation tool called 

Integrative Genomics Viewer (IGV) to inspect each variant in the sequencing reads of 

all the family samples [114]. The IGV visual output allowed me to determine whether 

the called variant could be real or a genotype-calling/sequencing error (Figure 3-7). 

To determine whether a read alignment for a variant is good (a true variant), or bad 

(a false variant) requires the user to have some level of expertise acquired from 

experience. This includes visual checks such as investigating nearby nucleotides to see 

if they contain variations on the same sequencing reads, which could represent 

technical sequencing errors, or whether reads have been highlighted for possible 

mapping to other chromosomal locations. 

 

It has been noted that this visual inspection of the sequencing alignments using IGV 

should be approached with caution, as it requires extensive training and incorporates 

subjective judgement by an individual [115]. To overcome this there has been a 

movement to utilise machine learning and neural networks to create automated 

screening of variants or even call variants from visual images of the sequencing reads 

[116,117]. However, these methods have not yet been fully benchmarked, thus 

manual review is still an important part of the variant analysis pipeline. 
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Figure 3-7: In-silico visualisation using Integrative Genomics Viewer (IGV) 
For verification of variants in gene/pathway sets. A) A “good” IGV verification image 
that could be used to accept a variant as real should have read numbers > 8, with no 
possible misaligned reads (reads of different colours), and a good number of 
alternate allele reads. B) A “bad” IGV verification image that could be used to reject a 
variant as a genotype-calling or sequencing error could have misaligned reads, or not 
enough alternate allele reads, or may have alternate alleles in positions near the 
variant position that are repeated in other reads. 
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3.3. Results 

My analysis was part of a larger WGS CHD study done at the Victor Chang Cardiac 

Research Institute, which resulted in the paper Identification of Clinically Actionable 

Variants from Genome Sequencing of Families with Congenital Heart Disease by 

Alankarage et al. (2019) [72].  

 

The CHD embryology researchers utilised a two-tiered method to look for candidate 

variants, which involved [72]: 

 

1. A high-confidence gene screen with known CHD genes that screened exonic 

regions for rare and predicted-to-be-damaging variants within those high-

confidence genes; and 

2. A comprehensive analysis that avoids bias by considering all inheritance 

models and genes, and is performed on a per-family basis. 

 

Variants were identified using this two-tiered method and classified under the 

American College of Medical Genetics and Genomics–Association for Molecular 

Pathology (ACMG-AMP) guidelines, which recommends five variant classification 

categories (“pathogenic,” “likely pathogenic,” “uncertain significance,” “likely 

benign,” and “benign”) based on variant evidence, such as population data, 

computational data, functional data, segregation data [118]. Variants in 31% of the 

cohort (30 of 97 families) were identified and classified as pathogenic and clinically 

actionable under the ACMG-AMP guideline (Figure 3-8)[72]. This meant that the 

variants could be reported to families to facilitate family counselling and further 

clinical investigation.  
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Figure 3-8 : Family-based variant analysis of the WGS CHD cohort 
Analysis of genome sequencing data from 97 families with congenital heart disease 
(CHD) by a two-tiered method, which identified clinically-actionable variants in 30/97 
families (31%), thereby facilitating family counselling and further clinical 
investigation. hcCHD = high-confidence CHD (figure from Alankarage et al., 2019). 
 
 

For the WGS CHD study, I produced six prioritised VPOL output files: three MAF 

filtered (≤ 0.1%, ≤ 1% and no MAF filtering) full-variant files and three MAF filtered 

high-confidence CHD gene-filtered variant files (Table 3-6). These files provided a 

starting point for the analysis of the variants in the 97 families. 

 

Table 3-6: Number of variants found in the WGS CHD Cohort 
Variant Type All variants High-confidence CHD gene variants 
Genomic 32,882,377 263,705 
Exonic region 1,016,515 4997 
Filtered variants (no MAF) 111,352 544 
Filtered variants (≤ 1% MAF) 70,346 397 
Rare filtered variants  
(≤ 0.1 % MAF) 48,538 277 

Note: ‘Filtered variants’ refers to the variant types specified in the ‘Variant type’ field in Table 
3-3, with the exception that exonic nonsynonymous SNVs replace exonic synonymous SNVs. 
MAFs were taken from ExAC and the 1000 Genomes population databases. The shaded cells 
represent the six prioritised VPOL output files. 
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With my analysis, I applied VPOT as a focus prioritisation tool. I utilised the most 

stringent file, ≤ 0.1% MAF, combined with high-confidence CHD-gene filtering, which 

produced a prioritised variant output containing 277 variants (Table 3-6). It is many 

orders of magnitude smaller than the 32 million found in the genomes of the cohort 

or the 48,538 variants found for rare filtered variants alone (≤ 0.1% MAF). This 

provided me with a list of candidate variants that were most likely to be disease-

causing. 

 

This method is very similar to the first-tier approach used by CHD embryology 

researchers with no other analysis input. Using this variant-centric approach allows 

me to demonstrate the advantages that variant prioritisation has when investigating 

many samples. Variants from this list were evaluated in order of highest to lowest 

priority. This approach allows me to identify affected samples/families that have the 

most-probable disease-associated variants first. 

 

This results section focuses on six families that I identified using my experimental 

variant-centric approach with the rare CHD gene-filtered VPOT prioritised output. 

These six promising candidate variants were reported to CHD embryology researchers 

for confirmation and additional investigation.  
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3.3.1. Families 195 and 835 

Family 195 consisted of an unaffected father (sample 621), unaffected mother (622), 

affected female proband (195), affected male sibling (620) and an unaffected male 

sibling (619; Figure 3-9). The proband suffered a variety of CHD phenotypes: atrial 

septal defect (ASD), double outlet right ventricle (DORV), persistent ductus arteriosus 

(PDA), pulmonary stenosis (PS), and ventricular septal defect (VSD). The affected male 

sibling had a VSD. 

 

Family 835 consisted of an affected father (842), unaffected mother (841) and 

affected female proband (835; Figure 3-9). The proband suffered a variety of CHD 

phenotypes: dextrocardia, atrioventricular septal defect (AVSD), DORV, PDA, PS, right 

aortic arch (RAA) and left superior vena cava (SVC). The affected father had a septal 

defect which was clinically noted as a ‘hole’ in the heart. 

 

A NODAL variant was identified from the prioritisation output, which appeared in five 

samples in these two families (Table 3-7,Table 3-8). The pedigree for family 835 

indicated that the two affected samples carried the candidate variant. In family 195, 

which had the other three samples, the variant unfortunately did not segregate with 

disease, as the unaffected father (sample 621) carried the variant but did not have 

CHD.   

 

The family 195’s pedigree showed an uncle with CHD. As the variant was found in 

multiple families, the question was asked whether the families could be related. A 

kinship check was done between the two families and it was found that the fathers, 

samples 621 and 842, were half-brothers (Figure 3-9). This was confirmed by the 

clinical geneticist in charge of the families. The relatedness of the half-brothers could 

make a case for the unaffected variant bearing father (sample 621) being a carrier.  

 

The variant is a heterozygous loss-of-function (LOF) variant in NODAL and is not 

present in the ExAC and 1000 Genomes population databases [92,98]. Thus, the 
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frequency in the general population is zero. The variant was verified against all the 

samples in both families using Varsifter and IGV (Figure 3-10). The variant was 

predicted to be severely damaging, with the translated protein product likely to 

undergo nonsense-mediated decay (NMD) due to its truncated form (Figure 3-11). 

Other heterozygous LOF variants in NODAL have been reported as contributing to the 

development of CHD, and the cardiac phenotypes in families 195 and 835 are 

consistent with those previously reported for NODAL mutations [72].  

 

 

Table 3-7 : Candidate variants in families 195 and 835 
Variant details Details 
Priority score (VPOT) 112 
CHROM chr10 
POS 70441525 
REF T 
ALT TAGAGGCTCAGCATGTACGCC 
AA Change NODAL : NM_018055.4:c.123_124dup  p.Tyr48Trpfs*5 
ExAC_ALL Not Applicable 
1000g2015aug_all Not Applicable 
SIFT_pred Not Applicable 
Polyphen2_HDIV_pred Not Applicable 
Polyphen2_HVAR_pred Not Applicable 
LRT_pred Not Applicable 
MutationTaster_pred Not Applicable 
MutationAssessor_pred Not Applicable 
FATHMM_pred Not Applicable 
CADD_phred Not Applicable 
MetaSVM_pred Not Applicable 
MetaLR_pred Not Applicable 
GERP++_RS Not Applicable 
phyloP20way_mammalian Not Applicable 
SiPhy_29way_logOdds Not Applicable 
VARIANT_TYPE exonic_stopgain_ 

Note: For details of the prediction values, see the note for Table 3-3. 
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Table 3-8 : Sample genotypes for candidate variants in families 195 and 835 
Sample Genotype CHD status 

835 Heterozygous Affected 
841 Homozygous reference Unaffected 
842 Heterozygous Affected 
195 Heterozygous Affected 
619 Homozygous reference Unaffected 
620 Heterozygous Affected 
621 Heterozygous Unaffected 
622 Homozygous reference Unaffected 

 

 

 
 
Figure 3-9 : Pedigrees of families 195 and 835  
Families 195 and 835 are related via the fathers, as samples 621 (father of 195) and 
842 (father of 835) are paternal half-brothers. Samples with disease variant (NODAL - 
NM_018055.4:c.123_124dup  p.Tyr48Trpfs*5) are denoted with the + symbol. ASD: 
atrial septal defect; AVSD: atrioventricular septal defect; DORV: double outlet right 
ventricle; MVS: mitral valve stenosis; PDA: persistent ductus arteriosus; PS: 
pulmonary stenosis; RAA: right aortic arch; SVC: superior vena cava; VSD: ventricular 
septal defect. Shading represents the family members that are in the WGS CHD 
cohort (adapted from Alankarage et al., 2019 [72]). 
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Figure 3-10: In-silico verification of variants in families 195 and 835  
Variant in-silico verification using IGV for confirmation by the WGS reads of samples. 
A) Family 195 and B) Family 835. The purple dashes represent inserts in the variant. 
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Figure 3-11 : Mutation Taster prediction of NODAL variants in families 195 and 835  
Disease-causing prediction and NMD for the protein product of the variant. 
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3.3.2. Family 3933 

The sequenced members of family 3933 consisted of an unaffected father (sample 

3991), affected mother (3990) and an affected female proband (3933; Figure 3-12). 

The proband suffered ASD along with other extracardiac anomalies. The affected 

mother had a septal defect which was clinically noted as a ‘hole’ in the heart. 

  

A BCOR variant was identified from the prioritisation output in family 3933 (Table 

3-9,Table 3-10). The affected proband (3933) and affected mother (3990) both carried 

the candidate variant, but the unaffected father (3991) did not, so the variant was 

segregated with disease within the family (Figure 3-12).  

 

The variant is a heterozygous LOF variant in BCOR and is not present in the ExAC and 

1000 Genomes population databases [92,98]. The variant was verified against all 

samples in family 3933 using Varsifter and IGV (Figure 3-13). The variant was 

predicted to be severely damaging, with the protein product likely to undergo NMD 

due to having a truncated form caused by the variant (Figure 3-14).  

 

BCOR has been associated with Microphthalmia syndromic 2, also known as 

Oculofaciocardiodental syndrome (OMIM: 300166), a genetic syndrome that affects 

the eyes, heart, face and teeth. The proband and mother both had cardiac anomalies 

as well as eye anomalies (Figure 3-12). X-linked dominant LOF variants in BCOR have 

been reported to contribute to the development of syndromic CHD [72].  
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Table 3-9 : Candidate variant for family 3933 
Variant details Values 
Priority score 87 
CHROM chrX 
POS 40072856 
REF ACT 
ALT A 

AA Change BCOR: NM_001123383.1: c. 2488_2489del 
p.Ser830Cysfs*6 

ExAC_ALL Not Applicable 
1000g2015aug_all Not Applicable 
SIFT_pred Not Applicable 
Polyphen2_HDIV_pred Not Applicable 
Polyphen2_HVAR_pred Not Applicable 
LRT_pred Not Applicable 
MutationTaster_pred Not Applicable 
MutationAssessor_pred Not Applicable 
FATHMM_pred Not Applicable 
CADD_phred Not Applicable 
MetaSVM_pred Not Applicable 
MetaLR_pred Not Applicable 
GERP++_RS Not Applicable 
phyloP20way_mammalian Not Applicable 
SiPhy_29way_logOdds Not Applicable 
VARIANT_TYPE exonic_frameshift_deletion_ 

Note: For detail of the prediction values, see the note for Table 3-3. 
 
 
Table 3-10 : Sample genotypes for candidate variant in family 3933 

Sample Genotype CHD status 
3933 Heterozygous Affected 
3990 Heterozygous Affected 
3991 Homozygous reference Unaffected 
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Figure 3-12 : Family 3933 pedigree 
Members with the disease variant (BCOR - NM_001123383.1: c. 
2488_2489del p.Ser830Cysfs*6) are denoted with + symbols. Shading 
represents family members in the WGS CHD cohort. a – gestational 
diabetes, ASD – atrial septal defect (adapted from Alankarage et al., 
2019 [72]). 
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Figure 3-13: In-silico verification of family 3933 variants  
Variant in-silico verification using IGV for confirmation by the WGS reads of samples 
from family 3933. 
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Figure 3-14 : Mutation Taster prediction of family 3933’s BCOR variant 
This indicates a disease-causing prediction and NMD for the protein product of the 
variant. 
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3.3.3. Family 169036865 

Family 169036865 consisted of an affected father (181678890), unaffected mother 

(181678876), affected female proband (169036865), two affected female siblings 

(181678906 and 181678920), affected male sibling (181678913) and an unaffected 

female sibling (181678920; Figure 3-15). The proband suffered DORV, PS, pulmonary 

artery hypoplasia (PAH) and aortic incompetence (AI). The affected father suffered 

from VSD and other extracardiac anomalies. The affected female sibling 181678906 

had AI/aortic regurgitation and PAH. The other affected female sibling (181678920) 

had left PAH. The affected male sibling had a variety of CHD phenotypes: VSD, ASD, 

PAH, PS and other extracardiac anomalies. 

 

A JAG1 variant was identified from the prioritisation output in family 169036865 

(Table 3-11, Table 3-12). All five affected samples in the family—proband 169036865, 

siblings 181678906, 181678913, 181678920 and father 181678890—carried the 

candidate variant (Figure 3-15). The unaffected mother (181678876) and sibling 

(181678937) did not have the candidate variant. Thus, the variant segregated with 

disease within the family.  

 

The variant is an exonic nonsynonymous SNV in JAG1, and is not present in the ExAC 

and 1000 Genomes population databases [92,98]. The variant was verified against all 

the samples in family 169036865 using Varsifter and IGV (Figure 3-16). The variant 

was predicted to be highly damaging by multiple pathogenicity predictors (Table 3-11, 

Figure 3-17). While the majority of pathogenic variants in JAG1 are truncating variants 

and this candidate JAG1 variant is not, the variant is still worthy of further 

investigation [72].  
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Table 3-11 : Candidate variant for family 169036865 
Variant Details Values 
Priority Score 32 
CHROM chr20 
POS 10658540 
REF C 
ALT G 
AA Change JAG1: NM_000214.2: c.622G>C p.Gly208Arg 
ExAC_ALL Not Applicable 
1000g2015aug_all Not Applicable 
SIFT_pred D 
Polyphen2_HDIV_pred D 
Polyphen2_HVAR_pred D 
LRT_pred D 
MutationTaster_pred D 
MutationAssessor_pred M 
FATHMM_pred D 
CADD_phred 32 
MetaSVM_pred D 
MetaLR_pred D 
GERP++_RS 5.58 
phyloP20way_mammalian 0.932 
SiPhy_29way_logOdds 13.287 
VARIANT_TYPE Exonic nonsynonymous SNV 

Note: For detail on the prediction values, see the note for Table 3-3. 
 
 
 
Table 3-12 : Family 169036865 genotypes for candidate variant 

Sample Genotype CHD status 
169036865 Heterozygous Affected 
181678876 Homozygous reference Unaffected 
181678890 Heterozygous Affected 
181678906 Heterozygous Affected 
181678913 Heterozygous Affected 
181678920 Heterozygous Affected 
181678937 Homozygous reference Unaffected 
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Figure 3-15 : Family 169036865 pedigree 
Members with disease variant (JAG1 - NM_000214.2: c.622G>C p.Gly208Arg) are 
denoted with + symbols. AI – aortic incompetence; AR – aortic regurgitation; ASD – 
atrial septal defect; DORV – double outlet right ventricle; PAH – pulmonary artery 
hypoplasia; PS – pulmonary stenosis; VSD – ventricular septal defect. Shading 
represents family members in the WGS CHD cohort (adapted from Alankarage et al., 
2019 [72]). 
 
 

 
 
Figure 3-16 : In-silico verification of variants in family 169036865  
Variant in-silico verification using IGV for confirmation by the WGS reads of samples 
from family 169036865. 
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Figure 3-17 : Mutation Taster prediction of Family 169036865 JAG1 variant 
Disease-causing prediction of the variant.  
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3.3.4. Family 1449 

Family 1449 consisted of an unaffected father (1451), affected mother (1450) and 

affected male proband (1449; Figure 3-18). The proband suffered from ASD 

(secundum) with a cleft palate. The affected mother also had ASD (secundum) with a 

cleft palate and cardiomyopathy. 

 

An ACTC1 variant was identified from the prioritisation output for family 1449 (Table 

3-13,Table 3-14). The affected proband (1499) and affected mother (1450) both 

carried the candidate variant, while the unaffected father (1451) did not and, thus, 

the variant segregated with disease within the family (Figure 3-18).  

 

The variant is an exonic nonsynonymous SNV in ACTC1, and is not present in the ExAC 

and 1000 Genomes population databases [92,98]. The variant was verified against all 

the samples in family 1449 using Varsifter and IGV (Figure 3-19). The variant was 

predicted to be highly damaging by multiple pathogenicity predictors (Table 3-13, 

Figure 3-20). ACTC1 has been associated with atrial septal defect (ASD) and 

cardiomyopathy, with development of cleft lips also noted in some cases [119]. These 

matches the phenotypes found in the affected samples of family 1449.  
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Table 3-13 : Candidate variant for family 1449 
Variant details Values 
Priority_Score 28 
CHROM chr15 
POS 34793496 
REF G 
ALT A 
AA Change ACTC1: NM_005159.4: c.203C>T p.Thr68Ile 
ExAC_ALL Not Applicable 
1000g2015aug_all Not Applicable 
SIFT_pred Not Applicable 
Polyphen2_HDIV_pred P 
Polyphen2_HVAR_pred D 
LRT_pred U 
MutationTaster_pred D 
MutationAssessor_pred L 
FATHMM_pred D 
CADD_phred 25.5 
MetaSVM_pred D 
MetaLR_pred D 
GERP++_RS 5.49 
phyloP20way_mammalian 1.048 
SiPhy_29way_logOdds 19.744 
VARIANT_TYPE Exonic nonsynonymous SNV 

Note: For detail of the prediction values, see the note for Table 3-3. 
 
 
 
 
Table 3-14 : Family 1449 sample genotypes for candidate variant 

Sample Genotype CHD status 
1449 Heterozygous Affected 
1450 Heterozygous Affected 
1451 Homozygous reference Unaffected 
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Figure 3-18 : Family 1449 pedigree 
Members with disease variant (ACTC1 - NM_005159.4: c.203C>T p.Thr68Ile) are 
denoted with + symbols. ASD – atrial septal defect. Shading represents family 
members in the WGS CHD cohort (adapted from Alankarage et al., 2019 [72]). 
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Figure 3-19 : In-silico verification of variant in Family 1449  
Variant in-silico verification using IGV for confirmation by the WGS reads of samples 
from family 1449. 
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Figure 3-20 : Mutation Taster prediction of family 1449 ACTC1 variant 
Mutation Taster prediction of the ACTC1 variant, indicating disease-causation. 
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3.3.5. Family 3695 

Sequenced members of family 3695 comprised an unaffected father (3740), affected 

mother (3739) and affected male proband (3695; Figure 3-21). The proband suffered 

from a bicuspid aortic valve (BAV), coarctation of the aorta (CoA), mitral valve 

regurgitation (MVR), mitral valve stenosis (MVS) and subaortic stenosis. The affected 

mother had a patent foramen ovale (PFO).  

 

A TLL1 variant was identified from the prioritisation output for family 3695 (Table 

3-15,Table 3-16). The affected proband (3695) and affected mother (3739) both 

carried the candidate variant but the unaffected father (3740) did not, so the variant 

segregated with disease within the family (Figure 3-21).  

 

The variant is an exonic nonsynonymous SNV in TLL1, and is not present in the ExAC 

and 1000 Genomes population databases [92,98]. The variant was verified against all 

samples in family 3695 using Varsifter and IGV (Figure 3-22). The variant was 

predicted to be highly damaging by multiple pathogenicity predictors (Table 3-15, 

Figure 3-23). Missense variants in TLL1 have been reported as contributing to the 

development of CHD [72].  
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Table 3-15 : Candidate variant for family 3695 
Variant details Values 
Priority Score 20 
CHROM chr4 
POS 166091263 
REF A 
ALT G 
AA Change TLL1: NM_012464.4: c.2578A>G p.Thr860Ala 
ExAC_ALL Not Applicable 
1000g2015aug_all Not Applicable 
SIFT_pred D 
Polyphen2_HDIV_pred D 
Polyphen2_HVAR_pred D 
LRT_pred U 
MutationTaster_pred D 
MutationAssessor_pred M 
FATHMM_pred T 
CADD_phred 23.1 
MetaSVM_pred T 
MetaLR_pred T 
GERP++_RS 4.2 
phyloP20way_mammalian 1.199 
SiPhy_29way_logOdds 9.883 
VARIANT_TYPE Exonic nonsynonymous SNV 

Note: For detail on the prediction values, see the note for Table 3-3. 
 
 
 
Table 3-16 : Genotype for candidate variants in family 3695 samples  

Sample Genotype CHD Status 
3695 Heterozygous Affected 
3739 Heterozygous Affected 
3740 Homozygous reference Unaffected 
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Figure 3-21 : Family 3695 pedigree 
Members with disease variant (TLL1 - NM_012464.4: c.2578A>G p.Thr860Ala) are 
denoted with + symbols. BAV – bicuspid aortic valve; CoA – coarctation of the aorta; 
MVR – mitral valve regurgitation; MVS – mitral valve stenosis; PFO – patent foramen 
ovale; VSD – ventricular septal defect. Shading represents family members in the 
WGS CHD cohort (adapted from Alankarage et al., 2019 [72]). 
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Figure 3-22 : In-silico verification variants in family 3695  
Variant in-silico verification using IGV for confirmation by the WGS reads of samples 
from family 3695. 
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Figure 3-23 : Mutation Taster prediction of the TLL1 Variant in family 3695  
Indication of disease-causation for the variant. 
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3.3.6. Other families 

The above results show that using the rare-CHD-gene-filtered VPOT-prioritised output 

from a variant-centric approach led to the identification of strong candidate variants 

in six families. However, with the remaining 91 families in the WGS CHD cohort, this 

approach was not able to find any clear candidates. Either no variants existed within 

the filtered file for the family, or a variant candidate was found but did not follow 

segregation with disease. It should be noted that family 195 and 835’s variants did 

not completely follow segregation with disease; however, the number of affected 

individuals with the variant strongly suggests that the variant is causal.  

 

For the remaining families, a more in-depth analysis was needed, such as by 

expanding the variant pool to include a higher MAF value (such as < 1%) and variants 

beyond the known CHD genes. Other considerations include investigation of possible 

incomplete penetrance with candidate variants when segregation of disease is not 

met. Another possibility is to include compound heterozygous variants in the same 

gene. Also, there may be polygenic causes—where the combined disruptions of more 

than one gene cause CHD in an affected sample. These additional avenues of 

investigation were followed up by the Victor Chang Cardiac Research Institute CHD 

embryology researchers. They utilised the VCF files and variant prioritisation output 

files generated as part of this thesis.   

3.4. Limitations 

My variant-centric approach is able to identify disease-causal variants when there is a 

single dominant causal variant in the family that segregates with disease; e.g., the 

variant is carried by all affected members and is not carried by all unaffected 

members. However, with the complex nature of CHD aetiology, such as polygenic or 

incomplete penetrance, many genetic causes of CHD are not straightforward. To best 

use this computational approach, clean sequencing data are needed, yet we know 

that there are many false-positive variants in any variant-calling process. Also, the 
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main goal of variant analysis is not only to identify variants in known genes but also to 

identify new genes that might cause CHD development. 

 

All these issues mean that reliance on this computational approach alone is not 

sufficient for solving all CHD cases. The limitation of this approach is that expert CHD 

knowledge is still required to interpret the prioritised variants to find clinically-

actionable variants in known genes or functionally-plausible variants in unknown 

ones. 

3.5. Conclusions 

The WGS CHD family study identified variants in 31% of the cohort (30 of 97 families) 

that were considered to be pathogenic and clinically-actionable under the American 

College of Medical Genetics and Genomics–Association for Molecular Pathology 

(ACMG-AMP) guidelines (Figure 3-8) [72,118]. This means that the variants could be 

reported to families and used to facilitate family counselling and further clinical 

investigation. 

 

Using my experimental variant-centric approach with the rare-CHD-gene-filtered 

VPOT-prioritised output, I identified strong candidate variants in six families. For 

these six families, the same variants were also reported by CHD researchers to be 

pathogenic and clinically-actionable according to the ACMG-AMP guidelines (Figure 

3-24).   

 

The variant-centric approach I used could be considered part of a first-tier high-

confidence gene screen within the two-tiered approach used in the WGS CHD family 

analysis. Both methods use the CHD-gene-filtered prioritised-variant output as a 

starting point. My approach allows variants from many samples to be compared and 

prioritised in relation to each other. It enables CHD researchers to evaluate variants 

across a whole cohort, instead of only within a single family, a benefit demonstrated 

by families 195 and 835, which were initially considered as two separate families. By 
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considering a whole cohort with prioritised variants, it is possible to identify disease-

causal variants more rapidly, especially within known CHD genes, than with a family-

by-family approach.  

 

 
 
Figure 3-24 : High-confidence gene screen variants from the WGS CHD cohort 
Details of the six high-confidence candidates reported in this chapter (shaded), as 
reported in the family-based variant analysis paper for the WGS CHD cohort 
(Alankarage et al., 2019 [72]). 
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Chapter 4.  
Association testing of 

variants in WGS CHD 

cohort  

In this chapter, I describe computational statistical strategies that form a hypothesis-

free genome-wide approach to identifying genes or pathways that might be 

associated with disease development. These approaches are used to investigate the 

cohort of CHD patients.  

 

A portion of the work in this chapter has been published as: 

Gavin Chapman, Julie L. M. Moreau, Eddie Ip, Justin O. Szot, Kavitha R. Iyer, Hongjun 
Shi, Michelle X. Yam, Victoria C. O’Reilly, Annabelle Enriquez, Joelene A. Greasby, 
Dimuthu Alankarage, Ella M. M. A. Martin, Bernadette C. Hanna, Matthew Edwards, 
Steven Monger, Gillian M. Blue, David Winlaw, Helen E. Ritchie, Stuart M. Grieve, 
Eleni Giannoulatou, Duncan B. Sparrow, and Sally L. Dunwoodie.  
Functional genomics and gene-environment interaction highlight the complexity of 
Congenital Heart Disease caused by Notch pathway variants.  
Human Molecular Genetics 2019 
 

Statement of Contribution 

I am the sole author of all the text, figures and tables in this section unless otherwise 

stated.  For the section based on the above paper, I provided bioinformatic support 

with regards to the WGS data, as well as the association test results for the paper. 

The laboratory work for the paper was done Dr Chapman and Dr Moreau.  
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4.1. Introduction 

The identification of a disease-causing mutation in a CHD patient’s genome usually 

requires some form of variant analysis. Family analysis (such as the method used in 

Chapter 3) is a common method which, in its simplest form, involves searching for 

variants that are shared by affected family members and absent in unaffected 

members. It requires the patient’s parents’ and other family members’ genomes to 

be sequenced. Another method is the candidate gene approach, where variant 

analysis focuses on looking for damaging mutations in known or candidate genes, 

such as the 132 genes listed in the Victor Chang Cardiac Research Institute’s CHDgene 

database (http://chdgene.victorchang.edu.au/)[11], or from literature such as Homsy 

(2015), Zaidi (2013) and Blue (2012) [12,106,107]. However, these approaches only 

solve about 30% of CHD cases, which leaves 70% of cases unsolved [72]. These 

unsolved cases mean that there are unknown genes that influence the development 

of CHD. In mice, the genes for which heart defects develop when the gene is knocked 

out number more than 500, and it is likely that a similar number of human CHD genes 

exist [69].  

 

For the 70% of unsolved cases, we must find approaches that can identify new genes 

for investigation. We could simply take the 500-plus genes identified in mice and 

extend them to their human equivalents. However, there is no scientific evidence 

that all those genes are human CHD disease genes. We could do in vitro studies on 

these genes to see whether protein functionality is impacted when the gene is 

mutated. However, there is no guarantee that this would have the same disruptive 

effect in vivo, as there are many built-in biological redundancies within the human 

body. Whatever the approach, there needs to be human case evidence to support a 

gene as being disease-causing before it can be accepted as such.  

 

Given that human case evidence is required, perhaps we can use the case samples’ 

variants to highlight which genes to investigate. An approach that follows this 

principal is genome-wide association study (GWAS), which compared the frequencies 

http://chdgene.victorchang.edu.au/
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of SNPs between patient cases and healthy controls to look for enrichment of an SNP 

in case samples in comparison to healthy control samples. GWAS studies usually deal 

with common variants and require large number of samples. However, for complex 

diseases such as CHD, novel or rare variants are more likely to be of interest, as these 

types of variants often have large effects [120]. Unfortunately, tests suitable for 

single common genetic variants are not used for rare variants unless sample sizes are 

very large. With rare variants, it is expected that a low number of individual variants 

will be identified, which is usually not enough to obtain statistically significant results 

[121-123].  

 

A logical alternative approach is to group multiple variants in a genomic region 

together (Figure 4-1). Numerous statistical methods have been developed based on 

collapsing or summarizing rare variants within a region to a single value, which is then 

tested for association with the trait of interest [124,125]. Apart from grouping 

multiple variants by genomic region, another common alternative approach is to 

group variants based on their functional annotation [120].  

 

These association or burden tests provide an unbiased approach to finding disease-

causing genes, as they do not require preconceived ideas of which genes to look at. 

These methods are also useful when the cohort only contains individual patients 

without family members and, thus, family analysis is not possible.   

 

Association tests have been used in previous CHD studies, as well as in studies of 

other diseases such as schizophrenia, hypertension, type 2 diabetes, autism and 

neurodevelopmental disabilities [106,107,126-129]. 
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Figure 4-1: Consolidation of variants for association testing. 
When novel or rare variants are too sparse to obtain statistically significant results, 
association testing can be used to consolidate variants by genomic region, such as in 
the diagram, or by a pathway list, where variants from multiple genes in the same 
functional pathway are consolidated (adapted from Bansai et al., 2010). 
 

4.2. Methods 

The workflow for most rare variant association studies usually involves the following 

steps (Figure 4-2). 

1. Data generation from a case and control WGS/WES cohort, including the 

calling of variants. 

2. Matching of case and control samples in terms of ethnicity, gender or age, so 

that the results will not be confounded by such factors. 

3. Annotation of variants with various quantitative information, such as minor 

allele frequencies (MAFs) or pathogenicity predictions. 

4. Selection of variant groupings for analysis, e.g., consolidation of variants by 

genes, pathways or variant types. 

5. Testing of association. 

6. Interpretation of results. 

7. Validation of results. 
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This study will follow these same steps. 

 

 
 
Figure 4-2 :  Key components of a rare-variant association study. 
(adapted from Nicolae, 2016) 
 

4.2.1. Case and control cohorts  

An association study aims to detect associations between genetic variants and a 

disease by comparing two cohorts: a case cohort and a control cohort. In this study, 

we compared a cohort that has CHD against one that does not. With a genetic 

association study, the samples within the cohort should be unrelated to avoid 

confounding of the results due to relatedness. With related individuals, the possibility 

of them having the same genetic variants increases the likelihood of the enrichment 

of those variants and their consolidation categories. Such results may be misleading 

because the enrichment is caused by the relatedness of the samples and not the 

disease. Thus, checking that there is no relatedness of samples is part of the data-

generation and ethnicity-investigation steps in a rare-variant association study 

workflow (Figure 4-2). 

 

 Victor Chang WGS CHD cohort 

The Victor Chang Whole-Genome Sequencing (WGS) CHD cohort used in this study 

was described in the family analysis study (Section 3.2.1). Following the association 

study cohort criterion that affected samples must be unrelated, only one affected 
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sample from each family was used in the study cohort. This created a WGS CHD 

association testing cohort of 97 individuals. 

 Control Cohort: Medical Genome Reference Bank  

The Medical Genome Reference Bank (MGRB) is a database comprising WGS data and 

phenotypes from healthy elderly individuals who were participants in the ASPirin in 

Reducing Events in the Elderly (ASPREE) study or the 45 and Up study [130,131]. Each 

participant was over 70 years of age and had no reported history (at the time of 

sampling) of dementia, cancer or (especially important for us) cardiovascular disease. 

The MGRB was created to provide a population-based allele frequency dataset, like 

that of the Exome Aggregation Consortium (ExAC) and Genome Aggregation Database 

(gnomAD), but with a purpose-built reference confirmed to be depleted of genetic 

diseases [98,132]. The absence of genetic disease phenotypes in the cohort decreases 

the burden of penetrant damaging variants, making it a great resource for use as a 

super-control set. 

 

This study used the Phase 1 dataset from the MGRB, which contained 1144 samples. 

The data were provided as a post-quality-controlled VCF file, which had already 

undergone a relatedness check, ethnicity outlier removal, and sample quality control.   

 Cohort sample checks 

There were 97 samples in the WGS CHD cohort and 1144 samples in the MGRB Phase 

1 control cohort. As discussed earlier, samples in the testing cohorts must be 

unrelated to prevent false enrichment due to over-representation of inherited 

variants or alleles. The MGRB cohort was checked for relatedness, but the WGS CHD-

association samples were only checked based on their self-declared clinical pedigree. 

To ensure there was no hidden relatedness, I used the kinship tool KING [94] across 

the 97 samples of the WGS CHD association cohort. This discovered a cryptic 

relatedness between families 195 and 835, where the fathers of the probands were 

half-brothers (Section 3.3.1, Figure 3-9). I retained the proband from family 835 and 
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removed the proband from family 195 from the cases cohort. This left 96 unrelated 

samples. 

 

In addition to relatedness, a check was made to ensure that the case and control 

samples were closely matched in terms of ethnicity. Over-representation of ethnicity-

specific variants due to ethnic differences between samples in the case and control 

cohorts could lead to false enrichment results.  

 

Studies such as the 1000G project have identified variants that have large allele 

frequency differences between different ethnic populations [133]. Using 17,535 WGS 

ethnic population marker variants from 1000G, I performed PCA with the 97 WGS 

CHD-case samples and 1144 MGRB control samples against the 1000G super-

populations (Figure 4-3). This was done to find matches between the case and control 

samples in terms of ethnicity. The PCA plot showed that most of the WGS CHD-case 

samples and MGRB control samples were clustered together and in the same position 

as the 1000G European ancestry samples. From this samples cluster, a PC1 value ≥ 

13.861 and PC2 value ≥ 29.8992 were used as thresholds to define the association 

testing samples. This meant that 23 samples from the WGS CHD case cohort and 17 

samples from the original MGRB control cohort were excluded from the association 

test sets. When plotted just against each other, the WGS CHD-case samples and the 

MGRB control samples, overlay each other and cannot be clearly separated (Figure 

4.4). This shows that no batch effects or ethnicity differences exist and the data can 

be used for the association test. While the removal of these outliers, especially for 

the case cohort, would greatly reduce the number of samples used in the association 

test, it is important as ancestry difference can create confounding issues which might 

obscure information and increase the occurrence of false positive findings [134,135]. 
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Figure 4-3 : Principal component analysis of the WGS CHD and MGRB cohorts 
Both the WGS CHD-associated samples (97 samples – black dots) and the MGRB 
control samples (1144 samples – grey dots) were compared against five super-
populations: European (EUR; red dots); East Asian (EAS; blue dots); American (AMR; 
green dots); South Asian (SAS; purple dots); and African (AFR; orange dots). Most of 
the study and MGRB subjects were predominantly clustered with individuals of 
European descent. To match the ethnicity between case and control samples, only 
the samples within the EUR super-population will be considered (denoted by the red 
box, PC1 ≥ 13.861, PC2 ≥ 29.8992). 
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Figure 4-4 : Principal component plot of the WGS CHD and MGRB cohorts. 
The WGS CHD-associated samples (97 samples – yellow dots) and the MGRB control 
samples (1144 samples – grey dots) were compared against each. The samples used 
in the association study (CHD – 68 samples, MGRB – 1127) are located within the red 
box. 
 
 

 Sample-level quality control 

For the remaining samples in the WGS CHD-case cohort, I applied a quality check for 

high levels of genotype missingness or missing genotypes in the sequencing variant 

calls for each WGS CHD-associated sample using VCFtools. High genotype missingness 

could be a sign of low quality sequencing data. I removed any samples with a > 1.5% 

rate of missingness [46]. At this cut-off, five samples were excluded from the WGS 

CHD-associated cohort (Figure 4-5).  

 

The final numbers of samples used in the association test were 68 WGS CHD cohort 

samples and 1127 MGRB control samples (Table 4-1 -Table 4-3).  
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Figure 4-5: Genotype missingness frequencies of samples in the WGS CHD-
associated cohort  
The genotype missingness frequencies were obtained using the ‘missing-indv’ option 
in VCFtools. A missingness frequency rate > 1.5% was used as an exclusion threshold. 
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Table 4-1 : WGS CHD-case cohort sample numbers 
Group # of samples 

Full WGS CHD cohort 338 

Samples selected from the 97 families in the WGS CHD cohort for 
association testing 97 

Related samples removed 1 

PCA ethnic outliers removed 23 

Samples with a high level (> 1.5%) of missing genotypes 
removed 5 

Final number of samples used in the WGS CHD association test          68 

 
 
Table 4-2 : MGRB control cohort sample numbers 

Group # of samples 

MGRB Phase 1 cohort 1144 

PCA ethnic outliers removed 17 

Final number of samples used in the WGS CHD association test 1127 
 

  



  

141 
 

 

Table 4-3 : Victor Chang WGS CHD samples excluded from association testing 
Family ID Ethnicity Reason for sample exclusion 

44 West Asian PCA ethnicity 
195 Caucasian Related to 835 

1456 Other PCA ethnicity 
1767 South Asian PCA ethnicity 
2020 Other PCA ethnicity 
2775 West Asian PCA ethnicity 
3225 Other PCA ethnicity 
3427 Other PCA ethnicity 
3438 South Asian PCA ethnicity 
3464 Other PCA ethnicity 
3473 Other PCA ethnicity 
3527 Caucasian Missingness 
3564 South Asian PCA ethnicity 
3571 Caucasian Missingness 
3610 Other PCA ethnicity 
3642 Other PCA ethnicity 
3645 South Asian PCA ethnicity 
3648 Other PCA ethnicity 
3651 South Asian PCA ethnicity 
3654 South Asian PCA ethnicity 
3672 Other PCA ethnicity 
3675 Caucasian Missingness 
3681 East Asian PCA ethnicity 
3766 Caucasian Missingness 
3769 Caucasian PCA ethnicity 
3843 Caucasian Missingness 
3967 Other PCA ethnicity 

150650086 Polynesian PCA ethnicity 
CVM31 Polynesian PCA ethnicity 

Note: Other - Melanesian, Polynesian, South American, Caribbean, African, Mixed ethnicity. 
To find which samples were included in the association test, refer to Table 3-1. 

4.2.2. Whole-Genome Sequencing 

The following section details the sequencing and variant-calling process used for the 

association test WGS CHD cohort. Data on the MGRB cohort was provided as a 

processed, post-quality-controlled VCF file [130]. The sequencing and variant-calling 

process is part of the ‘data-generation’ step in the rare variant association study 

workflow (Figure 4-2). 
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 Sample DNA sequencing platform 

The samples were part of the WGS CHD cohort and the DNA sequencing process was 

described as part of the family-based variant analysis study (Section 3.2.2.1).  

 Variant-calling pipeline 

The full WGS CHD cohort used in the family-based variant analysis study of Chapter 3, 

was aligned to human reference genome hg38. The MGRB release phase 1 dataset 

used for this analysis was only in the form of a human reference genome hg19 VCF 

file. No MGRB sample BAMs were available. To perform the association testing 

between the two test cohorts, the variant calling pipeline must be matched between 

cases and controls to reduce possible technical issues. With no MGRB sample BAMs 

available the only choice was to recall our WGS CHD cohort to the MGRB variant-

calling pipeline, using human reference genome hg19, the Genome Analysis Toolkit 

variant caller (GATK - v3.7) and GATK’s ‘best practices’ pipeline [136,137]. The 

realignment of the WGS CHD cohort to hg19 for association testing with MGRB has no 

impact on the earlier family analysis in Chapter 3.  

  

The WGS CHD cohort samples were realigned to hg19 using the Burrows-Wheeler 

Aligner (BWA) [48]. The hg19 whole-genome binary alignment map (BAM) files then 

had duplicates marked using bamsormadup software [138]. 

Genome Analysis Toolkit  

Genome analysis toolkit (GATK) comprises numerous tools for manipulating and 

evaluating genomic and variant data. It is one of the most widely used variant calling 

tools. GATK recommends a three-phase pipeline process for variant calling (Figure 

4-6).  

 

1. Data pre-processing. 

2. Variant discovery. 

3. Callset refinement. 
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Figure 4-6: GATK germline variant discovery pipeline. 
GATK ‘best practices’ pipeline used for variant calling and creation of samples’ VCF 
files in this association test study. Figure taken from Poplin et al. (2017) [136].  
 
 

It should be noted that all 338 samples of the 97 families in the association-tested 

WGS CHD cohort were incorporated in this variant calling step. This was due to the 

benefits that larger sample numbers bring to the joint-calling approach of GATK in 

terms of reducing the rate of false-positive calls. 

 

The data pre-processing step involved the hg19-aligned and duplicate-marked sample 

BAMs undergoing indel realignment via the GATK functions ‘RealignerTargetCreator’ 

and ‘IndelRealigner’, with known indel variants from the 1000G phase1 and Mills gold 

standard indels datasets [139]. This was followed by base quality recalibration using 

the GATK function ‘BaseRecalibrator’ against known datasets from the 1000G, Mills 

gold standard and National Center for Biotechnology Information’s (NCBI) dbSNP. 

This produced a final BAM with better quality base scores for use in the GATK variant 

discovery and genotyping phase [140].  

 

The variant discovery step specifies that the first step in processing each sample’s 

BAM is to use GATK’s ‘HaplotypeCaller’ function to create an individual sample 

genomic variant calling format file (gVCF).  
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The GATK pipeline favours simultaneous processing of multiple samples in a joint 

variant calling fashion (Figure 4-6). This method provides the following key 

advantages over individual sample variant calling: 

 

1. A genotype call for all samples is provided at every site that has evidence of 

variation in any sample, including for missing data (./.), from the gVCF. This 

allows for the distinction between sites with missing data and homozygous 

reference sites, which would not be possible when comparing with individual 

sample VCFs, as those sites are not represented in a VCF. 

 

2. Joint calling provides the ability to “rescue” genotype calls at sites that might 

have low coverage in some samples by sharing information from other 

samples that have a confident variant call at the same site. 

 

3. For variant quality recalibration and genotype refinement steps, GATK’s 

processing pipeline utilises statistical models to further filter out false-positive 

variants. These models work best with a large amount of data, which can be 

provided when many samples are joint-called together.  

 

To facilitate joint-calling, gVCFs from all samples are combined into a single multi-

sample gVCF using the function CombineGVCFs. Joint genotyping is then carried out 

using the multi-sample gVCFs by the GATK function GenotypeGVCFs.  

 

GATK offers variant recalibration functions to improve the quality of the output VCF 

file. The variant refinement process applies variant quality score recalibration for 

both indels and SNPs, using the VariantRecalibrator and ApplyRecalibration functions. 

The recalibration process uses known resources databases, including Hapmap, 1000G, 

mills and dbsnp, to provide truth sites [141]. This assigns a quality score and filter 

status to each variant in the multi-sample VCF file. 
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Quality-control of VCF using Hail 

The MGRB pipeline contains a series of quality control (QC) checks. To maintain 

bioinformatics pipeline consistency, a review of these QC checks was done to ensure 

that comparable checks would be used for the WGC CHD cohort. MGRB utilises the 

Hail open-source framework for scalable genetic analysis (https://github.com/hail-

is/hail) to perform these QC checks due to its speed and flexibility when working with 

large sequencing datasets.  

 

Hail was used to filter the full WGS CHD cohort down to the 68 samples identified for 

association testing (Table 4-1). 

 

Several of the QC checks MGRB uses had already been performed within our WGS 

CHD cohort, including PCAs for ethnicity, gender checking and relatedness of samples. 

For the remainder of the MGRB QC checks, Hail filtering of CHD data was performed: 

• Keep any variants that have non-reference genotypes  

• Keep any variants that have quality scores ≥ 200 and have a PASS value in the 

filter field 

• Keep any variants that have a genotype call rate across all samples of ≥ 0.99 

• Keep any variants that have alternate alleles 

 

Multi-allelic variants were split into multiple variants using Hail such that each variant 

detail line only had one alternate allele. 

 

As the MGRB cohort dataset had already been processed via the same QC checks, all 

variants in the MGRB phase 1 dataset were included in the association tests.  

Combining the data into a single association test VCF 

To finalise the association testing source variant file, the WGS CHD association 

samples and the MGRB association samples were merged to form a 1195-sample 

association testing cohort VCF. 

https://github.com/hail-is/hail
https://github.com/hail-is/hail
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The combined VCF created with the software bcftools, using merge option, had the 

following traits [45] : 

 

• It assumes missing genotype as reference (0/0). 

o There are likely to be variants that exist in one VCF but not in the 

other. In this scenario, given that the VCF file was called from the 

gVCFs, it can be assumed that samples from the missing variant VCF 

have a reference genotype at that variant location.  

• No new multiallelic variants were created and multiple records for the same 

variant position were allowed instead.  

o It is possible for a variant to have multiple alternate alleles. When this 

is the case, the alternate variants only exist in one of the merging VCFs. 

Then, we do not create a new multiallelic variant to replace the 

individual alternate variants. To prevent double-counting of genotypes 

for variants at the same variant genomic position, the association test 

variant selection process was modified to compensate for this issue 

and consolidate these multiple variants. 

 Variant annotation 

Variants were annotated with various pieces of information, such as variant type, 

which gene the variant was located in, population frequency, and pathogenicity 

prediction, using ANNOVAR software with a specific set of annotation databases 

(Table 4-4) [53]. The ANNOVAR annotation process was described in the family-based 

variant analysis study (Section 3.2.2.3) These annotation databases provide the 

information required to select variants for different association testing sets. This is 

the ‘variant annotation’ step in the rare variant association study workflow (Figure 

4-2). 
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Table 4-4 : ANNOVAR annotation databases used for the burden association study 
Database Usage 

refGene [97] Gene reference 
gnomAD [132] Population frequency 

ExAC [98] Population frequency 
1000g (2015aug) [92] Population frequency 

SIFT [99] Pathogenicity predictor 
Polyphen2 HDIV [100] Pathogenicity predictor 

Polyphen2 HVAR Pathogenicity predictor 
LRT [83] Pathogenicity predictor 

MutationTaster [101] Pathogenicity predictor 
CADD [102] Pathogenicity predictor 

4.2.3. Processing of variants in preparation for association 

testing 

This study investigated the contributions of rare and deleterious variants to the 

development of CHD. The information annotated to each variant was used to guide 

the selection of different association testing sets from the complete multi-sample 

association testing VCF file. 

 

I consolidated the processes described in this section into an in-house multi-step 

BASH script.  

 VPOT variant ranking 

The variant selection task utilised VPOT software to prioritise and score each variant 

based on a set of pathogenicity predictor criteria and variant types (Table 4-5) [105]. 

VPOT was used to filter out variants based on the minor allele frequency (MAF).  

 

A modified association testing VCF file was used with VPOT. It contained the same 

number of variants as the master association testing VCF file but with only one 

dummy sample and had heterozygous genotypes for all variants. This was to facilitate 

rapid computation, as prioritisation was needed for every variant. Since no sample 

would have an alternate allele for every variant, this would mean that all 1195 
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samples would need to be included in the VPOT process to ensure that every variant 

was prioritised. By using the modified association testing VCF, only one sample 

needed to be processed by VPOT. The prioritised VPOT variant output was used as a 

guide for the creation of the various association testing sets. 
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Table 4-5 : Example of a VPOT variant prioritisation parameter file used when prioritising the association study variants. 
PF Population_filter MAF Value         

PF GnomAD AF TOT 0 LE        

PF ExAC ALL 0 LE        

PF 1000g (2015aug)  0 LE        

PD Predictors Type PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD 
Value 

VPOT 
Value 

PD SIFT pred A T 0 D 10     

PD Polyphen2 HDIV pred A B 0 P 10 D 10   

PD Polyphen2 HVAR pred A B 0 P 12 D 12   

PD LRT pred A N 0 U 0 D 10   

PD MutationTaster pred A N 0 L 0 A 10 D 10 
PD CADD phred N 0 0 15 0 15 2   

VT Variant annotation Exception variant types Value        

VT VARIANT TYPE Exonic stopgain_ 300        

VT VARIANT TYPE Exonic nonsynonymous SNV 200        

VT VARIANT TYPE Splicing 100        

VT VARIANT TYPE Exonic frameshift insertion 300        

VT VARIANT TYPE Exonic frameshift deletion 300        

GN Gene Symbol          

GN Gene refGene          

Note:  This VPOT parameter file is for the selection of novel variants (MAF ≤ 0). CADD > 15 is defined as deleterious [102]. See Table 3-3, for predictors’ 
value abbreviation. 
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 Association testing variant set selection  

To decide on the variant types to group for this association test, a review of existing 

literature was done for guidance, including Zaidi (2013), Purcell (2014) and Homsy 

(2015). This also provided guidance on the various MAF levels to use in the 

association test. 

 

For MAFs, novel and rare variants were selected for complex diseases such as CHD as 

these types of variants often have large effects [120]. However, higher MAF levels 

were also included to determine a possible threshold of disease contribution. Four 

MAF values were decided upon for this study: 

• Novel: does not exist in any of the annotated population frequency 

databases used (Table 4-4) 

• Rare: ≤ 0.1% in all the annotated population frequency databases 

• ≤ 1% in all the annotated population frequency databases 

• ≤ 5% in all the annotated population frequency databases 

 

The novel MAF variant sets, representing variants that did not appear in any 

population datasets, are the most likely to contain candidate variants in disease 

investigation. The next category, ≤ 0.1% MAF, is an expanded set that includes rare 

variants. For the final two categories (≤ 1% and ≤ 5% MAF), the results might be 

unlikely point to a gene or pathway that could be a singular cause of CHD but, rather, 

may indicate partners in a polygenic model of CHD development, especially in the 

case of genes.  

 

Variant types were grouped by mutation traits such as missense variants, splicing, and 

loss of function (LoF) variants within the exonic region of a gene, such as the StopGain 

and FrameShift variants. Grouping by variant pathogenicity prediction degree 

according to the annotated pathogenicity prediction databases was also used.  
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Six different variants sets were created for this study (Table 4-6). In order of their 

deleterious nature, they are: 

1. Set 1, the most deleterious LoF variant set, containing StopGain and 

FrameShift variants. These are variants likely to cause truncation in the 

encoding of the gene’s protein and could cause a loss of protein functionality 

within the biological system.  

2. Set 2 contains the LoF variants and any exonic variants predicted to be 

deleterious by all five in-silico predictors: SIFT, PolyPhen-2 HDIV, PolyPhen-2 

HVAR, LRT and MutationTaster.  

3. Set 3 consists of the LoF variants and any exonic variants predicted to be 

deleterious by Polyphen2 HVAR and CADD.  

4. Set 4 contains the LoF variants and any exonic variants predicted to be 

deleterious by just one of the in-silico predictors.  

5. Set 5 contains LoF variants, splicing variants (which can affect the 

transcription of the gene) and general exonic nonsynonymous variants, which 

can be deleterious or not.  

6. The least deleterious set is Set 6, which consists of LoF variants and general 

exonic nonsynonymous variants, which can be deleterious or not. 

 

Based on the above criteria, the variants were selected from the VPOT output 

created, and the genomic coordinates of each variant were extracted (Table 4-6). 

Using these genomic coordinates, the variant genotype details for all 1195 samples 

were extracted from the master association testing cohort VCF to create a variant set 

file. 

 

With six variant sets for each of the four MAF values, a total of 24 different variants 

sets were used in this association study. 

 

This is part of the ‘selection of units for analysis’ step in the rare variant association 

study workflow (Figure 4-2). 
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Table 4-6 : Variant selection criteria for association testing 
Association 

test set 
Variant selection criteria VPOT selection 

criteria 
Level of 

deleteriousness:  
1 (most)–6 (least) 

1 LoF variants (Exonic StopGain 
/ Exonic Frameshift) Priority score ≥ 300 1 

2 

LoF variants + any exonic 
variant predicted to be 
deleterious by all the 

pathogenicity predictors 
(PolyPhen2, LRT, SIFT, 

MutationTaster, CADD). 

Priority score ≥ 300 
and priority score 
ending with “54” 

2 

3 

LoF variants + any exonic 
variants predicted to be 

deleterious by PolyPhen2 
HVAR and CADD. 

Priority score ≥ 300 
and priority score 
ending with “4” 

3 

4 

LoF variants + any exonic 
variant predicted to be 

deleterious by just one of 
PolyPhen2, LRT, SIFT, 

MutationTaster, CADD. 

Priority score ≥ 102 4 

5 
Exonic StopGain / Exonic 

nonsynonymous / splicing /                  
Exonic Frameshift 

Priority score ≥ 100 5 

6 Exonic StopGain / Exonic 
nonsynonymous Priority score ≥ 200 6 

 

 Groupings used for testing 

As mentioned earlier (Section 4.1) the use of individual novel or rare variants by 

themselves would be unlikely to drive a statistical signal [121]. To improve the 

association testing, I consolidated variants within each association testing set by 

gene, which was defined as the basic unit for the association test (Figure 4-1) and by 

biological pathway, which is a group of genes defined as participating in a given 

biological function. By testing in this way rather than by individual variant, the 

collective burden of the variants within the gene is more likely to return an enriched 

statistical signal.   
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Thus, two sets of inputs for each of the 24 association testing variant sets will be used 

in this association testing study: 

1. A gene-level unit, where applicable variants are consolidated by genes. 

2. A pathway-level unit, where the gene variant bundles are consolidated by 

biological pathway.  

 

This is part of the ‘selection of units for analysis’ step in the rare variant association 

study workflow (Figure 4-2). 

 

Gene-level 

 

Determination of which gene a variant resides in reflects the genomic definition 

within the hg19 refGene ANNOVAR database generated by ANNOVAR, 22/03/2015. 

The set contains known protein-coding and non-coding genes in the human reference 

genome hg19 defined in the NCBI RNA reference sequences (RefSeq) database [97]. 

Variants were consolidated based on the annotated gene name. 

Pathway-level 

The reference dataset used to obtain biological pathways for consolidation was the 

ConsensusPathDB (CPDB - version 32), which contains interaction networks from 32 

public database resources (Figure 4-7) [142]. Twelve databases containing 4310 

individual pathways were selected as pathway templates for the association testing 

variant consolidation (Figure 4-7). They were selected based on each being a 

biochemical pathway database. However, they also contain interaction networks for 

signalling reactions, metabolic reactions, gene regulation, drug-target interactions, 

and protein interactions. There were also custom CHD developmental biology 

pathway sets created under the guidance of CHD researchers at the Victor Chang 

Cardiac Research Institute. 

 

For each bundle of pathway-level variants, the variants from genes listed within the 

pathway template were combined into a single file. For example, if pathwayA 
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contained the genes geneA and geneB, then the pathwayA association testing file 

would contain all the variants from geneA and geneB.  

 

 
 

Figure 4-7: List of public databases that constitute the human ConsensusPathDB 
(CPDB). 
The human CPDB consists of 32 public interaction databases for humans, covering 
interaction networks for biochemical pathways, signalling reactions, metabolic 
reactions, gene regulation, drug-target interactions, and protein interactions. 
ConsensusPathDB version 32 was used as the source. The 12 selected databases used 
as pathway templates are boxed in red. 
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 Variant genotype quality control 

While various sample-level quality-control steps are included in the master 

association testing VCF pipeline (Section 4.2.1.3), it is important that variant-level 

checks of sample genotype quality are also performed. Within the creation of the 

input file for the association tests, sample genotype quality checks were carried out.  

There were two sample genotype checks: 

 

1. Samples must have a read coverage ≥ 8 reads [106,107]. 

• If not, then there are not enough reads to support any genotype call, 

so the sample is set as a missing genotype. 

 

2. A non-reference genotype must have ≥ 25% alternate allele reads [106]. 

• If not, then there is not enough evidence to support the alternate 

genotype call, so the genotype is set as a reference genotype. 

 

 Testing the association variant sets 

SKAT-O and Fisher’s exact tests were applied to each association testing variants set. 

The P-values were processed for multiple testing correction (MTC) using Bonferroni 

correction (BN) and false discovery rate (FDR) with in-house R scripts.  

 

All 24 association testing variant sets followed the same association testing pipeline, 

for both gene and pathway levels. 

 

This is the ‘testing for association step’ in the rare variant association study workflow 

(Figure 4-2). 
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4.2.4. Association tests 

For the association tests, our research question—that genetic mutation is the cause 

of CHD development—must be formulated as null and alternate hypotheses. The null 

hypothesis for this association test was: There is no difference between CHD-affected 

samples and healthy control samples in terms of variant enrichment at the decided 

unit of comparison.  

 

H0 : There is no difference in the frequency of alternate alleles between CHD-

affected samples and non-affected control samples. 

 

The alternative hypothesis states that there is a difference between the CHD and 

control samples in terms of variant enrichment at the selected unit of comparison. A 

significant result can be interpreted as a candidate for CHD development.  

 

H1 : There is a statistically significant difference in the frequency of alternate 

alleles between CHD-affected samples and non-affected control samples. 

 

The association tests used were the sequence kernel association test – optimal (SKAT-

O) test and Fisher’s exact test (FX) [143,144].  

 

Testing was not done at an individual variant level mainly due to the limited number 

of samples in our case cohort. Another factor was that our approach to CHD testing 

was to look at novel or rare variants instead of common ones, because rare variants 

are believed to have a greater contribution to the development of CHD [145]. When 

looking for novel or rare variants, it is expected that a low number of these types of 

variants will be identified, and that they will not be enough to drive a statistically 

significant signal by themselves [121,123]. To improve the power of association 

testing to find rare variants, I consolidated variants together by genes and defined 

this as the basic unit for the association test (Figure 4-1). By doing this, the statistical 

focus changes from looking for an enrichment of a specific variant, which might be 
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low due to its novel or rare status, to a gene that might collectively have an 

enrichment of variants.  

 Fisher’s Exact test 

To determine association, we contrast the frequencies of individuals carrying rare 

variants in the case and control cohorts. The summing of cohort alleles allows for the 

usage of the standard contingency table-based test known as Fisher’s exact test (FX) 

to calculate a P-value [146]. The use of FX as an association test involves tabulating 

the alternate and reference allele counts in the case and control cohorts via a 2 × 2 

contingency table generated for each consolidated variant bundle (Table 4-7 is an 

example contingency table) [144]. The FX is recommended when sample sizes are 

small (< 1000 samples), as is the case in this study [147]. Missing genotypes were 

reported to FX as reference genotypes, since its approach only takes two data values, 

in this case, the reference and alternate alleles. 

 

The software R was used to carry out the statistical analyses [148]. The R command 

fisher.test() was used to determine the P-values for the bundled variant sets [148]. 

 

Table 4-7 : Example of a 2 × 2 contingency table for Fisher’s exact tests 
Sample Number of alternate alleles Number of reference alleles 

Case (with CHD) a b 

Control (healthy) c d 

 

 Sequence Kernel Association Test – Optimal 

Simple burden test algorithms, such as FX, are powerful when most variants in a 

region are causal and the effects are of the same direction [123,143]. In reality, most 

variants are not causal of any phenotype, and some might even be protective in their 

nature rather than damaging. Thus, the act of bundling variants together can 

introduce substantial noise into the association test and result in statistical power 
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loss. In this case, a non-burden test such as the sequence kernel association test 

(SKAT) can be more appropriate.  

 

SKAT allows variants to have different magnitudes of effect, which is especially useful 

when a large portion are non-causal, and behave in different directions, which might 

be protective or deleterious [124]. However, if a large proportion of the variants are 

truly causal and in the same direction (the situation that best suits a burden test), 

then SKAT can be less effective [143]. Yet, in most studies, there is no a priori 

knowledge to determine the causal or non-causal status of variants and the direction 

of impact (protective or deleterious).  

 

The authors of SKAT were aware of the problem of whether to use a burden or non-

burden method. They created a unified test optimised for both scenarios called SKAT-

Optimal (SKAT-O). It uses the input variant data to find the optimal linear 

combination of the burden test and SKAT, so that SKAT-O will behave like a burden 

test when the burden test is more powerful or like SKAT when that is the more 

powerful test [143]. 

 

SKAT-O contains six methods for the calculation of P-values: 

1. Efficient resampling (ER). A method for low total minor allele counts that 

utilises permutation procedures, but with resampling of the case-control 

status of individuals with minor allele. A subset of the input samples are used 

in the resampling. [149].  

2. Moment matching adjustment (MA). A method that adjusts for asymptotic 

null distributions by estimating the small sample mean, variance and kurtosis 

from a moderate number of resamples test statistics [143].  

3. Quantile adjusted moment matching (QA). A method suitable for when the 

minor allele count in the test input is < 40. The quantiles of the test statistics 

are estimated by an efficient resampling method. These test statistic quantiles 

are used to further calibrate the moment matching adjustment method [149].  
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4. Adaptive efficient resampling (ERA). An efficient resampling method that 

reduces the number of resamples when a test has a moderate or high p-value 

[149].  

5. No adjustment (UA). An unadjusted asymptotic test.  

6. Hybrid. One of the above five methods is selected based on the total minor 

allele count, the number of individuals with minor alleles, and the degree of 

case-control imbalance. This is the default option. 

 

In our study, the command SKATBinary(method=”SKATO”, method.bin=”Hybrid”) 

from the R library (SKAT) was used to calculate the SKAT-O P-values for our case-

control association test [143]. This function is recommended when samples sizes are 

small (< 2000 samples) [143,148].  

 

The input to SKATBinary is a genotype matrix where each row is a different sample 

(whether it be case or control) and each column is the variant genotype. The number 

of columns is equal to the number of variants in the variant bundle set. The variant 

genotype is set to either homozygous reference, heterozygous, homozygous 

alternate, or missing. SKAT-O imputes missing genotypes (default=bestguess) as the 

most likely value from either the homozygous reference, heterozygous, or 

homozygous alternate, based on other sample genotypes for each variant.  

4.2.5. Multiple testing correction 

With statistical testing, the results we are usually concerned with are the P-values. 

The P-value is an indicator of the weight of evidence in support of a null hypothesis or 

alternative hypothesis. It represents the probability value for the likelihood of 

obtaining the test results assuming that the null hypothesis is correct.  A low P-value 

(such as ≤ 0.05, a value commonly used) is statistically significant, an indication of 

strong evidence against the null hypothesis. A high P-value (such as > 0.05) is not 

statistically significant and indicates there is little evidence to support the alternative 

hypothesis. A P-value can be considered statistically valid when a single test is 



  

160 
 

considered [150]. However, in genomic studies, statistical tests are done on a massive 

scale; for example, for 20,000 genes, 20,000 statistical tests may be performed.  

 

With this number of tests, it is likely that there will be a significant difference for one 

gene just by random chance alone. Thus, P-values must be used with caution as the 

appearance of significant P-values must be tempered against the number of tests 

done. For example, if we consider a P-value of 0.05 to be significant, then this 

represents a 5% chance that the null hypothesis is incorrectly rejected. If 20 tests 

were performed, then the expected number of incorrect rejections of the null 

hypothesis, or tests with a significant P-value that should be insignificant (false 

positive) would be one (20 × 0.05 = 1). Expanding it to a gene-level approach with 

20,000 tests, you could find possibly 1000 incorrect or false positive significant results 

(20,000 × 0.05 = 1000). To adjust the level at which to accept a P-value as having 

statistical confidence, there needs to be a correction of the P-value based on the 

number of tests performed [150]. This is known as multiple testing correction (MTC). 

 Bonferroni correction 

The simplest and most widely used method of MTC is Bonferroni correction (BN). BN 

is an approach that looks to control the number of false-positive results, or the 

family-wise error rate, which is the probability of yielding one or more false positives 

when multiple tests are performed [150-152]. BN can be applied in two ways: by 

adjusting the individual observed P-value or by adjusting the α significance level to 

apply to the individual observed P-value.  

 

To adjust the significance threshold to apply to the observed P-value, we divide the 

significance threshold by the number of tests. This BN-adjusted α significance 

threshold percentage becomes the new measure of significance. To adjust an 

individual P-value, BN correction multiples the observed P-value by the number of 

tests. If the new BN-adjusted P-value is less than the designated significance 

threshold (e.g., 0.05) then it is considered significant at that level [153].  
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Table 4-8 demonstrates the application of BN to both P-values and significance 

thresholds. The original observed P-value (0.02) would not be considered significant 

following either adjustment as 1) the BN-adjusted P-value (0.7) is greater than the α 

significance threshold of 0.05 and 2) the original observed P-value is greater than the 

BN-adjusted α significance threshold of 0.0014. The BN is often considered to be 

conservative and can increase the false-negative rate by rejecting true significant 

results as false positives [153,154].  

 

Table 4-8: Bonferroni correction (BN) methods for P-values and thresholds 

BN (formula) Calculation examples BN-adjusted values 

Against observed P-value  
(kP) 

35 tests × observed  
P-value of 0.02 BN-adjusted P-value = 0.70 

Against significant P-value 
threshold (α/k) 

Significant P-value 
threshold of 0.05/35 tests 

BN-adjusted significant  
P-value threshold = 0.0014 

Note: Number of tests k = 35, observed P-value = 0.02, significance threshold α = 0.05 
 

In my analysis, I used the R command p.adjust(method = "Bonferroni”) to apply BN 

adjustment to the P-values resulting from the association tests of SKAT-O and FX 

[148]. 

 False discovery rate  

Another form of MTC is the false discovery rate (FDR) approach put forward by 

Benjamini and Hochberg. Unlike BN, Benjamini and Hochberg’s FDR approach looks to 

control the false discovery rate or the expected proportion of errors in the rejected 

null hypothesis tests. By looking at the smaller set of rejected null hypothesis tests, it 

reduces the possible numbers of false negatives or significant results that might be 

adjusted to a non-significant value following correction [151,154]. 

 

To apply FDR to P-values, we rely on the assumption that the testing or observed P-

values are uniformly distributed under the null hypothesis. If this is true (that the P-

values are uniformly distributed), then the proportion of P-values ≤ 0.05 is 5% of all 
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the P-values [150]. Under this assumption, FDR considers the complete set of 

observed P-values for all the tests in ascending order, then creates an adjusted FDR-

P-value by multiplying with the value given by the position of the observed P-value in 

the sorted P-value list divided by the number of tests (Table 4-9) [154]. 

 

In an association testing scenario, an FDR-adjusted P-value will be more accurate than 

an observed P-value. FDR correction, in general, always yields at least as many 

significant scores as BN. In most cases, it will yield more than Bonferroni, which can 

be interpreted as a minimisation of the number of false negatives [150,154]. 

 

Table 4-9: Benjamini & Hochberg’s false discovery rate (FDR) adjustment method. 

FDR adjustment (formula) Example FDR-adjusted value  

Against observed P-value  
P x (k/R) 0.02 × (35/4) 0.175 

Note: Number of tests k = 35, observed P-value = 0.02, ascending order ranking of observed 
P-values (R) = 4 
 

In my analysis, I used the R command p.adjust(method = "fdr”) to apply FDR 

adjustment to the P-values returned from the SKAT-O and FX association tests [148].  

4.2.6. In-silico verification of variants 

Significant findings from association tests must be verified before they can be 

considered as possible candidates for further investigation. To do this, each case 

variant within the gene/pathway association testing set must be checked to see if it is 

real or not. Like with variant verification in the family-based variant analysis (Section 

3.2.3.2), I used the in-silico visualisation tool IGV to inspect the called variant with the 

sequencing reads from the case sample [114]. 
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4.3. Results 

To highlight the relevant results from the large number of tests, certain filtering 

criteria were applied.  

• Gene or pathway results that were associated with an outcome in favour of 

possible causality for CHD were filtered. Odds ratio (OR) determination was 

used for this filtering, using the number of alternate and reference alleles in 

the cases and controls [155].  

 

 
 

An OR = 1 specifies a neutral outcome. OR > 1 specifies an association with 

higher odds of outcome, or possible CHD causation. OR < 1 specifies an 

association with lower odds of outcome, or protective against CHD. 

 

• Gene or pathway results that have a post-MTC adjusted P-value ≤ 0.05 from 

all SKAT-O+FDR, SKAT-O+BN, FX+FDR and FX+BN correction. 

 

Variants in genes and pathways that satisfied both these criteria are highlighted and 

investigated further for biological evidence that would support the number of 

alternate alleles found, especially in pathway analysis. Variants in the highlighted 

genes and pathways were then verified using IGV, as mentioned in Section 3.2.3. Only 

genes and pathways with variants that passed IGV verification were considered for 

functional validation. Additionally, a literature check for linkages to CHD was 

performed for resulting genes. For pathway analysis, given that many genes are 

involved, significant results were reported when most variants within the pathway 

variant set passed IGV verification. 

 

This process comprises the ‘interpretation and validation’ steps in the rare variant 

association study workflow (Figure 4-2). 
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4.3.1. Gene-level analysis  

 Association tests at Novel MAF  

The association P-value results were plotted as a Manhattan plot where each point 

represents a gene with many variants, from one to hundreds, instead of a single 

variant commonly used for GWAS. 

 

 With the most deleterious association testing variant set (set 1), the gene HRCT1 was 

found to be significant. It possessed MTC P-values, from SKAT-O+FDR, SKAT-O+BN, 

FX+FDR and FX+BN correction, that meet the filtering criteria stated above (Figure 

4-8,Table 4-10).  

 

HRCT1 was also found to be significant in association variant set 2-5 (Figure 4-9 - 

Figure 4-12, Table 4-10). With the least deleterious association testing variants set 6, 

(Table 4-6), no genes met the significant P-values selection criteria (Figure 4-13).  

 

It should be noted that the MTC P-values for HRCT1 across the different variant sets 

were different, even though the number of variants and alternate case and control 

alleles were sometimes the same. This is because MTC methods consider the number 

of tests performed in calculating adjusted P-values, which will naturally differ 

between variant sets. 

 

The in-silico verification of variants in HRCT1 with IGV found all variants to be of low 

quality (see example in Figure 4-14). Therefore, HRCT1 was not recommended for 

further investigation.  
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Table 4-10: Gene association test result for Novel MAF variant sets 
Variant 

set Gene P-values Variants Total alternate allele 
count 

    FDR SKAT-O BN SKAT-O FDR FX BN FX SKAT-O raw FX raw     Cases Controls 
1 HRCT1 1.86E-09 5.59E-09 1.01E-06 3.04E-06 2.03E-12 1.11E-09  4 9 3 
2 HRCT1 6.42E-09 1.28E-08 2.33E-06 6.99E-06 2.03E-12 1.11E-09  4 9 3 
3 HRCT1 1.88E-08 1.88E-08 3.40E-06 1.02E-05 2.03E-12 1.11E-09  4 9 3 
4 HRCT1 2.78E-10 2.78E-10 6.82E-09 2.05E-08 2.14E-14 1.57E-12  6 12 4 
5 HRCT1 7.81E-11 3.13E-10 2.30E-09 2.30E-08 2.14E-14 1.57E-12  6 12 4 
6 N/A           

Note: 68 case samples, 1127 control samples 
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Figure 4-8 : Gene-level novel MAF Manhattan plots of variant set 1 
Manhattan plots in which each point represents one gene. The plots are A) SKAT-O P-
values, B) FX P-values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) 
BN MTC’ed SKAT-O P-values and F) BN MTC’ed FX P-values. Red lines represent 
genome-wide significance (−log10(5e−8)), green lines represent the commonly used 
significance value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α value for 22,000 tests at (−log10(2.5e−6)). 
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Figure 4-9 : Gene-level novel MAF Manhattan plots of variant set 2 
Each point represents one gene. The plots are of A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)); green lines represent the commonly used α = 0.05 significance value 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests (−log10(2.5e−6)). 
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Figure 4-10 : Gene-level novel MAF Manhattan plots of variant set 3 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)).
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Figure 4-11 : Gene-level novel MAF Manhattan plots of variant set 4 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
 



  

170 
 

 
 

Figure 4-12 : Gene-level novel MAF Manhattan plots of variant set 5 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)). 
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Figure 4-13 : Gene-level novel MAF Manhattan plots of variant set 6 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)). 
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Figure 4-14 : IGV snapshot of HRCT1 variant chr9:35906601/C/CCA. 
The HRCT1 variant chr9:35906601/C/CCA is annotated as an exonic frameshift 
insertion. However, under review with IGV, the nucleotide sequence within this 
region was found to contain multiple repeats of the nucleotide sequence CCA (the 
reference sequence line at the bottom of the figure). Thus, a technical sequencing 
error could account for this variant.  
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 Association test at ≤ 0.1% MAF  

Increasing the MAF to 0.1% includes variants classified as rare variants. For the most 

deleterious association testing variant set (set 1), the gene HRCT1 was found to be 

significant. It possessed MTC P-values from SKAT-O+FDR, SKAT-O+BN, FX+FDR and 

FX+BN correction, that meet the filtering criteria stated above (Table 4-11, Figure 

A-7). HRCT1 was also found to be significant in association variant set 2-5 (Table 4-11, 

Figure A-8 - Figure A-11). With the least deleterious association testing variants set 6, 

no genes met the significant P-values selection criteria (Figure A-12).   

 

For sets 1–4, the HRCT1 variants were all discounted following in-silico verification 

with IGV. Verification of set 5 with IGV found one variant that passed inspection. The 

HRCT1 variant; chr9:35906445/G/A, was annotated as an exonic nonsynonymous 

SNV, and exists in the dbSNP databases (rsid139586696). The variant looked real 

under review with IGV, but has no clinical significance according to ClinVar [156] and 

was annotated as not deleterious by most of the in-silico pathogenicity predictors 

(Figure 4-15). All the other HRCT1 variants within set 5 were discounted following IGV 

verification. Given this outcome, HRCT1 from set 5 was not investigated further.  
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Table 4-11: Gene association test result for ≤ 0.1% MAF variant sets 
Variant 

set Gene P-values Variants Total alternate allele 
count 

    FDR SKAT-O BN SKAT-O FDR FX BN FX SKAT-O raw FX raw   Cases Controls 
1 HRCT1  3.88E-09 1.17E-08 2.11E-06 6.34E-06 2.03E-12 1.11E-09 4 9 3 
2 HRCT1  1.20E-08 2.40E-08 4.35E-06 1.30E-05 2.03E-12 1.11E-09 4 9 3 
3 HRCT1  3.03E-08 3.03E-08 5.50E-06 1.65E-05 2.03E-12 1.11E-09 4 9 3 
4 HRCT1  1.11E-11 1.11E-11 2.43E-06 7.29E-06 6.34E-16 4.15E-10 9 12 10 
5 HRCT1  2.29E-13 9.15E-13 1.97E-06 1.97E-05 4.86E-17 1.05E-09 12 13 15 
6 NA          

Note: 68 case samples, 1127 control samples 
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Figure 4-15 : IGV snapshot of HRCT1 variant chr9:35906445/G/A 
The HRCT1 variant chr9:35906445/G/A was annotated as an exonic nonsynonymous 
SNV. The variant looked real under review with IGV, but had no clinical significance 
according to ClinVar. The variant was annotated as being not deleterious by most of 
the predictors. 
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 Association tests at ≤1% MAF  

As stated in Section 4.2.3.2, with the more common MAF values of ≤ 1% and ≤ 5%, 

there is less likelihood of finding a possible monogenic causal candidate and more 

likelihood of finding possible polygenic partner genes, or precursor genes compared 

to the novel and rare variants. These partner/precursor genes could lay a framework 

for possible development of CHD when another gene mutates. Taking this view, I 

concentrated on the more deleterious sets, which were set 1, set 2 and set 3. 

 

For the most deleterious association testing variant set (set 1) and the next 

deleterious level down (set 2), genes HRCT1 and ANKLE1 both had significant P-values 

(Table 4-12, Figure A-13 - Figure A-14). However, variants in both genes failed in-silico 

verification with IGV.  

 

With the final association testing variant set 3, only gene HRCT1 had significant P-

values following MTC (Table 4-12, Figure A-15). However, the variants in HRCT1 all 

failed in-silico verification with IGV. 
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Table 4-12: Gene association test result for ≤ 1% MAF variant sets 
Variant 

set Gene P-values Variants Total alternate 
allele count 

   FDR SKAT-O BN SKAT-O FDR FX BN FX SKAT-O raw FX raw  Cases Controls 
1 HRCT1 7.40E-10 2.22E-09 1.68E-07 5.04E-07 3.60E-13 8.17E-11 5 10 3 
1 ANKLE1 2.08E-08 8.34E-08 0.0012 0.0060 1.35E-11 9.60E-07 10 9 12 
2 HRCT1 2.22E-09 4.44E-09 3.36E-07 1.01E-06 3.60E-13 8.17E-11 5 10 3 
2 ANKLE1 1.70E-07 5.09E-07 0.0050 0.0298 4.13E-11 2.41E-06 12 9 14 
3 HRCT1 5.55E-09 5.55E-09 4.20E-07 1.26E-06 3.60E-13 8.17E-11 5 10 3 

Note: 68 case samples, 1127 control samples 
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 Association tests at ≤ 5% MAF  

As stated for association tests at ≤ 1% MAF, with monogenic causal candidate, the 

same applies to ≤ 5% MAF. There is more likelihood of finding possible polygenic 

partner genes, or precursor genes at this MAF level. Like with ≤ 1% MAF, I 

concentrated on the more deleterious sets, which were set 1, set 2 and set 3. 

 

For the all three variant sets 1, 2, and 3, the genes HRCT1 and ZNF880 both had 

significant P-values (Table 4-13, Figure A-16 - Figure A-18). However, variants in both 

genes failed in-silico verification with IGV. 
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Table 4-13: Gene association test result for ≤ 5% MAF variant sets 
Variant 

set Gene P-values Variants Total alternate 
allele count 

   FDR SKAT-O BN SKAT-O FDR FX BN FX SKAT-O raw FX raw  Cases Controls 
1 ZNF880 0.0018 0.0089 4.26E-06 1.28E-05 1.42E-06 2.02E-09 9 11 9 
1 HRCT1 2.60E-07 7.80E-07 0.0003 0.0016 1.23E-10 2.48E-07 6 20 74 
2 ZNF880 0.0035 0.0177 8.44E-06 2.53E-05 1.42E-06 2.02E-09 9 11 9 
2 HRCT1 7.72E-07 1.54E-06 0.0006 0.0031 1.23E-10 2.48E-07 6 20 74 
3 ZNF880 0.0055 0.0220 1.05E-05 3.15E-05 1.42E-06 2.02E-09 9 11 9 
3 HRCT1 9.61E-07 1.92E-06 0.0010 0.0039 1.23E-10 2.48E-07 6 20 74 

Note: 68 case samples, 1127 control samples 
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4.3.2. Pathway-level analysis 

 Association testing at a Novel MAF  

The association P-value results were plotted as a Manhattan plot where each point 

represents a pathway containing many genes, with each gene containing many 

variants, from one to hundreds, instead of a single variant commonly used for GWAS. 

 

No pathways within the six association testing variant sets possessed a significant P-

value after MTC, from SKAT-O+FDR, SKAT-O+BN, FX+FDR and FX+BN correction, 

(Table 4-14, Figure A-19 -Figure A-24).  
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Table 4-14: Pathway association test result for novel MAF variant sets 
Variant 
set Pathway Genes P-values Variants Total alternate 

allele count 

      FDR 
SKAT-O 

BN  
SKAT-O FDR FX BN FX SKAT-O 

raw FX raw   Cases Controls 

1 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

2 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

3 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

4 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

5 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

6 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

Note: The ‘Genes’ column indicates the number of genes in the variant set divided by the total number of genes in the pathway. 68 case samples, 1127 
control samples 
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 Association testing at ≤ 0.1% MAF  

With the two highest level of deleterious variants, association testing variant set 1 

and 2, there were no pathways that possessed a significant P-value after MTC (Figure 

A-25 - Figure A-26). This was the same for association testing variant sets 4 and 6 

(Figure A-28 , Figure A-30, Table 4-15).  

 

For association testing variant set 3, one pathway was found to be significant after 

MTC : “Ectoderm Differentiation” from the Wikipathways dataset (Figure A-27, Table 

4-15). The variant set contained 46 of the 142 genes in the pathway (including known 

CHD genes BCOR and GATA6; Table 4-16). Within the 546 variants set, alternate 

alleles for case samples were only found in 66 variants. These 66 variants passed in-

silico verification with IGV. During heart development, the ectoderm provides cardiac 

neural crest cells, which commit to becoming cardiac tissue in areas such as the heart 

valves and outward tracts (Figure 1-2). 

 

In association testing variant set 6, one pathway set was found to be significant after 

MTC, “Yaci and B-cell maturation antigen (bcma) stimulation of b cell immune 

responses” from the BioCarta dataset (Figure A-29,Table 4-15). Within the 33-variant 

set, alternate alleles for case samples were only found in 12 variants. These 12 

variants passed in-silico verification with IGV. The variant set contained five of the 

eight genes in the pathway (Table 4-16). The genes within the pathway are members 

of the Tumour Necrosis Factor receptor (TNFR) family and TNF-receptor-associated 

factors (TRAFs). Together, they are involved in the activation of Nuclear Factor-kappa 

B (NF-κB), a transcription factor with a function in early pathogen response and 

activation of the immune system. 
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Table 4-15: Pathway association test result for <0.1% MAF variant sets 
Variant 
set Pathway Genes P-values Variants Total alternate 

allele count 

      FDR 
SKAT-O 

BN  
SKAT-O FDR FX BN FX SKAT-O 

raw FX raw   Cases Controls 

1 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

2 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

3 Ectoderm differentiation 
(Wikipathways) 46/142 8.75E-15 8.75E-15 0.0018 0.0110 2.03E-18 2.57E-06 546 71 625 

4 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

5 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

6 
Yaci and bcma stimulation 

of b-cell immune responses 
(BioCarta) 

5/8 0.0026 0.0445 0.0143 0.0143 1.03E-05 3.32E-06 33 12 31 

Note: The ‘Genes’ column indicates the number of genes in the variant set divided by the total number of genes in the pathway. 68 case samples, 1127 
control samples 
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Table 4-16 : Pathway for <0.1% MAF significant gene sets  

Gene set Genes with variants 

Yaci and bcma 
stimulation of b cell 
immune responses 

(BioCarta) 

TNFRF13B, TRAF2, TRAF3, TRAF5, TFRA6 

Ectoderm differentiation 
(Wikipathways) 

AHI1, ANKS1B, ARX, ASTN1, BCAS3, BCOR, BMPR1A, 
BOC, CCDC88C, CELSR2, CTNNA2, DMD, GATA6, GLI3, 
GREB1, HESX1, JUP, KIAA1161, KIFC3, LHX1, MKS1, 
MZF1, NLGN1, NUMA1, PGM1, PI4KA, POU2F2, 
PPFIBP2, PRKAG2, PTPN13, PTPRB, RAB8B, RRBP1, 
SGSM3, SMURF1, SORCS1, ST8SIA4, TCF3, TOX3, 
TRIM33, TRPM2, ZBTB7B, ZFHX4, ZNF219 
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 Association tests at ≤ 1% MAF  

As with the gene-level analysis conducted at the more common MAF level of ≤ 1% 

(Section 4.3.1.3), only the more deleterious sets, set 1, set 2 and set 3, were 

evaluated. 

 

No pathways within the three association testing variant sets possessed a significant 

P-value after MTC (Table 4-17, Figure A-31 - Figure A-33).   

 



  

186 
 

Table 4-17: Pathway association test result for ≤ 1% MAF variant sets 
Variant 
set Pathway Genes P-values Variants Total alternate 

allele count 

      FDR 
SKAT-O 

BN  
SKAT-O FDR FX BN FX SKAT-O 

raw FX raw   Cases Controls 

1 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

2 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

3 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

Note: The ‘Genes’ column indicates the number of genes in the variant set divided by the total number of genes in the pathway. 68 case samples, 1127 
control samples 
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 Association tests at ≤ 5% MAF  

As with the gene-level analysis at the more common MAF level of ≤ 5% (Section 

4.3.1.4), only the more deleterious sets, set 1, set 2 and set 3, were evaluated. 

No pathways within the three association testing variant sets possessed a significant 

P-value after MTC (Table 4-18, Figure A-34 - Figure A-36).   
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Table 4-18: Pathway association test result for ≤ 5% MAF variant sets 
Variant 
set Pathway Genes P-values Variants Total alternate 

allele count 

      FDR 
SKAT-O 

BN  
SKAT-O FDR FX BN FX SKAT-O 

raw FX raw   Cases Controls 

1 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

2 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

3 None passed statistically 
significant NA NA NA NA NA NA NA NA NA NA 

Note: The ‘Genes’ column indicates the number of genes in the variant set divided by the total number of genes in the pathway. 68 case samples, 1127 
control samples 
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4.3.3. Notch pathway analysis  

NOTCH1 and various Notch pathway components have been associated with the 

development of CHD [157]. To investigate the contributions to CHD that NOTCH1 and 

associated Notch pathway genes make within our WGS CHD cohort, a specific NOTCH 

pathway review was conducted. NOTCH pathway gene sets were created based on guidance 

from CHD researchers at the VCCRI (Table 4-19). The review looked at association testing 

variant set 2, which contained the LoF variants as well as any exonic variants annotated to 

be deleterious by all five predictors: SIFT, PolyPhen-2 HDIV, PolyPhen-2 HVAR, LRT and 

MutationTaster. The variants were selected based on ExAC population frequency database, 

with a MAF values of novel, ≤ 0.1% and ≤ 1%.  As only Notch pathway gene sets were of 

interest, this was considered a specific test rather than a general burden/association test. P-

values from the SKAT-O association test method were used. BN correction was used for MTC 

based on the six specific tests at each MAF value (Table 4-20).  

 

Our CHD cohort samples had a significantly higher number of predicted damaging variants 

in NOTCH1 and in NOTCH pathway genes compared to control samples. There was a 

significant enrichment of deleterious variants for the Notch and regulators gene set at MAF 

levels of < 0.1%, as well as < 1%, looking at the observed P-values (Table 4-20). With the 

core Notch pathway gene set, significant enrichment of deleterious variants were found for 

novel variants as well as those with MAF < 0.1% or < 1%, looking at the observed P-values. In 

comparing the P-values between gene sets that contained NOTCH1 or not, it seems that the 

significant difference between CHD patients and controls was solely due to variants in 

NOTCH1 (Table 4-20). This is consistent with our findings in Alankarage et al. (2019) where, 

of the seven Notch pathway variants identified to be pathogenic or likely pathogenic, four 

were in NOTCH1.  The association testing result demonstrates that Notch pathway variants 

are enriched in CHD patients, which is consistent with other cohort studies[158-160].  
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Table 4-19 : Notch pathway gene set  

Gene set Genes 

Notch core 

ADAM10, APH1A, APH1B, DLL1, DLL4, EP300, FRYL, 
FURIN, HES1, HES5, HES7, HEY1, HEY2, JAG1, JAG2, 
KMT2D, MAML1, MAML2, MAML3, MIB1, NCSTN, 
NOTCH1, NOTCH2, NOTCH3, PHF8, POFUT1, POGLUT1, 
PRAG1, PSEN1, PSEN2, PSENEN, RBPJ, SGK223, SNW1 

Notch and regulators 

ADAM10, ADAM17, APH1A, APH1B, ARL6, B4GALT1, 
BBS4, BLOC1S2, CARM1, CDK8, CHAC1, CIR1, CNTN1, 
CNTN6, CRB2, CTBP1, CTNNB1, CUL1, CYBB, DDX5, 
DLK1, DLL1, DLL3, DLL4, DNER, DTX1, DTX2, DTX3, 
DTX3L, DTX4, EFNB2, EOGT, EP300, EPB41L5, FBXW7, 
FHL1, FRYL, FURIN, GSK3B, HDAC1, HDAC2, HES1, HES5, 
HES7, HEY1, HEY2, HEYL, ITCH, JAG1, JAG2, KAT2A, 
KAT2B, KDM1A, KDM5A, KMT2D, KPNA2, KPNA4, 
KPNA6, KPNB1, LFNG, MAML1, MAML2, MAML3, 
MESP1, MESP2, MFAP2, MFAP5, MFNG, MIB1, MIB2, 
MPDZ, NCOR1, NCOR2, NCSTN, NEURL1, NEURL2, 
NEURL4, NLK, NOTCH1, NOTCH2, NOTCH3, NOTCH4, 
NOV, NRARP, NRG1, NUMB, NUMBL, PDCD4, PHF8, 
PIM1, PIM2, PIM3, POFUT1, POGLUT1, PRAG1, PSEN1, 
PSEN2, PSENEN, RBPJ, RECK, RFNG, RING1, RITA1, 
RUNX1T1, SEL1L, SGK223, SIRT1, SKP1, SMARCA4, 
SNW1, SPEN, SRA1, TDGF1, THBS2, TSPEAR, USP12, 
USP28, YBX1, ZMIZ1 

 

Table 4-20: Gene set analysis of NOTCH pathway genes 

 
Note:  P-values from SKAT-O association tests of variant set 2 from each MAF group. MTC was BN for 
six test sets per MAF level. Table taken from Chapman et al. (2019) [158] 
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4.3.4. NKX-2.5 and transcription factor gene set analysis  

Mutations in NKX-2.5 and their contributions to cardiac development pathways have been 

reported to be associated with the development of CHD [15,161]. To investigate the effects 

of NKX-2.5 and other transcription factor genes on our WGS CHD cohort, a specific gene set 

review was done. NKX-2.5 and other transcription factor gene sets were created based on 

guidance from CHD researchers at the VCCRI (Table 4-21).  

 

As with the Notch pathway gene set test analysis in Section 4.3.3, this was a specific test and 

not a general burden/association test analysis. Only MAFs at the novel, 0.1% and 1% levels 

were tested, and only with variant set 2, which contained the severely deleterious variants. 

P-values were calculated by the SKAT-O association test method. Given that there were only 

three tests at each MAF level, no MTC was used (Table 4-22).  

 

There were no significant enrichment results at any of the MAF levels for any of the 

transcription factor sets (Table 4-22). However, the P-values of the core transcription factors 

set at the rare MAF level (≤ 0.1%), were close to significant.  

 
Table 4-21 : Transcription factor gene sets 

Gene set Genes 

All transcription factors 
list 

ELK1, ELK4, FOXO4, GATA1, GATA3, GATA4, GATA6, 
HAND1, HAND2, HIC1, HOXA10, HOXA9, IKZF1, ISL1, 
JUN, MEF2A, MEF2C, MEIS1, MYOD1, NFATC3, NFIA, 
NKX2-5, NR2F2, OTX2, PITX2, PPARG, PRRX2, RBPJ, 
RORA, RORG, RUNX1, RXRA, SMAD2, SMAD3, SMAD4, 
SRF, STAT4, TBX20, TBX5, TEAD1, TFAP4, TGIF1, 
THAP11, TP53, TWIST1, YY1, ZEB1 

Transcription factors 
excluding most core 

factors list 

 ELK1, ELK4, FOXO4, HAND2, HIC1, HOXA10, HOXA9, 
IKZF1, JUN, MEIS1, MYOD1, NFATC3, NFIA, NR2F2, 
OTX2, PITX2, PPARG, PRRX2, RBPJ, RORA, RORG, 
RUNX1, RXRA, SMAD2, SMAD3, SMAD4, STAT4, TEAD1, 
TFAP4, TGIF1, THAP11, TP53, TWIST1, YY1, ZEB1 

Transcription factor core 
list 

GATA1, GATA3, GATA4, GATA6, HAND1, HAND2, ISL1, 
MEF2A, MEF2C, NKX2-5, SRF, TBX20, TBX5, TEAD1 
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Table 4-22 : Gene set analysis of transcription factor genes 

Gene set 
MAF (ExAC, gnomAD, 1000G) 

Novel < 0.1% < 1% 
P-value P-value P-value 

All transcription factors list  
(47 genes) 0.8156 0.3420 0.3630 

Transcription factors excluding most 
core factors list  

(35 genes) 
0.7223 0.8330 0.5392 

Transcription factor core list  
(14 genes) 0.1414 0.0501 0.3712 

Note:  P-values from SKAT-O association tests of variant set 2 from each MAF group. No MTC done. 

4.4. Limitations 

An obvious limitation of this study is the case cohort size. At 68 individuals, the cohort size 

was very small compared to the ≥ 1000 participants that generally recommended for rare 

variant association tests [162]. Even large studies such as Zaidi (362 case samples), Homsy 

(1213 case samples) and Purcell (2536 case samples) mostly only reported significance at 

the pathway level. They all reported no gene-based test achieved significance after MTC 

which, thus, gives an indication of how much bigger my cohort size needs to be for 

significant gene-level results to be obtained [106,107,126]. Given the number of tests that 

were performed in this association study—19,380 at the gene level and 4,314 at the 

pathway level—a larger cohort size is required for robust results after multiple testing 

correction. Recruitment for the WGS CHD cohort is ongoing, future re-analysis of the cohort 

could take place with an increased number of samples.  

 

Another limitation could be the large heterogeneity of the WGS CHD cohort. As CHD is a 

collection of different types of congenital heart defects, the WGS CHD cohort was created to 

reflect the nature of CHD in the general population. However, this is an issue, as different 

types of CHD could have different underlying genetic properties, such as causal genes, which 

means that in a mixed cohort, these different genetic properties may dilute the enrichment 

of variants. It should be noted that some CHD genes can cause various forms of CHD. 
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For this study, the control cohort was MGRB, the data for which was supplied in a multi-

sample VCF file. However, BAM files for individual samples were unavailable. By not having 

the MGRB BAM files, I was not able to joint variant call the case and control samples 

together. This could have improved the variant calling for the cases samples, due to the 

extra genotype information the control samples could have provided.  Also, as I have 

demonstrated that called genotypes were often incorrect via in-silico verification with IGV 

for our case cohort samples. It would have been preferable to have the chance to verify the 

MGRB samples as well as part of IGV verification of significant variant sets.  

 

It should also be noted that at the time of writing this thesis, MGRB phase 2 data was 

released containing 2570 samples with additional QC checks, such as locus confidence tiers 

to differentiate variants that are within highest/intermediate/lowest confidence regions 

[131]. If future reanalysis takes place with MGRB phase 2 control cohort then removal of 

low confidence region variants might be beneficial to eliminate potential false positive 

variants. 

4.5. Conclusions 

The WGS CHD-case cohort association study compared SNVs in patient and healthy control 

genomes. It sought statistically significant enrichment of variants in genes or pathways using 

two methods: SKAT-O and Fisher’s exact tests. 

 

The rationale for using association testing is to provide a bias-free method of selecting 

genes that, when mutated, could cause CHD. In this association study of the WGS CHD 

cohort, the results at the gene and pathway levels support the common belief that large 

sample numbers are required to generate statistically significant findings. At the gene level, 

HRCT1 was the only gene to return a significant P-value at the novel and ≤ 0.1% MAF levels; 

however, it was discounted after it failed variant verification with IGV. In the higher MAF 

level of ≤ 1%, HRCT1 and ANKLE1 were significant but were discounted after both failed 

variant verification with IGV. At the highest MAF level of ≤ 5%, HRCT1 and ZNF880 were 

significant but were also discounted after both failed variant verification with IGV. 
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At a pathway level, there were significant results for “Yaci and bcma stimulation of b cell 

immune responses” from the BioCarta dataset and “Ectoderm Differentiation” from the 

Wikipathways dataset. Thus, these pathways are promising starting points for future 

investigation. This is especially true for the “Ectoderm Differentiation” pathway, where 

there is a connection to heart development via cardiac neural crest cells from the ectoderm. 

The pathway set contained two known CHD genes (BCOR and GATA6). It is possible that the 

other genes within this pathway may also affect heart development and are, thus, worthy of 

further study (Table 4-16). 
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Chapter 5.  
Mitochondrial DNA 

Analysis  

The text and figures in this chapter are adapted from the publication: 

Ip E, Xu C, Winlaw D, Dunwoodie SL, Giannoulatou E  
Benchmarking the effectiveness and accuracy of multiple mitochondrial DNA variant 
callers: Practical implications for clinical application usage.  
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5.1. Introduction 

The mitochondrion is an organelle in eukaryotic cells responsible for manufacturing most of 

the cell's energy. It possesses its own double-stranded circular genome of 16,569 

nucleotides, which encodes for the 12S and 16S rRNAs, 22 tRNAs and 13 polypeptides 

[163,164] (Figure 5-1). Typically, mitochondrial DNA (mtDNA) is only inherited from the 

mother because the mitochondria from the sperm cell are usually destroyed by the egg 

shortly after fertilisation; a phenomenon known as a matrilineal inheritance [165]. There are 

multiple copies of mtDNA in a mitochondrion and many mitochondria per somatic cell; thus, 

there could be 100–10,000 copies of mtDNA in a single somatic cell. With a high mutation 

rate, the DNA sequence at any base of the mtDNA genome may differ between mtDNA 

copies [166-168].  

 

Mitochondrial DNA mutations are known to contribute to human disease with varying 

severity, from rare, highly-penetrant mutations causing monogenic disorders that often 

affect the nervous system, muscles, heart and endocrine organs, to mutations with milder 

contributions to phenotypes [169]. To associate mtDNA mutations with human disease 

might be viewed as a straightforward task, due to the small size of the mitochondrial 

genome compared to the full human genome. However, the large number of copies of 

mtDNA and the possibility of multiple alternate alleles at the same DNA nucleotide position, 

make the task of identifying allelic variation in mtDNA much more complicated. 

 

A surprising benefit of WGS is that the smaller mitochondrial genome is also captured and 

sequenced, with coverage of > 1000 reads typically achieved. This high-depth of coverage of 

the mitochondrial genome has led to the development of specialised mitochondrial variant-

calling tools. These tools utilise the high coverage depth to determine possible differences in 

mtDNA sequences compared to a reference genome that might only have occurred in a 

fraction of all the mtDNA copies [168]. Variants in the mtDNA are genotyped as hetero- or 

homo-, like the autosomal genome, but with the large number of mtDNA copies, there is a 

refinement in how mitochondrial variants are defined. If the alternate allele is shared across 

all reads and thus likely to occur in all mtDNA copies, then it is called a homoplasmic variant 

and is expected to be inherited from the mother. Otherwise, if the alternate allele is shared 
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across some reads, it is called a heteroplasmy and is likely to be a sporadic mutation (one 

that appears during the lifetime of the patient) [166,169]. With heteroplasmic variants, it 

should be noted that, unlike autosomal genome variants, where a heterozygous variant has 

a minimum threshold of approximately 25% of the variant allele fraction (VAF), a possible 

mtDNA heteroplasmic VAF can be as low as 1%. With the large number of copies of mtDNA, 

a small 1% variant can still represent thousands of mtDNA copies. 

 

As mtDNA mutations are known to contribute to monogenic heart disorders, we want to be 

able to investigate these variants in our WGS CHD cohort. However, research into 

mitochondrial variants is still developing and, unlike autosomal variant calling, the variant-

calling applications are still quite new. As yet, there is no consensus about which caller is the 

gold standard in terms of detection and accuracy.  

 

Before starting to investigate our cohort’s mitochondrial variants, I wanted to understand 

the variability that the use of different mitochondrial variant callers might cause. To do this, 

I performed a comparative study of mitochondrial variant callers using 345 mtDNA samples 

from 145 trios that had been whole-genome sequenced as part of the Victor Chang Cardiac 

Research Institute WGS CHD cohort. I analysed the called variants output by a number of 

different mtDNA variant callers using both default and custom parameters. Additionally, I 

applied allele frequency metrics to a subset of rare and common mitochondrial variants. 

Variants were also annotated according to various pathogenicity prediction databases. The 

results obtained provide useful insights for researchers and clinicians analysing 

mitochondrial genomes obtained from WGS experiments for disease study. 
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Figure 5-1 Map of the human mitochondrial genome.  
The 12S and 16S rRNAs, 22 tRNAs and 13 polypeptides are labelled along its 16,569 
nucleotides. Adapted from Amorim, Fernandes and Taveira (2019) [170]. 
 

5.2. Methods 

5.2.1. Mitochondrial cohort samples 

The WGS CHD cohort used earlier in Chapters 3 and 4 was also used for this study. I utilised 

a subset of proband samples for which both parental samples had been sequenced. This 

resulted in a study cohort of 145 trios containing a total of 345 samples. There are trios from 

the same family, where the probands are siblings; therefore, parental samples were used in 

multiple trios. This did not introduce bias because I was comparing variants that were called 

in the context of the trio of samples only. The genomic DNA extraction, sample library 

preparation and genome sequencing methods used are described in Section 3.2.2.1. 
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5.2.2. Whole-genome sequencing and alignment 

Genomic data from the cohort were aligned to the 1000 Genome Project’s (1000G) 

Reference Genome Sequence (hs37d5), which is composed of the Genome Reference 

Consortium Human Reference 37 (GRCh37) assembly, the revised Cambridge Reference 

Sequence (rCRS) mitochondrial sequence, the human herpesvirus 4 type 1 sequence, and 

decoy sequences. Alignment was performed using the Burrows-Wheeler aligner (BWA) 

[48,93] to create whole-genome binary alignment map (BAM) files. I marked duplicates 

using Picard Tools, and then performed local realignment and local recalibration using the 

Genome Analysis Toolkit (GATK v3.7) following their ‘best practices’ pipeline [136]. 

Mitochondrial-specific BAM files were created using samtools software to extract 

mitochondrial aligned reads [45,171].   

5.2.3. Mitochondrial variant callers 

I compared three mtDNA specific variant callers: Mutserve [172], MitoSeek [173], and 

mitoCaller [174] (Table 5-1). Additionally, a non mtDNA specific variant caller was included 

in the comparison analysis. The genomic DNA variant caller, GATK [136], was chosen as it is 

widely used and is considered by many researchers as the gold-standard genomic variant 

calling method, with its ‘best practices’ pipeline [175] (Table 5-1).  

 

Variant calling was performed using the default settings for each caller, as well as 

standardised heteroplasmy detection evaluations with 1% and 5% thresholds. For mitoCaller 

and GATK, where a heteroplasmy detection threshold parameter was not available, I wrote 

custom scripts to select variants that met the experimental threshold based on the 

heteroplasmy percentage returned by the caller itself. The level of heteroplasmy detection 

has a direct effect on the level of homoplasmy calling as well as the number of variants that 

might be classified as references.  For example, if the heteroplasmy detection threshold is 

set at 1%, then any variant with more than 1% alternate alleles is called a heteroplasmic 

variant, while those variants with less than 1% alternate alleles would be references. Within 

the heteroplasmic variants, those with > 99% alternate alleles would be redefined as 

homoplasmic variants. The heteroplasmy detection threshold would affect the alternate 
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allele threshold used to determine reference calls and heteroplasmic and homoplasmic 

variants. 

A factor in the selection of these callers was that they are command line-based software. 

This may be so they can be added to WGS pipelines, which are typically command line- or 

script-based. 

 

Table 5-1: Summary of the mtDNA variant callers included in the comparative analysis 

Feature Mutserve v1.1.17 MitoSeek v1.01 mitoCaller v1.0 GATK v3.7 - 
HaplotypeCaller 

Process location Local, command line Local, command 
line 

Local, command 
line 

Local, command 
line 

Input file 
format 

BAM BAM BAM BAM 

Mitochondrial 
alignment 

rCRS mitochondrial 
reference 

rCRS mitochondrial 
reference 

“double alignment” 
strategy, with rCRS 

mitochondrial 
reference and a 

shifted rCRS 
reference 

rCRS mitochondrial 
reference 

     
Heteroplasmic 

variant 
detection 

    

Homoplasmic 
variant 

detection 

    

Default 
heteroplasmy 

threshold 

1% 5% Based on likelihood 
model. 

Based on 
likelihood model. 

Alternate 
heteroplasmy 

threshold 

--level parameter -hp parameter A custom script for 
threshold detection 

was used in the 
study. 

A custom script for 
threshold 

detection was 
used in the study. 

Description of 
the variant-

calling 
algorithm 

Mutserve uses a 
maximum likelihood 

model to detect 
heteroplasmy, which 

takes sequencing 
errors per base into 

account [172] 

MitoSeek uses a 
one-tailed Fishers 

exact test to 
determine if the 

rate of 
heteroplasmy at 

each site is higher 
than the user-

defined threshold 
[173] 

mitoCaller calls 
variants by 

accounting for the 
possibility of a 

sequencing error at 
a position using a 
likelihood-based 

model [174] 

GATK determines a 
genotype at a site 
by applying Bayes’ 

theorem to 
calculate the 

likelihoods of each 
possible genotype 
and selecting the 
most likely one 

[136] 
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 Mutserve 

Mutserve is a local version of the scalable web server ‘mtDNA-server’, which was released in 

2016 (Table 5-1) [172]. It has been used in variant identification studies for diseases like 

congenital lactic acidosis and gastric cancer [176,177]. Mutserve performs internal quality 

control by excluding mitochondrial hotspots and sites with < 10 reads. Heteroplasmic 

variants are called on sites with alternate allele frequencies greater than the default 1%.  A 

maximum-likelihood method adopted from Ye et al. (2014), which factors in sequencing 

errors, returns a log-likelihood ratio for each heteroplasmic variant to indicate how 

confident the call is [178]. Mutserve provides homoplasmic variant calling based on a 

Bayesian model. It uses 1000G Phase 3 data as a prior and calculates the posterior 

probability for each genotype, with the most likely genotype called. Sensitivity in 

heteroplasmy detection can be altered. 

 MitoSeek 

MitoSeek was released in 2013 and has been used in various disease studies, from 

melanoma to hepatocellular carcinoma (Table 5-1) [173,179,180]. Quality control is 

performed internally to create a report containing statistics like average depth, base quality 

distribution and mapping quality distribution. It then filters BAM reads based on these 

statistics, such as using mapping quality scores ≥ 20 and base quality scores ≥ 20. 

Heteroplasmy detection by MitoSeek works by evaluating the number of raw read counts or 

the read percentage for an alternative allele. A one-tailed Fisher’s exact test is then used to 

determine if the rate of heteroplasmy at each site is greater than the default 5% threshold. 

Sensitivity in heteroplasmy detection can be altered. MitoSeek does not detect 

homoplasmic variants.  

 mitoCaller 

mitoCaller is a mitochondrial variant-calling module from the mitoAnalyzer package 

released in 2015, which has been used in studies on epilepsy syndromes and ageing (Table 

5-1)[174,181]. mitoCaller differs from the other tools in its alignment of mtDNA reads. With 

the mitochondrial genome being circular, mitoCaller proposes a “double alignment” 

strategy using a conventional rCRS reference and a shifted rCRS reference. A breakpoint is 
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created at the middle of the circular sequence to form a reference that starts at position 

8000 and ends at position 7999 (Figure 5-2). The mitoCaller method requires the user to 

align the sample’s FASTQ reads first against the conventional rCRS reference, and then the 

FASTQ file is aligned again against the shifted rCRS reference. This creates two BAM files—a 

conventional mitochondrial BAM and a shifted mitochondrial BAM—which might contain 

reads that span the traditional start and end base positions. mtDNA variants are called using 

both BAMs. mitoCaller utilises a likelihood-based model to predict the genotype at each 

mtDNA position. Estimation of all possible genotypes is made from the sequence reads; 

thus, it can call both heteroplasmic and homoplasmic variants. Quality control filters, such 

as the average sequence depth of the overall mtDNA ( > 100), base quality scores (≥ 20), and 

sequence depth at the calling base position (raw reads ≥ 40, after base quality score filtering 

≥ 10), are applied to account for the possibility of sequencing errors at each mtDNA position 

[174]. The algorithm is based on the ones used in conventional autosomal DNA variant 

callers but modified to allow for low-heteroplasmy-level allele fractions. As mitoCaller does 

not provide a heteroplasmy detection threshold, a custom script was written to extract 

variants based on the experimental threshold that was used (1%, 5%).   
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Figure 5-2 mitoCaller’s “double alignment” strategy for mitochondrial DNA.  
A) Conventional breakpoint of the rCRS mitochondrial DNA sequence at 0 bp/16,569 bp of 
the control region/“d-loop” and the linear sequence used for alignment. B) mitoCaller’s 
shifted rCRS mitochondrial DNA sequence with a breakpoint at 7999bp/8000bp, which 
creates a linear sequence where the 16,569 bp and 1 bp nucleotides are connected. 
 

 GATK with HaplotypeCaller (via GenotypeGVCFs) 

GATK v3.7 was released in December 2016 and was used for the WGS CHD association 

testing analysis in Chapter 4 [136]. For more details on how GATK works, please refer to 

Section 4.2.2.2. To obtain the mitochondrial variants, I followed GATK ‘best practices’ calling 

approach with HaplotypeCaller function (via GenotypeGVCFs) with the additional interval 

option of select only the mitochondrial DNA ( -L chrM ) using the whole-genome BAMs 

created as described in Section 5.2.2 (Table 5-1). This created a mitochondrial-only specific 
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variant call format (VCF) file. To obtain heteroplasmic variants, a custom script was written 

to calculate the heteroplasmy level based on the allele fractions from the alternate allele 

read numbers. Homoplasmic variants were based on homozygous calls from GATK. 

5.2.4. Benchmarking variant caller accuracy 

A true mitochondrial variant dataset consisting of confirmed variants was not available for 

use as test input to the various callers. To determine the accuracy of the callers, an 

alternative method was used. I compared homoplasmic mtDNA variants identified in 

children against homoplasmic mtDNA variants identified in mothers. The percentage of 

shared homoplasmic variants was used as an indicator of caller accuracy. This approach was 

used because mtDNA has matrilineal inheritance, so we would more likely see a 

homoplasmic variant as an inherited variant than a de novo homoplasmic variant in 

children, even with the high mutation rate of the mitochondrial genome [170]. 

 

As an additional metric, I compared heteroplasmic mtDNA variants identified in children 

against heteroplasmic variants identified in mothers and fathers. Again, even for the 

heterosplasmic variants we expect a child to share more mtDNA variant with its mother 

than its father [174], even though there are cases of biparental mtDNA transmission [182]. 

 

5.2.5. Population frequency of mitochondrial variants 

To determine how rare or common the mitochondrial variants found in our WGS CHD 

cohort were, the publicly available HelixMTdb dataset was used as a population metric. 

HelixMTdb contains 15,035 unique variants, including both homoplasmic and heteroplasmic 

calls and their allele frequencies, derived from 196,554 unrelated individuals mitochondrial 

genomes [183].   

 

The HelixMTdb cohort has a gender division of 55% female and 45% male with a normal 

distribution of samples aged 18–85+ years (mean = 46–50 years). The cohort’s individuals 

were not selected based on presence or absence of any medical phenotype. Individuals 
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could be excluded based on relatedness to other members of the cohort. If the individuals 

were from a father-child relationship, then both were kept. With a mother-child 

relationship, one individual was selected at random. However, if the child was already 

selected due to an earlier father-child relationship, then the mother could not be selected 

[183]. This selection criterion is necessary because of the matrilineal nature of mtDNA 

inheritance, where the mother and child mtDNA would be too similar to be considered as a 

unique sample. 

 

In our analysis, mitochondrial variants were categorised as rare if their allele frequency was 

≤ 1% or common if their allele frequency was > 1% in HelixMTdb.  

 

5.2.6. Pathogenicity annotation of mitochondrial variants 

mtDNA variants were annotated using the pathogenicity prediction database MitImpact 

v3.0.1 [184]. This is a collection of functional impact predictors for mtDNA missense 

variants, which includes PolyPhen2, CADD and APOGEE, a machine-learning-based 

mitochondrial missense mutation predictor [185]. MitoTIP was also used, which identifies 

regions most vulnerable to pathogenic variants and scores these regions for alternate allele 

changes based on known variant history and conservation score [186]. I also utilised 

MITOMAP [167], which contains clinical characteristics known to be associated with 

mitochondrial mutations, thereby providing a library of pathogenic and normal phenotypes.  

 

For this analysis, using the three pathogenicity predictors mentioned above, variants were 

identified as pathogenic when:  

1. MitImpact’s APOGEE prediction for the variant was “P” for pathogenic; or  

2. MitoTIP’s prediction score for the variant exceeded the recommended pathogenicity 

threshold of 12.66 [186]; or  

3. The variant was marked as ‘confirmed pathogenic’ in MITOMAP. 
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5.3. Results 

5.3.1. Variant calling accuracy  

To determine the accuracy of each caller, I looked at the percentage of matrilineal 

inheritance of homoplasmic variants. Firstly, I used the default parameters for each caller 

(see Table 5-1 for default heteroplasmy detection thresholds). The total numbers of 

homoplasmic variants called in the probands of the 145 trios were: 2931 with mitoCaller, 

3265 with Mutserve, and 3807 with GATK. The matrilineal inheritance percentages were 

86.32%, 93.53% and 98.53%, respectively (Table 5-2). MitoSeek does not call homoplasmic 

variants. 

 

Since the default heteroplasmy detection threshold varied so greatly between callers (from 

1–5%), I performed variant calling again using a heteroplasmy detection threshold of 1% for 

all callers to obtain a less biased evaluation. The total number of homoplasmic variants 

called in the probands were: 3498 with mitoCaller, 3476 with Mutserve, and 3807 with 

GATK. The matrilineal inheritance percentages were 96.83%, 93.93% and 98.53%, 

respectively (Table 5-3).  

 

Finally, I applied a uniform heteroplasmy detection threshold of 5%, which matches the 

highest default threshold of all callers (MitoSeek). The total number of homoplasmic 

variants called in the probands were: 3564 with mitoCaller, 3674 with Mutserve, and 3807 

with GATK. The matrilineal inheritance percentages were 98.46%, 97.28% and 98.53%, 

respectively (Table 5-4).  

 

With increases in the heteroplasmy detection threshold, the number of homoplasmic 

variants called by mitoCaller and Mutserve increased. This reflects the lower alternate allele 

percentage required for a variant to be called homoplasmic, as discussed in Section 5.2.3. 

GATK’s homoplasmic variant numbers were unaffected by changes in the heteroplasmy 

detection threshold.  
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In reviewing heteroplasmic variants, we expect to see the offspring inheriting a higher 

proportion of heteroplasmies from their mothers - although most new heteroplasmies arise 

during life. However, the sharing of heteroplasmies between fathers and offspring is most 

likely occurring by chance as patrilinear inheritance is considered very rare. Hence, I also 

evaluated the heteroplasmic variants using the matrilineal inheritance comparison. A higher 

percentage of maternally inherited variants in comparison to paternally inherited variants 

would indicate better accuracy. 

 

The total numbers of heteroplasmic variants called, with each caller’s default parameter, in 

the probands were: 6202 with mitoCaller, 1491 with Mutserve, 143 with MitoSeek and 138 

with GATK. The matrilineal inheritance percentages were 42.68%, 43.33%, 49.65% and 

28.99%, respectively (Table 5-2). At heteroplasmy detection threshold of 1%, heteroplasmic 

variants called in the probands were: 1324 with mitoCaller, 1491 with Mutserve, 1346 with 

MitoSeek and 138 with GATK. The matrilineal inheritance percentages were 54.38%, 

43.33%, 38.56% and 28.99%, respectively (Table 5-3). Finally, at heteroplasmy detection 

threshold of 5%, the total number of heteroplasmic variants called in the probands were: 

462 with mitoCaller, 157 with Mutserve, 143 with MitoSeek and 138 with GATK. The 

matrilineal inheritance percentages were 77.49%, 22.93%, 49.65% and 28.99%, respectively 

(Table 5-4). The number of heteroplasmic variants called decreased as the heteroplasmy 

detection threshold increased. In all cases the number of heteroplasmic variants from the 

proband shared with the mother was always higher than the number shared with the 

father, reflecting our expectation (Table 5-2 - Table 5-4). 

 

GATK consistently called the same low number of heteroplasmic variants (138), with the 

number of heteroplasmic variants shared between proband and mother at 28.99%, the 

lowest amongst the four callers. The low numbers maybe due to GATK not being a mtDNA 

specific variant caller, and thus is not able to pick up the low level VAF heteroplasmic 

variants. mitoCaller in general was the best, with heteroplasmic variants shared between 

mother and proband reaching up to 77.49%.  

 

Using only the homoplasmic variant matrilineal inheritance percentage as a metric of 

accuracy, the non-mtDNA-specific variant caller GATK would be considered the most 
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accurate, followed by mitoCaller and Mutserve.  However, with heteroplasmic variants, it is 

more difficult to determine the most accurate caller. GATK had the lowest proband-mother 

shared variant percentage (28.99%). However, it had the lowest proband-father shared 

variant percentage (4.35%). Since this is expected, this would indicate that these calls are 

more likely to be true positives. While mitoCaller had the better proband-mother shared 

percentage (77.49%), it also had the highest proband-father shared percentage (60.82%). 

mitoCaller generally calls more variants than the other callers, which might be more likely to 

indicate systematic errors occurring in the same positions. The higher number of calls also 

contributes to its higher proband-mother shared variant percentage. Although such an 

analysis has too many confounding factors affecting the results, it seems that GATK 

performed as expected in comparison to all the mtDNA-specific callers, identifying the 

smallest percentage of paternally inherited variants with a modest percentage of maternally 

inherited variants.
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Table 5-2 : Sharing of mtDNA variants in 145 parent-child trios according to different variant callers using their default heteroplasmy 
detection thresholds. 

Variant 
caller Type  Comparing child with 

parents 
 Comparing mother with 

father 

    Variants in 
child 

Variants shared 
with mother 

Variants not 
shared with 

mother 

Variants shared 
with father 

  Variants in 
mother 

Variants shared 
with father 

GATK Homoplasmy 3807 3751 (98.53%) 56 (1.47%) 1542 (40.50%) 
 

3784 1535 (40.57%)  
Heteroplasmy 138 40 (28.99%) 98 (71.01%) 6 (4.35%) 

 
67 6 (8.96%)          

mitoCaller Homoplasmy 2931 2530 (86.32%) 401 (13.68%) 1137 (38.79%) 
 

2833 1106 (39.04%)  
Heteroplasmy 6202 2647 (42.68%) 3555 (57.32%) 2201 (35.49%) 

 
6358 2094 (32.93%)          

Mutserve Homoplasmy 3476 3265 (93.93%) 211 (6.07%) 1435 (41.28%) 
 

3397 1413 (41.60%)  
Heteroplasmy 1491 646 (43.33%) 845 (56.67%) 592 (39.70%) 

 
1777 595 (33.48%)          

MitoSeek Homoplasmy NA NA NA NA 
 

NA NA  
Heteroplasmy 143 71 (49.65%) 72 (50.35%) 45 (31.47%) 

 
96 43 (44.79%) 

Note: See Table 5-1 for each variant caller’s default heteroplasmy detection threshold. 
 
 

 

 

 

 

 

Table 5-3: Sharing of mtDNA variants in 145 parent-child trios according to different variant callers using a heteroplasmy detection 
threshold of 1%. 
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Variant 
caller Type  Comparing child with 

parents 
 Comparing mother with 

father 

    Variants in 
child 

Variants shared with 
mother 

Variants not 
shared with 

mother 

Variants shared 
with father 

  Variants in mother Variants shared 
with father 

GATK Homoplasmy 3807 3751 (98.53%) 56 (1.47%) 1542 (40.50%) 
 

3784 1535 (40.57%)  
Heteroplasmy 138 40 (28.99%) 98 (71.01%) 6 (4.35%) 

 
67 6 (8.96%)           

mitoCaller Homoplasmy 3498 3387 (96.83%) 111 (3.17%) 1382 (39.51%) 
 

3460 1361 (39.34%)  
Heteroplasmy 1324 720 (54.38%) 604 (45.62%) 513 (38.75%) 

 
1263 485 (38.40%)          

Mutserve Homoplasmy 3476 3265 (93.93%) 211 (6.07%) 1435 (41.28%) 
 

3397 1413 (41.60%)  
Heteroplasmy 1491 646 (43.33%) 845 (56.67%) 592 (39.70%) 

 
1777 595 (33.48%)           

MitoSeek Homoplasmy NA NA NA NA 
 

NA NA  
Heteroplasmy 1346 519 (38.56%) 827 (61.44%) 411 (30.53%) 

 
1302 382 (29.34%) 
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Table 5-4: Sharing of mtDNA variants in 145 parent-child trios according to different variant callers using a heteroplasmy detection 
threshold of 5%. 

Variant 
Caller Type  Comparing child with 

parents 
 Comparing mother with 

father 

    Variants in 
child 

Variants shared with 
mother 

Variants not 
shared with 

mother 

Variants shared 
with father 

  Variants in mother Variants shared 
with father 

GATK Homoplasmy 3807 3751 (98.53%) 56 (1.47%) 1542 (40.50%) 
 

3784 1535 (40.57%)  
Heteroplasmy 138 40 (28.99%) 98 (71.01%) 6 (4.35%) 

 
67 6 (8.96%)           

mitoCaller Homoplasmy 3564 3509 (98.46%) 55 (1.54%) 1387 (38.92%) 
 

3546 1384 (39.03%)  
Heteroplasmy 462 358 (77.49%) 104 (22.51%) 281 (60.82%) 

 
407 285 (70.02%)          

Mutserve Homoplasmy 3674 3574 (97.28%) 100 (2.72%) 1459 (39.71%) 
 

3618 1448 (40.02%)  
Heteroplasmy 157 36 (22.93%) 121 (77.07%) 0 (0.00%) 

 
118 3 (2.45%)           

MitoSeek Homoplasmy NA NA NA NA 
 

NA NA  
Heteroplasmy 143 71 (49.65%) 72 (50.35%) 45 (31.47%) 

 
96 43 (44.79%) 
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5.3.2. Allelic distribution of mtDNA variants  

I plotted the VAFs of all called mitochondrial variants to investigate the VAF range of each 

mtDNA variant caller (Figure 5-3). For heteroplasmic variants called using default 

heteroplasmy detection thresholds (Figure 5-3A), GATK variants behaved as expected, with 

variants restricted to a VAF range of 15–50%, much like a heterozygous VAF for autosomal 

genomic variants. Mutserve and MitoSeek heteroplasmic variants had VAFs that started at 

their default heteroplasmy thresholds of 1% and 5%, respectively. mitoCaller had the lowest 

VAF boundary of close to 0%, which is in line with it having no default heteroplasmy 

threshold value. It is of interest to see the ranges of allele fractions called by each caller, as 

denoted by the boxplot whiskers and outliers(Figure 5-3A). MitoSeek seemed to be the only 

caller that did not call any heteroplasmic variants beyond a 50% VAF. All others called 

variants with > 75% VAF, with mitoCaller and Mutserve even calling heteroplasmic variants 

close to the 100% fraction. 

 

When I set a uniform heteroplasmy detection threshold of 1% (Figure 5-3B), I saw no change 

in GATK-called variants, as most called variants were well above the detection threshold. 

With the other callers, the variants reflected the threshold level with most of their calls. As 

mitoCaller has no inbuilt thresholding ability during calling of heteroplasmic variants, I used 

a custom script to extract heteroplasmic variants meeting the threshold for each evaluation, 

as detailed in Section 5.2.3.3.  At a 1% detection threshold, a lot of low-fraction variant calls 

were removed in mitoCaller. At a heteroplasmy detection threshold of 5% (Figure 5-3C), 

mitoCaller’s VAF range extended beyond the 50% fraction for heteroplasmic variants, as did 

that of Mutserve. This is due to the removal of heteroplasmic variants with very low VAFs, 

which altered the VAF distribution of the remaining heteroplasmic variants called by both 

callers (Table 5-4).   

 

Homoplasmic variants called with the default heteroplasmy detection threshold (Figure 

5-3D) were concentrated at the 100% VAF for all callers. GATK and Mutserve called 

homoplasmic variants with VAFs as low as 60%. mitoCaller seems to be very strict in calling 
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only variants that had a VAF of 100%, which might explain the high percentage fractions 

seen in its heteroplasmic variants (Figure 5-3A). With the 1% heteroplasmy detection 

threshold (Figure 5-3E), I saw no changes in GATK and Mutserve calls. A custom 

heteroplasmy detection threshold script for mitoCaller can also be used to determine 

homoplasmic variants by calling when the VAF is greater than one minus the heteroplasmy 

detection threshold (e.g., if the heteroplasmy detection threshold is 1%, then it will deem 

any variant with a VAF of ≥ 99% as a homoplasmic variant). The results for mitoCaller are 

plotted in Figure 5-3E, where there are homoplasmic variants with < 100% VAF. Under the 

5% heteroplasmy detection threshold, there were no differences in the GATK and Mutserve 

calls compared those under the 1% threshold. For mitoCaller, homoplasmic variants 

extended down to a VAF of 95% (Figure 5-3F). 
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Figure 5-3 Allelic distributions of mitochondrial variants from 345 samples according to 
four variant calling methods.  
A) Allelic fraction distributions of heteroplasmic variants with default detection threshold. 
The heteroplasmic variant allele fractions for Mutserve and MitoSeek are at the minimum 
and equal to their default heteroplasmy thresholds of 1% and 5%, respectively. mitoCaller 
has no threshold, which is reflected in the low VAF values in the plot. With GATK, which is 
not a specific mitochondrial caller, the allelic fraction represents values typical of a 
heterozygous call from autosomal genomic variant calling. B) Allelic fraction distributions 
for heteroplasmic variants at a detection threshold of 1%. C) Allelic fraction distributions for 
heteroplasmic variants at a detection threshold of 5%. D) Allelic fraction distributions for 
homoplasmic variants with default detection thresholds and excluding MitoSeek, which 
does not call homoplasmic variants. As expected for homoplasmic variants, the allelic 
fractions are almost all at the 100% level. E) Allelic fraction distributions for homoplasmic 
variants at a detection threshold of 1%. There is no change for GATK and Mutserve calls. 
mitoCaller now includes homoplasmic variants that in the 99% range (100%  -  1% 
heteroplasmy detection threshold). F) Allelic fraction distributions for homoplasmic variants 
at a heteroplasmy detection threshold of 5%, showing an allele fraction change for mitoCaller to 
include 95% range. 
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5.3.3. Concordance of mtDNA variants  

Concordance between all four mtDNA variant calling methods across all 345 samples in our 

study was calculated for both homoplasmic and heteroplasmic variants (Figure 5-4). With 

heteroplasmic variants, under default settings, only 107 heteroplasmic variants 

(representing 0.62% of the total number of variants) were concordant. This low percentage 

can be attributed to the disproportionately large number of heteroplasmic variants called by 

mitoCaller (15,526), with 72% of all called heteroplasmic variants being unique to 

mitoCaller, while the percentages of variants unique to other callers were orders of 

magnitude less (Table 5-5). With homoplasmic variants, there was 71% concordance (6615 

variants) between calling methods. At the 5% heteroplasmy detection threshold, 

concordance occurred for the same 107 heteroplasmic variants as at the 1% threshold.  Due 

to the lower total number of heteroplasmic variants called at the 5% threshold, they now 

represent a concordance rate of 7.3%. The homoplasmic variant concordance percentage 

increased to 89% (8378 variants). With the heteroplasmy detection threshold set at 1%, the 

concordance percentages fell between the values reported for the default and 5% detection 

thresholds. 
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Table 5-5: Number of variants called by the mtDNA variant callers for the 345 samples. 
Heteroplasmy 

detection threshold 
Variant 
caller 

Total 
variants 

Homoplasmic Heteroplasmic 

Default GATK 9293 9045 248 

 mitoCaller 22276 6750 15526 

 MitoSeek 471 NA 471 

 Mutserve 12353 8165 4188 

     
1% GATK 9293 9045 248 

 mitoCaller 11370 8273 3097 

 MitoSeek 3215 NA 3215 

 Mutserve 12353 8165 4188 

     
5% GATK 9293 9045 248 

 mitoCaller 9511 8475 1036 

 MitoSeek 471 NA 471 

 Mutserve 9031 8691 340 
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Figure 5-4 Concordance between Mutserve, MitoSeek, mitoCaller and GATK in the 
mitochondrial variants called from the 345 samples. 
A) Concordance of heteroplasmic variants called by the four callers using their default 
parameters. The first value in the diagram represents the number of mitochondrial variants 
and the second value is the percentage of the total variants across all callers. B) 
Concordance of homoplasmic variants called by Mutserve, mitoCaller and GATK with their 
default parameters. MitoSeek was excluded as it does not identify homoplasmic variants. C) 
Concordance of heteroplasmic variants called by all callers using a heteroplasmy threshold 
of 1%. D) Concordance of homoplasmic variants called by Mutserve, mitoCaller and GATK 
using a heteroplasmy threshold of 1%. E) Concordance of heteroplasmic variants called by 
all callers using a heteroplasmy threshold of 5%. F) Concordance of homoplasmic variants 
called by Mutserve, mitoCaller and GATK using a heteroplasmy threshold of 5%. 
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5.3.4. Classification of mtDNA variants by population frequency 

and pathogenicity prediction  

The mtDNA variants called were categorised using the mitochondrial population allele 

frequency dataset HelixMTdb [183] as rare (≤ 1% MAF in HelixMTdb) or common variants (> 

1% MAF in HelixMTdb; Table 5-6). For homoplasmic variants, there were many more 

common variants than rare variants, as expected. However, a substantial number of variants 

(> 1000) were in the ‘rare’ category. For heteroplasmic variants, I saw more rare variants 

than common variants. However, this may be because there were more de novo variants 

due to the high mutation rate of the mitochondrial genome, as well as accumulation over a 

lifetime [170]. 

 

In looking to see if any of the callers worked better for rare variants, I found no change in 

the concordance of heteroplasmic variants between callers when I varied the heteroplasmy 

detection threshold (Figure 5-5 - Figure 5-7). This was the same with common variants. Most 

of the concordant heteroplasmic variants were in the common variant subset (106/107 

variants). Homoplasmic variants had the same high level of concordance in the common 

subsets as was the case when assessing variants regardless of population allele frequency 

(74–92%). With the rare homoplasmic variants, the concordance level was lower (57–80%). 

 

All variants were annotated with pathogenicity predictions using MitImpact [184], MitoTIP 

[186] and MITOMAP [167] based on the criteria mentioned in the Methods section (Section 

5.2.6). For heteroplasmic variants, no common variants were predicted to be pathogenic but 

some rare ones were (Table 5-7). The number of variants annotated as pathogenic by 

MITOMAP was the lowest (a maximum of 5), followed by MitoTIP (79) and MitImpact (941). 

Neither MITOMAP nor MitoTIP predicted any pathogenic variants in the homoplasmic 

variant set, with only MitImpact predicting pathogenicity for any rare or common variants 

(Table 5-8).  

 

While the main aim of this study was to evaluate mtDNA variant callers, I investigated 

whether there were any cardiovascular-related mitochondrial variants in our cohort that 

would be the cause CHD in these families. As MITOMAP is a clinical database reported to 
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contain human mitochondrial variation, it could be considered the most accurate 

pathogenic annotation resource of the three callers. Of all the pathogenicity-predicted 

variants, only one was called by all four variant callers and had a confirmed MITOMAP 

pathogenic annotation. This was a rare heteroplasmic variant at chrM:11778-G>A (Table 

5-7), which is known to cause Leber’s hereditary optic neuropathy, an inherited form of 

blindness that occurs in young adults (mid-20s), which can have additional cardiac, 

neurologic and endocrine disorders [187,188].  
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Table 5-6: Breakdown of variants called by mtDNA variant callers from 345 samples 
based on population frequencies from HelixMTdb. 

Heteroplasmy 
detection 
threshold 

Variant 
caller 

Total 
variants 

Homoplasmic Heteroplasmic 

   Rare* Common** Rare* Common**  
Default GATK 9293 1681 7364 170 78 

 mitoCaller 22,276 1151 5599 15,162 364 
 MitoSeek 471 NA NA 468 3 
 Mutserve 12,353 1685 6480 4126 62 
       

1% GATK 9293 1681 7364 170 78 
 mitoCaller 11,370 1516 6757 2858 239 
 MitoSeek 3215 NA NA 3204 11 
 Mutserve 12,353 1685 6480 4126 62 
       

5% GATK 9293 1681 7364 170 78 
 mitoCaller 9511 1613 6862 982 54 
 MitoSeek 471 NA NA 468 3 
 Mutserve 9031 1840 6851 316 24 
       

Note: * ‘Rare’ denotes variants with a population allele frequency ≤ 1%. ** ‘Common’ 
denotes variants with a population allele frequency > 1% 
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Table 5-7: Pathogenicity predictions for rare and common heteroplasmic mtDNA variants according to different variant callers. 
Heteroplasmy 

detection 
threshold 

Variant 
caller Rare* 

 
Common** 

 

  MITOMAP MitoTIP MitImpact MITOMAP MitoTIP MitImpact 
Default GATK 1 0 8 0 0 0 

 mitoCaller 5 79 941 0 0 0 
 MitoSeek 1 0 10 0 0 0 
 Mutserve 1 8 56 0 0 0 
        

1% GATK 1 0 8 0 0 0 
 mitoCaller 1 9 50 0 0 0 
 MitoSeek 1 13 51 0 0 0 
 Mutserve 1 8 56 0 0 0 
        

5% GATK 1 0 8 0 0 0 
 mitoCaller 1 0 11 0 0 0 
 MitoSeek 1 0 10 0 0 0 
 Mutserve 1 0 13 0 0 0 
        

Note: * ‘Rare’ denotes variants with a population allele frequency ≤ 1%. ** ‘Common’ denotes variants with a population allele frequency > 1% 
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Table 5-8: Pathogenicity predictions for rare and common homoplasmic mtDNA variants according to different variant callers. 

Heteroplasmy 
detection 
threshold 

Variant 
caller Rare* 

 
Common** 

 

  MITOMAP MitoTIP MitImpact MITOMAP MitoTIP MitImpact 
Default GATK 0 0 49 0 0 118 

 mitoCaller 0 0 39 0 0 99 
 MitoSeek NA NA NA NA NA NA 
 Mutserve 0 0 47 0 0 115 
        

1% GATK 0 0 49 0 0 118 
 mitoCaller 0 0 48 0 0 115 
 MitoSeek NA NA NA NA NA NA 
 Mutserve 0 0 47 0 0 115 
        

5% GATK 0 0 49 0 0 118 
 mitoCaller 0 0 49 0 0 118 
 MitoSeek NA NA NA NA NA NA 
 Mutserve 0 0 48 0 0 117 
        

Note: * ‘Rare’ denotes variants with a population allele frequency ≤ 1%. ** ‘Common’ denotes variants with a population allele frequency > 1% 
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Figure 5-5 : Concordance between rare and common mitochondrial variants with 
default heteroplasmy detection thresholds from 345 samples 
Using the publicly available HelixMTdb database containing allele frequencies for 
196,554 unrelated individuals, the called mtDNA variants were categorised as ‘rare’ (≤ 
1% in HelixMTdb) and ‘common’ ( > 1% in HelixMTdb) variants. A) Common 
heteroplasmic variants. B) Common homoplasmic variants. C) Rare heteroplasmic 
variants. D) Rare homoplasmic variants.  
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Figure 5-6 : Concordance between rare and common mitochondrial variants with a 
1% heteroplasmy detection threshold from 345 samples 
A) Common heteroplasmic variants. B) Common homoplasmic variants. C) Rare 
heteroplasmic variants. D) Rare homoplasmic variants. 
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Figure 5-7 : Concordance between rare and common mitochondrial variants with a 
5% heteroplasmy detection threshold from 345 samples 
(A) Common heteroplasmic variants. (B) Common homoplasmic variants. (C) Rare 
heteroplasmic variants. (D) Rare homoplasmic variants. 

5.4. Limitations 

A limitation of this study is that the accuracy of each mitochondrial variant caller was 

mostly determined using the maternal percentage of homoplasmic variant calls. It is 

important that mtDNA variant callers are accurate not only with homoplasmic calls 

but also with heteroplasmic ones. With mitochondrial heteroplasmic variants having 

great variability in VAF levels, which can be as low as 0.01% in an individual, the 

calling of heteroplasmic variants is very difficult. Thus, the accuracy of a 

mitochondrial variant caller in determining heteroplasmic variants is of vital 

importance.   
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We expect more heteroplasmic variants in a proband to be inherited from the mother 

than the father, but most of these variants occur de novo during the individual’s 

lifetime [182,189]. Accordingly, considering the percentage of heteroplasmic variants 

shared with the mother is not a perfect way to determine the accuracy of 

heteroplasmic variant calling. In the variant calling results obtained at the 1% 

heteroplasmy detection threshold (the lowest level used in my evaluation), there 

were great discrepancies between callers in terms of the number of variants called, 

even after discounting variants that might have been inherited from the mother 

(Table 5-3). Truly determining heteroplasmic calling accuracy would require greater 

refinement in heteroplasmy genotyping, especially at low VAFs. 

 

I believe that the results we provide here are still very useful for identifying more 

homoplasmies and heteroplasmies from WGS. In future, a simulation using a mtDNA 

dataset could give a more accurate result. 

5.5. Conclusions 

When I attempted to identify variant types, be they autosomal or mitochondrial, one 

of the major considerations in determining which variant caller to use was their 

accuracy. In my evaluation of mitochondrial variant callers, as I had data on family 

trios as input, I was able to utilise the mitochondrion’s unique matrilineal inheritance 

phenomenon as a metric for determining caller accuracy. I saw a high percentage of 

shared maternal-proband homoplasmic variants (86–98%) in the called variants with 

all tools, even when using GATK, which is not a specialised mtDNA caller. This may 

reflect its more straightforward approach to calling homoplasmic variants, which 

seems to utilise a common standard of a > 60% allele fraction (Figure 5-3).  

 

Determining accuracy with heteroplasmic variants is much more difficult due to their 

variable VAF, which may be as low as 0.01%. With heteroplasmic variants and a 

heteroplasmy threshold of 5%, mitoCaller reported that 77% of shared variants were 
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indicative of matrilineal inheritance. However, this is most likely due to the higher 

number of variants it generally calls and systematic errors. The low overall 

heteroplasmy matrilineal inheritance rates reported by all four callers could be due to 

the difficulty in calling low-VAF heteroplasmic variants. This may impact the 

inheritance rate, as this metric requires a variant to be called in both the mother and 

proband and, if one side is missing the heteroplasmic variant, then the rate is 

reduced. It is also possible that large numbers of de novo variants exist as they 

accumulate during the lifespan in both mother and proband, as well as due to the 

high mutation rate of mtDNA (Table 5-2 -Table 5-4) [166-168].  

 

Increasing the heteroplasmy detection threshold caused the number of called 

heteroplasmic variants to decrease (Table 5-2 - Table 5-4), especially with mitoCaller. 

This decrease could be an indication of the difficulty in calling heteroplasmic variants, 

especially the ones with a low VAF (< 1%). For variants not shared with the mother, 

which I would assign as de novo proband variants, their number also decreased when 

the heteroplasmy detection threshold increased to 1%. This again could possibly be 

giving us a true de novo heteroplasmic variant number. In most cases, I would 

consider heteroplasmic variants < 1% VAF to be false variants. 

 

The VAF plot highlights the difficulty in classifying heteroplasmic variants (Figure 5-3). 

Unlike with autosomal genotyping, which can be represented by GATK in this case, 

there was a large range of allele fractions that were acceptable to the specialised 

mtDNA callers, with mitoCaller and Mutserve calling heteroplasmic variants with 

VAFs of up to 95%. For homoplasmy, mitoCaller maintained a homoplasmy threshold 

fraction in line with the heteroplasmy detection threshold. Mutserve dropped to 

around 70% for homoplasmic variants. However, Mutserve also called heteroplasmic 

variants at this VAF level, which begs the question: At a high allele fraction, how does 

it decide when to call a variant as heteroplasmic or homoplasmic? This overlap was 

not clarified when I used different heteroplasmy detection thresholds (Figure 5-3). 
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In my study, I used different heteroplasmy detection thresholds, from caller defaults 

to uniform heteroplasmy detection thresholds of 1% and 5%. These changes allowed 

me to investigate the impact of the heteroplasmy detection threshold on the variants 

returned. These results indicate that a higher heteroplasmy detection threshold, such 

as 5%, leads to greater accuracy in the calling of not only homoplasmic variants but 

also heteroplasmic variants. This idea of utilising a high heteroplasmy detection 

threshold has also been encouraged by other studies [171,174].  

 

Using family trios in our dataset, I also investigated the inheritance of variants from 

the father, or patrilineal inheritance (Table 5-2 - Table 5-4) [182]. The number of 

homoplasmic variants shared by a child and father was around 40%, which is not 

incompatible with maternal inheritance, as homoplasmic variants are known to be 

shared across the same ethnic population and the majority of the samples were of 

European ethnicity (Figure 3-2). Variants shared by the father and mother were also 

at around 40%, which supports this commonality of homoplasmic variants within an 

ethnic population [174]. As any proband variants shared with the father are already 

shared with the mother, I did not see any likely patrilineal inheritance in our cohort.  

 

The main purpose of a variant caller is to identify candidate variants that future 

studies may discover are disease-causing. With our cohort being associated with CHD, 

I decided to follow through with our variants to see what mitochondrial resources 

were available to help look for likely disease-causal variants. I broke down the 

variants into rare (≤ 1%) and common variants (> 1 %) based on the mitochondrial 

variant population frequency database HelixMTdb (Table 5-6) [183]. There was a high 

number of rare variants identified, especially heteroplasmic variants, where the 

number of rare variants outnumbered the number of common variants by quite a 

large margin. HelixMTdb only contains frequencies for 15,036 alternate alleles, much 

lower than the possible number of mtDNA alternate alleles (49,707). The high 

mutational rate of mtDNA may create a large number of de novo variants that are not 

in HelixMTdb, thereby causing these variants to be flagged as ‘rare’ [166-168].   
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Of the three pathogenicity annotation datasets used, MitImpact provided the most 

pathogenic annotations to variants, but this is because the database contains a 

prediction for every possible nucleotide change along the full 16 Kb of the mtDNA 

sequence and, therefore, has a prediction for most variants. Both MitoTIP and 

MITOMAP use the known clinical history of existing variants, so this may account for 

them making fewer predictions than MitImpact. A pathogenic annotation from the 

former two should be considered more impactful than one from the latter, as they 

are supported by functional evidence. In this study, no variants (heteroplasmic or 

homoplasmic) were annotated as pathogenic by all three datasets. Therefore, it is 

important to determine a minimal level of pathogenicity acceptance, such as by using 

MITOMAP as the major predictor with other annotations providing additional 

support.  

 

To evaluate the potential of this mtDNA pipeline setup, I found one rare variant that 

was identified by all four variant callers and was annotated to be clinically pathogenic 

by MITOMAP. The variant, ChrM:11778-G>A, is a known cause of Leber’s hereditary 

optic neuropathy, an inherited form of blindness that occurs in young adults (mid-

20s), and can have additional cardiac, neurologic and endocrine disorders [187]. The 

relationship of this variant to the CHD phenotype of the patient is currently being 

investigated. 

 

Overall, there was consistency between callers in calling homoplasmic variants, but 

significant discrepancy in calling heteroplasmic variants. I believe that any caller’s 

results should be scrutinised. In terms of being used alongside an autosomal variant 

discovery pipeline, the method of variant calling followed by population filtering and 

pathogenic annotation of variants for mtDNA is the same as used for autosomal 

variant discovery. A major evaluation is still required to ensure that mitochondrial 

support sources, like population allele frequency datasets and pathogenicity 

categorisation sources, are well-defined for use with good coverage of mtDNA. The 

present study provides a framework for building a mtDNA variant pipeline by 
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providing mtDNA variant caller selection metrics and criteria for the selection of well-

developed population frequency and pathogenicity annotation datasets. 
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Chapter 6.  
Bioinformatic Tool 

Improvement - Variant 

Calling  

The text and figures in this section are adapted from the publication: 

Ip E, Hadinata C, Ho JWK, Giannoulatou E  
dv-trio: A family-based variant calling pipeline using DeepVariant.  
Bioinformatics. (2020) 
https://academic.oup.com/bioinformatics/article-
abstract/doi/10.1093/bioinformatics/btaa116/5823297 
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6.1. Introduction 

The task of analysing NGS sequencing data is very time-consuming and when initial 

analysis is finished it is often deemed to be completed and often not revisited. Yet, 

sequencing technologies are improving all the time with better coverage and more 

reliable nucleotide capture. Alongside this is the continuous development of 

alignment and updates of annotation datasets [190]. Recent studies for 

cardiomyopathy (MedSeq project), neurodevelopmental disorder, hereditary hearing 

loss and sudden unexplained death have shown that reanalysing WES/WGS data can 

lead to new candidate variants which can improve diagnostic yield [191-194]. Apart 

from the forementioned areas of improvement, another in the “Stages of NGS data 

analysis of disease genetics (Section 1.3.2.2)” that has seen new development is 

variant calling technology.  

 

In 2018, Google published an innovative variant caller, DeepVariant [116], which 

converts pileups of sequence reads into images and uses a deep neural network to 

identify SNVs and indels from these images. DeepVariant was shown to call variants 

with greater accuracy than existing state-of-the-art tools, including GATK, and to 

maintain the same high proficiency across a variety of sequencing technologies, 

thereby offering a more generalised approach to variant calling. However, 

DeepVariant does not offer a joint calling option and only provides a single-sample 

processing workflow. To consider this new variant calling method as part of a future 

reanalysis of the WGS CHD cohort, I looked at the possibility of repurposing it to 

handle multiple samples, starting with family trios. 

 

6.2. Background 

Variant calling is a combination of two processes—variant identification and genotype 

calling. Variant identification aims to identify differences in the genomic positions of a 

sample and a reference or representative example of a species. Variants can have 

differences at a single nucleotide (known as single-nucleotide variants, SNVs) or in a 
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string of one or more nucleotides that is present in the sample but not the reference 

genome (insertion) or vice versa (deletion), which is known as an insertion/deletion 

(indel). Genotype calling is the process of determining the allele composition at a 

variant position. If the variant caller considers that there is enough evidence that the 

genotype it is not a reference genotype, then it is called as a variant. 

 

6.2.1. Current variant calling approach. 

Next-generation sequencing (NGS) methods have advanced rapidly as their use has 

become more popular. However, reads obtained by NGS methods can have high error 

rates due to factors such as invalid base-calling and incorrect read alignment [195]. 

To overcome this problem, variant callers incorporate data processing algorithms to 

differentiate between actual variants and machine artefacts [136]. Even so, the 

results regularly produce thousands of false variants as well as missed variants for 

each genome called. 

 

These data processing algorithms usually scan the short-read data generated by the 

NGS methods and map them to a reference sequence to identify mismatches (Figure 

6-1). Early caller software, such as Roche’s GSMapper and DNSTAR Lasergen, filter 

nucleotide bases from reads based on quality scores. A genotype is inferred by 

counting the high-confidence bases. A variant is called based on the inferred 

genotype; for example, it may be a heterozygous genotype if the non-reference allele 

frequency is between 20% and 80%, otherwise it is a homozygous genotype. These 

methods work fine with high sequencing depths, but when used on less-deep data, 

there is a greater chance of under-calling heterozygous genotypes, as the lower 

coverage might not provide enough high-confidence bases [195]. To improve calling, 

probabilistic frameworks were developed to determine the likelihood of a genotype 

being at a location. These ‘genotype likelihood’ models incorporate a variety of 

statistical techniques to calculate the posterior probability of all possible genotypes 

from the quality scores for each read. The genotype with the highest posterior 
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probability is generally chosen. These probabilistic methods provide a framework 

with which to introduce information like expected error rates during base calling, 

alignment and assembly [195]. However, these models are often tuned to specific 

sequencing technologies, e.g. Illumina or Ion Torrent, and cannot be generalised 

[116]. 

 

 
 

Figure 6-1: Mapping of sequencing reads to a reference genome. 
(Adapted from https://galaxyproject.github.io/training-material/topics/sequence-
analysis/tutorials/mapping/tutorial.html#map-reads-on-a-reference-genome) 
 

As more samples were able to be processed with NGS, the variant calling 

methodology changed from processing a single sample at a time to multi-sample joint 

calling. Under a single-sample approach, if sites have little or no sequencing data, 

then no genotype can be assigned; or, even if a genotype is assigned, it might be with 

a low quality. With multi-sample joint calling, an approach led by the Genome 

Analysis Toolkit (GATK) team, the genotypes of all the samples provide additional 

information with which a genotype likelihood model calculates their posterior 

probabilities. This approach can improve the sensitivity of calls at positions in samples 

with low coverage, as well as improve overall genotyping accuracy for all the samples 

included in a joint calling process [51]. 

https://galaxyproject.github.io/training-material/topics/sequence-analysis/tutorials/mapping/tutorial.html#map-reads-on-a-reference-genome
https://galaxyproject.github.io/training-material/topics/sequence-analysis/tutorials/mapping/tutorial.html#map-reads-on-a-reference-genome
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The concepts discussed above have been in place for many years and form the 

backbone of most variant calling software and approaches. For researchers following 

these approaches, the preferred variant calling method is GATK with its ‘best 

practices’ pipeline, which is considered the gold-standard in the field [175]. 

6.2.2. Machine Learning and Neural Networks. 

To appreciate how different DeepVariant, with its use of convolutional neural 

network (CNN) is compared to the current variant calling approach, we need some 

understanding of Artificial Intelligence (AI) and its subset variations of Machine 

Learning (ML), Deep Learning (DL) and the basic unit of Neural Networks (NN) (Figure 

6-2). The term AI is commonly used to refer to the concept of a computer or machine 

that exhibits attributes that mimic “cognitive” functions, such as “learning” and 

“problem solving”, which resembles human intelligence [196]. This concept can 

include expert systems, which make decisions based on complex rules, or 

combination functions which require many capabilities like driving a car. The recent 

rapid development in AI has been made possible by the availability of large amounts 

of data and computational power, such as with graphics processing unit (GPUs), 

which make processing of all that data faster and with great accuracy.  

 

 
Figure 6-2 : Visualisation of Artificial Intelligence and its subsets.  
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Relationship of Artificial Intelligence, Machine Learning, Deep Learning and Neural 
Networks, (figure from IBM website [197]) 
 

The foundation of artificial intelligence are the Neural Network (NN) units, which are 

modelled on the biological neural networks that constitute the brain [196]. The 

neural network would comprise of layers of nodes, where each node is a 

representative of a neuron in the brain. Each node would perform some sort of 

calculation, which is then passed on to other nodes deeper in the network.  A basic 

neural network would contain three layers, an input level, one hidden level for the 

machine learning algorithms and finally an output layer (Figure 6-3A). 

 

 
Figure 6-3 : Machine Learning  
Within ML are the subsets of Deep Learning and neural network. A) A basic neural 
network consists of an input level, one hidden level for the machine learning 
algorithms and an output layer. B) A deep neural network for Deep Learning model, 
which consist of an input level, multiple hidden level for the machine learning 
algorithms and an output layer.  (figure from IBM website [198]) 
 

Machine Learning (ML) is a subset of the AI, where the application is learning to solve 

its designated problem by itself, through digestion of more data. By learning from 

data, ML applications improve their accuracy over time without any additional 

programming.  

 

ML can be categorised into three forms [199]: 
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• Supervised learning, where data are labelled with data representations 

(features) to train algorithms, such as Decision Trees, Random Forest, and 

Support Vector Machines, to classify or predict outcomes accurately. 

• Unsupervised learning, where algorithms use unlabelled training data to 

discover underlying patterns via methods such as:  

o clustering, the grouping of data based on similarities or differences, or 

o association rules, which looks for relationships between variables in 

the dataset, or 

o dimensionality reduction where, in cases that have too much data, the 

number of features or dimensions in the data maybe too great and 

make it difficult for the dataset to be visualised. The transformation of 

the data to a lower number of dimensions makes the data more 

manageable while keeping the integrity of the dataset. 

• Semi-supervised learning, where a mixture of labelled and unlabelled data is 

provided. It provides a middle ground that looks to overcome the drawback of 

supervised learning (the large cost and time-consuming effort to label huge 

amounts of training data) and unsupervised learning (the issue of clustering 

unknown data accurately). By providing a small set of labelled training data, 

the system can learn from it and then label the remaining unlabelled data. 

 

Deep Learning (DL), is a subset of ML where instead of having only one hidden layer 

in the neural network, there are multi-hidden layers within the network. In general DL 

models are grouped under the generic term of Deep Neural Network (DNN). DNN are 

typically unsupervised or semi-supervised models but can also be supervised. A DNN 

consists of an input layer and output layer, called the visible layer and in between are 

multiple hidden layers (Figure 6-3B). Following input, values are computed across 

each layer of the network. Calculations from each hidden layer are passed forward, a 

process call forward propagation, to the next layer which refines the conclusions of 

the previous layer with progressively more complex algorithms [200] (Figure 6-3B). 

The neural network can push back calculation to the previous layer in a process called 

backpropagation. This is used to signal errors in calculation and compute gradients 
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with weights to refine or train the model [201]. Together this backward and forward 

propagation allows the DNN to make predictions about the input, while also enabling 

it to learn from inconsistencies from the outcome.  

 

This multi-layer neural network model was designed to learn in the same manner as 

the human brain. It takes in huge amounts of data and passes it through multiple 

layers of calculation, with each successive layer adjusting and checking for errors and 

applying weights and biases to arrive at the best outcome. It is a system that becomes 

more efficient and accurate over time as it deals with more data. 

 

 Convolutional Neural Network (CNN).  

A more complex version of a DNN is a model known as the Convolutional Neural 

Network (CNN). This DL model is the innovation behind DeepVariant, and its new 

approach to variant calling. A CNN is a subset of a DNN which is predominantly used 

in image classification and computer vision applications where the data has a grid-like 

topology. CNNs are designed with inspiration from the visual cortex of the brain 

[200].  

 

A typical CNN consists of visible layers (input and output) and three types of hidden 

layers [202](Figure 6-4). These hidden layers are: 

• Convolutional layer 

• Pooling layer 

• Fully-connected layer 
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Figure 6-4 : A typical convolutional neural network (CNN) 
The red square represents a small section of the data that each layer receives from 
the previous layer, in a concept called local receptor fields. From the last pooling layer 
to the fully-connected layer, no longer is only a subset of data passed on but the full 
data is now passed as input (adapted from Lawrence et al., 1997). 
 

A CNN differs from a DNN in that each layer of neuron units receives inputs from only 

a similar subsection in the previous layer, or local receptor fields [203]. In a DNN, 

each neuron node is receiving input from every node in the previous layer including 

the input layer (Figure 6-3). For a CNN, only a small section of the input data is passed 

(Figure 6-4). 

 

The convolutional layer performs feature extraction by finding spatial features in the 

local receptor image. It applies a series of different image filters, known as 

convolution kernels, against the local receptor image. A kernel is a small grid of values 

that is moved over the local receptor image to produce an output convolved features 

matrix (Figure 6-4). Each kernel is different, thus a series of different filtered output 

images are produced from each convolution layer. The main idea of this methodology 

is that each kernel will filter for a different feature, and eventually the combination of 

these features will help in classifying the input image. 

 

Following the convolutional layer is a pooling layer, which performs downsampling 

using a kernel to reduce the spatial size of the convolved feature matrix via 

dimensionality reduction [204]. The reduction allows for decreased use of 

computational power to process the data.  
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There are two types of pooling [204] (Figure 6-5): 

• Max Pooling, which returns the maximum value from the portion of the image 

covered by the kernel. 

• Average Pooling, which returns the average value from the portion of the 

image covered by the kernel.  

 

 
Figure 6-5 : Types of Pooling. 
 

The number of convolution and pooling layers depends on the complexities of the 

requirement to capture low-level details. The first convolution layer is used to 

capture low-level features like colour, edges, etc. Additional layers will look for high-

level features to create a network that can fully understand the images in the dataset 

[205]. After the many forward propagations through the various layers, the model 

should have successfully understood the features of the input and be ready for 

output classification. 

 

The output classification is done by a traditional neural network in the final hidden 

layer called the fully connected layer. The “fully connected” terminology refers to 

how the full output from the last pooling layer is passed as input to every neural node 

of the fully connected layer, unlike the convolution connection of a local receptor 

field (Figure 6-4). Utilising the features extracted by the previous convolutional and 
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pooling layers, the fully connected layer produces a probability distribution of the 

label candidates or list of class scores [204]. From this a determination of what class 

the input is can be made.  

 

6.3. DeepVariant 

DeepVariant is a variant caller that utilises a single deep learning model to genotype 

and call SNVs and indels from pileup images instead of the assortment of statistical 

models used by other variant callers. DeepVariant has three processing stages:  

 

1. Making examples. The aligned reads and a reference genome are used to 

identify a candidate variant and then create a pileup image of the reads 

covering the variant location (Figure 6-6).  

2. Calling variants. The image is evaluated with a deep learning model. 

Google provides a trained convolutional neural network (CNN) to call 

genetic variations, which the user can retrain to return the probabilities 

for each diploid genotype (0/0, 0/1 and 1/1) at each variant position. 

3. Post-processing variants. Interpretation of the genotype’s likelihoods of 

calling the variant itself. This step also creates the final variant call format 

(VCF) file or genomic variant call format (gVCF) file. 

 

The difference with DeepVariant is in the variant calling step. Each variant image (or 

tensor in CNN terminology) is evaluated by the CNN based on six features (or 

channels): read base, base quality, mapping quality, strand of alignment, variant read 

supports, and base differences from a reference base (Figure 6-7). DeepVariant’s CNN 

calculates and outputs three genotype likelihoods (homozygous-reference, 

heterozygous, and homozygous-alternate). This is then interpreted in the variant 

post-processing stage of DeepVariant. 
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The CNN model offered by DeepVariant is trained without specialised knowledge of 

the genome or any specific NGS technology. A ‘truth’ or ‘training’ set containing 

known variants with their genotype and their read pileup images is given to a CNN. 

This may be a novel CNN, a CNN trained for other image classification tasks, or a prior 

DeepVariant model in cases of retraining for a specific species’ genome. The CNN is 

optimised using a stochastic gradient descent algorithm through many cycles to 

maximise genotype prediction accuracy.  

 

The end result is a variant caller that is more accurate than existing tools; a claim that 

was supported by it winning the “Highest Performance” award for SNVs at the US 

Food and Drug Administration (FDA)-sponsored variant-calling Truth Challenge in 

2016. Following the FDA Truth Challenge, a new version of DeepVariant was released, 

which performed even better. It improved on the SNV calling accuracy, going up to an 

positive predictive value of 99.98%, and for indels it improved to 99.50% (Figure 6-6) 

(Table 6-1) [116]. The differences between DeepVariant and GATK, the gold-standard 

genomic variant calling method, were very small in terms of the F1 comparison, 

0.99507 vs 0.99366 for INDEL, and 0.99982 vs 0.99914 for SNP, respectively. Would 

these 0.00141 (INDEL) and 0.00068 (SNP) difference make a difference in the real-

world? It would make more sense to look at the individual numbers used to arrive at 

the F1 value, which uses recall and precision, which themselves are calculated from 

true positive (TP), false negative (FN) and false positive (FP) variants called against a 

true dataset.  

 

 F1 =  2 × Precision × Recall / (Precision + Recall), or  

2 × TP / (2 × TP) + FP + FN  

 

With the SNP variant type, which had a F1 difference of 0.00068, DeepVariant called 

58 more TP variants compared to GATK, 4119 less FP variants, and 58 less FN variants. 

For INDEL variant type, which had a F1 difference of 0.00141, DeepVariant called 460 

more TP variants compared to GATK, 554 less FP variants, and 460 less FN variants 

(Table 6-1). This was for only one sample, NA24385. While the F1 difference was 
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quite small, the variants difference was substantial, especially in the number of FP 

variants. If this was extrapolated to hundreds of samples, then we would see 

hundreds of thousands false SNP variants called that must be investigated before 

they can be excluded. Overall, there is more confidence in the variants called by 

DeepVariant, as there are less false variants, and more true variants, with a smaller 

number of true variants not being called. 

 

The deep learning model of DeepVariant provides a robust and more generalised 

variant caller that can handle changes in sequencing coverage, preparation protocol, 

instrument type and even sample species [116]. 

 

 
 
Figure 6-6 : DeepVariant workflow. 
A) Initial training process for the DeepVariant CNN with known variants. The trained 
CNN is then provided for use in the DeepVariant release. B) DeepVariant variant-
calling workflow. Aligned reads are scanned for sites that are different to the 
reference to find variant candidates, which are then encoded as a pileup image. C) 
The image is evaluated by the CNN, and genotype likelihoods are calculated, with the 
highest one returned for the variant call. (adapted from Poplin et al. (2018)). 
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Figure 6-7 : DeepVariant image pileups. 
Classification images used by DeepVariant, with six channels/features used for identification. Read base: different intensities represent A, C, 
G, and T. Base quality: set by the sequencing machine. Mapping quality: set by the aligner; white indicates higher quality. Strand of alignment: 
Black is forward, white is reverse. Read supports variant: White means that the read supports the alternate allele provided, grey means it 
does not. Base differs from reference: White means the base is different from the reference, dark grey means the base matches the 
reference. Examples of a A) homozygous alternate locus, B) heterozygous alternate locus and C) homozygous reference locus. Images taken 
from https://google.github.io/deepvariant/posts/2020-02-20-looking-through-deepvariants-eyes/ 

https://google.github.io/deepvariant/posts/2020-02-20-looking-through-deepvariants-eyes/
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Table 6-1 : Bioinformatic comparisons including DeepVariant 

 
Note: Evaluation of the Genome in a Bottle (GIAB) truth set for sample NA24385. Comparisons were performed using hap.py software and the GIAB 
truth set (v3.2.2) for the sample. The overall accuracy (F1, sort order within each variant type), recall, precision, and numbers of true positives (TP), 
false negatives (FN) and false positives (FP) are shown over the whole genome. False positives are further divided by those caused by genotype 
mismatches (FP.gt) and those cause by allele mismatches (FP.al). There are three GATK callsets: 1) GATK (raw; unfiltered calls emitted by 
HaplotypeCaller), 2) GATK (VQSR; the callset filtered with variant quality score recalibration, VQSR), and 3) GATK (flt; the raw GATK callset filtered with 
the run-flt step in CHM-eval software). Table taken from Poplin et al. (2018) [116].  
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6.4. dv-trio 

I developed dv-trio, a pipeline tool that combines the accuracy of DeepVariant with 

joint calling and Mendelian inheritance likelihoods to reduce the number of false 

variants called. 

 

It is claimed that DeepVariant can generate more accurate calling than other widely 

accepted tools, which was of interest to us. In our WGS CHD project, when 

investigating variants, we sometimes came across false variant calls where the in-

silico verification did not justify the variant call. However, as GATK users, we also 

believe that joint calling of samples improves the accuracy of the variant calls. 

DeepVariant does not provide the ability to do joint calling, so we decided to see if we 

could devise a solution that does.  

 

While we could have simply added a joint calling component to create a new pipeline, 

we decided to investigate how we could further improve variant calling accuracy as, 

even with joint calling, an abundance of false variants is still called. In disease 

sequencing studies, the ability to examine a family trio (father, mother, affected 

child) improves disease mutation discovery by allowing inheritance models to be 

investigated. A family trio allows us to assume a Mendelian inheritance pattern from 

the parents to the child. We can then use this to identify false variants that do not fit 

the possible parent-child Mendelian genotypes.  

 

dv-trio combines DeepVariant’s accurate, high-performance and well-calibrated 

genotype likelihood calling strategy with a joint calling approach suitable for family 

trios. It also incorporates a Mendelian genetic inheritance model into the variant 

calling pipeline with the goal to reduce the number of false variants called. 
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6.4.1. dv-trio Pipeline 

The workflow of dv-trio consists of three main steps (Figure 6-8): 

1. Individual-sample variant-calling using DeepVariant,  

2. Family trio joint-calling using GATK [51], and 

3. Genotype updating based on Mendelian inheritance using FamSeq [206].  

 

dv-trio can be run on a local high-performance computer or a cloud-based virtual 

machine. However, due to the computational load of DeepVariant, a cloud-based 

approach is recommended. 

 

 
 
Figure 6-8 : dv-trio workflow 
dv-trio workflow showing the inputs, internal steps and outputs at each step. There 
are three main steps: 1) individual-sample DeepVariant calling, 2) joint-calling for 
families with GATK, and 3) Mendelian error correction using FamSeq. A minor final 
step reformats the final output VCF with FamSeq-corrected sample genotypes. 
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 Individual variant calling using DeepVariant 

The first step in dv-trio is to utilise the high-confidence calling of DeepVariant to 

obtain an accurate gVCF for the father, mother and proband samples. A gVCF file is 

output because it contains variant lines for any alternative allele calls for the sample 

as well as variant lines relating to the location of reference alleles. These 

comprehensive gVCFs provide important detail that is required because genotypes 

for all samples at any genomic position are needed in the next step.  

 

DeepVariant can use multiple central processing units (CPUs) to increase computing 

power by allowing the genome to be broken into multiple shards for parallel 

processing of its ‘make_example’ and ‘call_variants’ steps. Within dv-trio, 

DeepVariant is executed three times to parallelise the individual-sample variant-

calling steps. To prevent a single DeepVariant call from monopolising all available 

CPUs, dv-trio employs a simple CPU sharing method: the total number of CPUs is 

reduced by one and then divided by three. For example, if a system has 36 CPUs, after 

reduction by one, it would be 35 CPUs divided by three, giving each sample’s 

DeepVariant call 11 CPUs to work with. One CPU is reserved for any overhead activity 

within the system.  

 

dv-trio checks whether the DeepVariant calls for all three samples have completed by 

looking for the samples’ gVCF file. Only when all three samples’ DeepVariant runs are 

completed will dv-trio proceed to the next step: joint calling. 

 Family trio joint calling using GATK 

In step two, dv-trio utilises GATK’s GenotypeGVCFs function to joint-call the 

DeepVariant-created gVCFs for the family (Figure 6-9). This creates a single multi-

sample VCF file. The GenotypeGVCFs process uses statistical evidence from a 

Bayesian algorithm based firstly on all the individual samples’ genotypes at a certain 

position according to the gVCF. It then calls genotypes for all samples at that position 

to determine if a variant line is needed in the family multi-sample VCF file. 
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Figure 6-9 : dv-trio’s usage of GATK.  
dv-trio only utilises the joint-calling section of the GATK ‘best practices’ pipeline. 
Figure adapted from the GATK ‘best practices’ forum.  
 

The use of joint variant calling provides two key advantages over individual-sample 

variant calling, as stated by GATK. 

1. A genotype call is provided with joint calling at every site from the gVCF that 

has evidence of variation, including those with missing data (./.). This allows 

distinction between sites with missing data and homozygous reference sites, 

which would not be possible when comparing the VCFs of individual samples, 

as those sites are not represented in a VCF. 

 

2. Joint calling provides the ability to “rescue” genotype calls at sites that might 

have low coverage by sharing genotype information from other samples 

within the joint-call set that have a confident variant at the same site.  

 

dv-trio checks whether the family joint-called VCF is completed before proceeding to 

the next step: Mendelian genotype update with FamSeq. 
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 Genotype update based on Mendelian inheritance 

using FamSeq 

The final step with dv-trio is to apply possible Mendelian genotype correction to the 

trio family VCF file. To do this, dv-trio applies FamSeq [206], which takes the VCF, 

containing well-calibrated genotype likelihoods within the Phred-scaled likelihood 

(PL) section and utilises a Bayesian network algorithm to process the family samples’ 

genotypes (Figure 6-10). FamSeq provides four variant-calling options: Markov chain 

Monte Carlo algorithm, Elston-Stewart algorithm, Bayesian network algorithm and 

Bayesian network parallelisation (when running with graphical processing units 

(GPUs)). We selected the Bayesian network method based on FamSeq’s 

recommendation for family sizes less than seven and its more general ability to be 

used with both CPUs and GPUs. FamSeq then updates the sample’s genotype after 

taking into consideration Mendelian inheritance. FamSeq allows the user to 

determine the family pedigree’s amount of contribution to the genotype update 

based on a likelihood ratio cut-off (LRC) value, where ‘1’ denotes using the family 

pedigree for all variants and ‘0’ denotes use of an individual-based method.  

 

 
Figure 6-10: FamSeq workflow in dv-trio 
In dv-trio, a VCF with Phred-scaled likelihood (PL) is used as input. The variant calling 
method is Bayesian network (adapted from Peng et al., 2014) 
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To determine a default FamSeq LRC value to use in dv-trio, I ran a series of tests using 

the GIAB Ashkenazim trio—HG002/NA24385 (son), HG003/NA24149 (father) and 

HG004/NA24143 (mother)—at LRCs ranging from 0.1 to 1 in increments of 0.1. Two 

metrics were used to measure the effect of the LRC values. Firstly, the precision of 

the variant call was compared to the published value from the DeepVariant paper 

using the same GIAB NA24385 sample [116].  Secondly, a comparison was made 

between the Mendelian error rate (MER) resulting from using FamSeq in dv-trio and 

the MER obtained without using FamSeq.  

 

The results show that the precision only changed when LRC = 1, and was improved 

(Figure 6-11A). In terms of MER, at more individual-based LRC values of 0.1 to 0.6, the 

dv-trio rates were worse than the no-FamSeq approach (just using DeepVariant and 

GATK co-calling). At LRC = 0.7, the MERs were the same with the two approaches, and 

from LRC values of 0.8 to 1, dv-trio’s MERs were lower than those of the no-FamSeq 

approach (Figure 6-11B). From this, I concluded that a default LRC value of 1 in dv-trio 

would be the best, as it improves variant-calling precision at the sample level and 

decreases the MER at the family level. The LRC value can be changed by the user from 

0 to 1 in increments of 0.1 via the “-t” option in dv-trio (Figure 6-12).  
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Figure 6-11 : FamSeq likelihood ratio cut-off evaluation of dv-trio default values. 
A) Comparison of the precision of dv-trio and DeepVariant at different FamSeq LRC 
values with the same NA24385 GIAB sample. B) Comparison of Mendelian error rates 
obtained at different FamSeq LRC values in family VCFs created with dv-trio and 
DeepVariant with GATK co-calling and no FamSeq applied (DV+GATK). The GIAB 
Ashkenazim trio was used. The combination RR-AA and AA-RR represents the 
parental genotypes. AA - homozygous alternate genotype, RR - homozygous 
reference genotype. 
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6.4.2. Using dv-trio 

dv-trio can be freely downloaded at GitHub (https://github.com/VCCRI/dv-trio/). 

Documentation for installation is located also on the GitHub page, along with a user 

tutorial, default input parameter file and test data. The usage scenario described in 

the installation documentation uses Amazon Web Services (AWS), a cloud-based high 

performance computing service provider. Once installation is complete, dv-trio is 

ready to use. dv-trio has three required and three optional parameters (Figure 6-12).  

 

The required parameters are: 

-i : path to the input file, which contains information about the family, such as 

sample IDs, gender, family relationship and location of the sample’s BAM file 

on the cloud server. An example is provided in part of Figure 6-12. 

-r : the reference to be used for alignment. 

-d : a dbSNP VCF for use by FamSeq to help in determining default genotypes. 

 

The optional parameters are: 

-o : output location. The default is the current working directory.  

-t : an LRC threshold for deciding on methods used by FamSeq for Mendelian 

error correction. 0 – use the single-individual-based method, 1 – use the 

pedigree-based method. 

-b : AWS S3 bucket output path 

 

The final output from dv-trio is a family VCF with the sample genotype (GT) fields 

representing the FamSeq-updated genotypes. The original GT values are kept and 

renamed as FORMAT field OGT. The intermediate VCF outputs from each step are 

retained in directories corresponding to the process: a sample directory for each 

DeepVariant sample process, a co-calling directory for GATK joint calling, and a 

famseq directory. 
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Figure 6-12 : dv-trio input parameters. 
A) Input options for dv-trio. B) Format of the Input parameter file, which contains the 
location of the three family samples and their family designation (taken from 
https://github.com/VCCRI/dv-trio). 
 

  

https://github.com/VCCRI/dv-trio


  

255 
 

6.4.3. Benchmarking 

To evaluate whether dv-trio’s approach produces more accurate variants than others, 

I compared its results against VCF files produced by three other approaches:  

 DeepVariant + bcftools 

This approach uses DeepVariant to generate VCF files for each member of the family. 

The three individual VCFs are merged using bcftools to create a family trio VCF (Figure 

6-13). With this merged approach, the final family VCF contains many missing “./.” 

genotypes, which is due to the unavailability of a true sample genotype, as the 

DeepVariant sample VCFs do not contain homozygous references or missing genotype 

details. For evaluation, these “./.” values will be assumed to be homozygous 

reference genotype “0/0”.  

 

 
 

Figure 6-13 : DeepVariant with bcftools merge workflow 
DeepVariant-created single-sample VCF files with bcftools’ ‘merge’ function applied 
to create a family trio VCF file. 
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 DeepVariant + GATK 

This approach uses DeepVariant to generate gVCF files for each member of the 

family. The three individual gVCFs are joint-called using GATK’s GenotypeGVCFs 

function to create a family trio VCF (Figure 6-14). This approach is simply the dv-trio 

approach without the Mendelian genotype update step of FamSeq. 

 

 
 
Figure 6-14 : DeepVariant with GATK joint-calling workflow 
DeepVariant-created single-sample gVCF files with GATK4 joint-calling 
function applied to create a family trio VCF file. 
 

 GATK4 ‘best practices’ 

This approach follows GATK4 ‘best practices’ approach (Figure 6-15). This includes the 

BAM data pre-processing steps of base recalibration and base quality score 

recalibration to create higher quality base scores, which can be used by the variant 

caller to determine how accurate the base call is. This is followed by a variant calling 

or discovery step where, firstly, individual sample gVCFs are created via the 

HaplotypeCaller, followed by joint genotyping of the three samples’ gVCFs with 

GenotypeGVCFs. The final step is the variant refinement process, where the multi-

sample VCF file undergoes variant filtration and variant quality score recalibration. 



  

257 
 

This assigns a quality score and filter status against each variant in the multi-sample 

VCF file.  

 

 
 
Figure 6-15 : GATK ‘best practices’ workflow 
GATK4 ‘best practices’ workflow for creating a family trio VCF file 
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 Benchmarking datasets  

In addition to comparing multiple approaches, I utilised three family trio datasets 

with genome- and exome-sequencing input data. This was to see whether different 

sequencing technologies affect the various approaches. 

 

1. Genome in a Bottle (GIAB) Ashkenazim Trio genome data (Table 6-2). 

 

2. 1000 Genomes CEPH (Centre d'Etude du Polymorphisme Humain) - Utah 

Residents with Northern and Western Ancestry trio genome data (Table 6-2). 

 

3. 1000 Genomes CEPH - Utah Residents with Northern and Western Ancestry 

trio exome data (Table 6-2). 

 

To evaluate the four approaches, I used the ‘Mendel’ tool in Illumina’s Ancestry and 

Kinship Toolkit (AKT) [91] to calculate the MERs for each family trio VCF and 

compared the results. This tool checks and compares the proband genotype against 

the parental genotypes for each variant and counts the number of Mendelian error 

genotypes for the proband. For example, if the proband has a homozygous alternate 

genotype (AA), and both the father and mother are homozygous references (RR), 

then AKT will count the proband genotype as an error, since it is not a possible 

Mendelian-inherited genotype. An MER is determined using the total number of 

Mendelian errors over the total number of variants.  

 

The performance of the variant-calling of each approach was assessed using 

Illumina’s hap.py tool, with the GIAB Ashkenazim Trio data genome data, as it has a 

benchmarking gold standard set of VCFs [207]. The tool compares a query VCF and a 

truth VCF, not in a variant-by-variant scenario, but by building a superlocus of the 

genome, sized between 1 and 1000 bp, from the variants in the VCFs. In doing this, it 

can discount possible variant differences due to the variant callers, especially in cases 

of indel variants. It will report the number of: 

• True positives (TP), where truth and query variants and genotypes match. 
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• False positives (FP), where truth and query variants and genotypes do not 

match. Also, where a query variant exists but a truth variant does not. 

• False negatives (FN), where variants exist in the truth VCF but not in the 

query VCF. 

• Non-assessed calls (UNK), for any variants outside the truth region. 

 

Using these counts, hap.py calculates three values that can be used as metrics of 

variant-calling accuracy. 

• Recall (sensitivity) = TP/(TP + FN) 

• Precision (ratio of correctly-predicted positive observations to total predicted 

positive observations) = TP/(TP + FP) 

• F1 (weighted average of Precision and Recall) = 2 × Precision × 

Recall/(Precision + Recall) 

 

These hap.py counts and values were provided for both SNV and indel subsets. 

 

As discussed in Section 6.3, the precision, recall, and the overall F1 value between 

callers and their difference compared to each other is important. Small differences in 

values can still translate to many variants when multiple samples are used.  

 

 Computational benchmarking platform 

Variant calling by the different approaches was performed on the same AWS instance 

to provide a basis for comparisons of runtime, CPU usage and memory usage. The 

AWS virtual machine was an Ubuntu Server 18.04 Long Term Support (Hardware 

Virtual Machine), solid state drive volume type - 64-bit (x86), with an instance type of 

Compute Optimized - C5.9xlarge - 36 vCPUs, 72 GB memory. Instance storage was 

1000 GB, which was at least twice the size of all the samples BAM files. 
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Table 6-2 : Details of the trio datasets used for the evaluation  

Dataset Sample ID CRAM/BAM Benchmark truth VCF 

Bedfile containing the genome region 

used for benchmarking with the truth 

VCF 

GIAB 

Ashkenazim 

Trio (WGS) 

HG002 

/NA24385 – 

son 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/data/As

hkenazimTrio/HG002_NA24385_son/NIS

T_HiSeq_HG002_Homogeneity-

10953946/NHGRI_Illumina300X_AJtrio_

novoalign_bams/HG002.GRCh38.60x.1.b

am 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG002_NA24385_son/latest/G

RCh38/HG002_GRCh38_GIAB_highconf_CG-

Illfb-IllsentieonHC-Ion-10XsentieonHC-

SOLIDgatkHC_CHROM1-

22_v.3.3.2_highconf_triophased.vcf.gz 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG002_NA24385_son/latest/G

RCh38/ 

HG002_GRCh38_GIAB_highconf_CG-Illfb-

IllsentieonHC-Ion-10XsentieonHC-

SOLIDgatkHC_CHROM1-

22_v.3.3.2_highconf_noinconsistent.bed 

 

HG003 

/NA24149 – 

father 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/data/As

hkenazimTrio/HG003_NA24149_father/

NIST_HiSeq_HG003_Homogeneity-

12389378/NHGRI_Illumina300X_AJtrio_

novoalign_bams/HG003.GRCh38.60x.1.b

am 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG003_NA24149_father/latest

/GRCh38/ 

HG003_GRCh38_GIAB_highconf_CG-Illfb-

IllsentieonHC-Ion-10XsentieonHC_CHROM1-

22_v.3.3.2_highconf.vcf.gz 

 

 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG003_NA24149_father/latest

/GRCh38/ 

HG003_GRCh38_GIAB_highconf_CG-Illfb-

IllsentieonHC-Ion-

10XsentieonHC_CHROM1-

22_v.3.3.2_highconf_noinconsistent.bed 
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HG004 

/NA24143 – 

mother 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/data/As

hkenazimTrio/HG004_NA24143_mother

/NIST_HiSeq_HG004_Homogeneity-

14572558/NHGRI_Illumina300X_AJtrio_

novoalign_bams/HG004.GRCh38.60x.1.b

am 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG004_NA24143_mother/late

st/GRCh38/ 

HG004_GRCh38_GIAB_highconf_CG-Illfb-

IllsentieonHC-Ion-10XsentieonHC_CHROM1-

22_v.3.3.2_highconf.vcf.gz 

ftp://ftp-

trace.ncbi.nlm.nih.gov/giab/ftp/release/Ash

kenazimTrio/HG004_NA24143_mother/late

st/GRCh38/ 

HG004_GRCh38_GIAB_highconf_CG-Illfb-

IllsentieonHC-Ion-

10XsentieonHC_CHROM1-

22_v.3.3.2_highconf_noinconsistent.bed 

     

1000G CEPH 

trio (WGS) 

NA12878 - 

daughter 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ft

p/data_collections/illumina_platinum_p

edigree/data/CEU/NA12878/alignment/

NA12878.alt_bwamem_GRCh38DH.2015

0706.CEU.illumina_platinum_ped.cram 

Not Applicable Not Applicable 

 
NA12891 - 

father 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ft

p/data_collections/illumina_platinum_p

edigree/data/CEU/NA12891/alignment/

NA12891.alt_bwamem_GRCh38DH.2015

0706.CEU.illumina_platinum_ped.cram 

Not Applicable Not Applicable 
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NA12892 - 

mother 

ftp://ftp.1000genomes.ebi.ac.uk/vol1/ft

p/data_collections/illumina_platinum_p

edigree/data/CEU/NA12892/alignment/

NA12892.alt_bwamem_GRCh38DH.2015

0706.CEU.illumina_platinum_ped.cram 

Not Applicable Not Applicable 

     

1000G CEPH 

trio (WES) 

NA12878 - 

daughter 

ftp://ftp-

trace.ncbi.nih.gov/1000genomes/ftp

/technical/working/20120117_ceu_t

rio_b37_decoy/CEUTrio.HiSeq.WEx.

b37_decoy.NA12878.clean.dedup.re

cal.20120117.bam 

Not Applicable Not Applicable 

 
NA12891 - 

father 

ftp://ftp-

trace.ncbi.nih.gov/1000genomes/ftp/tec

hnical/working/20120117_ceu_trio_b37

_decoy/CEUTrio.HiSeq.WEx.b37_decoy.

NA12891.clean.dedup.recal.20120117.b

am 

Not Applicable Not Applicable 
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NA12892 - 

mother 

ftp://ftp-

trace.ncbi.nih.gov/1000genomes/ftp/tec

hnical/working/20120117_ceu_trio_b37

_decoy/CEUTrio.HiSeq.WEx.b37_decoy.

NA12892.clean.dedup.recal.20120117.b

am 

Not Applicable Not Applicable 
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6.5. Results 

The first evaluation used the GIAB Ashkenazim Trio genome data, as GIAB provides an 

accompanying gold-standard benchmark truth dataset with a region bedfile for this 

trio (Table 6-2). The benchmark VCF and bedfiles were created by GIAB utilising 14 

sets of sequencing data generated by five sequencing technologies under an 

integrated pipeline, with seven map readers and three variant callers [208]. The 

results were variants, SNVs and indels that were deemed ‘true’ by consensus in this 

process.  

 

I used Illumina’s hap.py tool, a VCF comparison tool, to measure the accuracy and 

precision of all four benchmarking variant-calling approaches by comparing their 

respective VCF results against the GIAB gold-standard benchmark VCFs. The gold-

standard benchmark results were then used to compare dv-trio with the other 

variant-calling approaches. Taking the same dataset, I then evaluated the different 

approaches based on the rate of Mendelian errors called. Using MERs, the 

performance of each approach can be assessed across the whole genome rather than 

being restricted within the GIAB benchmark region set.  

 

In the follow-up evaluations with the 1000 Genomes CEPH datasets, only MER 

comparisons were possible, as there was no truth dataset for the 1000G CEPH 

datasets. 

6.5.1. GIAB Ashkenazim Trio genome data 

Using the GIAB Ashkenazim Trio genome dataset, family trio VCF files were created 

using each of the four approaches (Table 6-2). Since this dataset has a truth set, I was 

able to use Illumina’s hap.py tool to measure and compare the accuracy of each 

approach for each sample in the trio within benchmark regions (Figure 6-16). The 

same approach was used in Poplin, et al, 2018, DeepVariant paper for precision and 

accuracy comparisons with other bioinformatic methods [116]. The precision, recall, 
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and F1 values for all the samples were highest using the DeepVariant + bcftools 

approach at 99.9%, for all three categories, replicating the values reported by Poplin, 

et al, 2018. This was expected, as the DeepVariant + bcftools method used 

DeepVariant’s output VCF with no changes. This accuracy result was around 0.2% 

higher than that of the other approaches, including dv-trio. When I compared dv-trio, 

DeepVariant + GATK, and GATK ‘best practices’, their results were similar with only a 

difference of ± 0.02% in the F1 score. It should be noted that these values are for 

variants within the benchmark or high-confidence regions, which are regions of non-

repetitive sequences or low-GC-rich regions, where variant calling can be easier 

[209,210].   
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Figure 6-16 : GIAB Ashkenazim Trio F1, recall and precision evaluation with different 
variant calling approaches. 
A) GIAB HG002 sample, B) GIAB HG003 sample and C) GIAB HG004 sample. F1 scores 
and recall and precision results calculated for all SNVs using the hap.py VCF 
comparison software against the GIAB Ashkenazim trio gold-standard benchmarking 
truth set. 
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The next metric I used to evaluate dv-trio was the MER of the proband (HG002) in the 

GIAB Ashkenazim family VCF, using the ‘Mendel’ tool in Illumina’s AKT software [91]. I 

started with the variants called within the GIAB benchmark regions, which I had 

already determined to be of high accuracy in the hap.py evaluation. The real benefit 

of dv-trio was illustrated by the MERs, as its family VCF file contained the lowest 

number of Mendelian errors of all the approaches (Figure 6-17). This was even more 

pronounced when looking at the MERs for the complete genome VCF. The dv-trio-

called trio VCF had a 61% lower MER than the trio VCF created by the DeepVariant + 

bcftools approach. It had a 19% lower MER than the DeepVariant + GATK joint-calling 

approach trio VCF and a 34% lower MER than the GATK ‘best practices’ approach trio 

VCF (Figure 6-18, Table 6-3).  

 

The high overall MER obtained with the DeepVariant + bcftools approach was due in 

part to the high number of Mendelian error variants caused by the parental genotype 

combination of RR/AA (Figure 6-18). There is an obvious difference between using an 

approach that has joint calling and one that does not. I believe this is because, with a 

non-joint-calling approach, variants that might have low coverage or low quality could 

be mis-called as homozygous references. When merged in the trio VCF, this 

contributes to possible Mendelian errors. However, with a joint-calling approach like 

dv-trio, sharing of genotype information across samples, (such as the parents 

genotype) at a specific variant position could provide evidence to support a non-

homozygous reference genotype in samples with low coverage or low genotype 

quality. 

 

I also evaluated the different bioinformatic methods in terms of variant types of SNVs 

and indels. With the SNV variant type, dv-trio still produced a lower MER than the 

other approaches, as was the case with the full variant comparison (Figure 6-19). 

With the indel variant type, MERs were higher with all approaches compared to the 

SNV MER, and there was less of a difference between the approaches in general 

(Figure 6-20). This most likely reflects the greater difficulty in calling indels than SNVs. 

I also noticed that the number of Mendelian error counts for indels and, thus, the 
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MER, was the same with dv-trio and the DeepVariant + GATK joint-calling approach. 

After further investigation, it seems that FamSeq does not perform Mendelian error 

correction for indels. 

 

Following on from the variant type comparison, I looked at whether variant genotype 

quality (GQ) influences the MER. I compared the total MER of each approach with the 

family trio VCF with a filtered family trio VCF, where a variant was retained only if all 

the sample genotypes had GQ values ≥ 20. The total MER for the unfiltered VCF was 

consistent with the other benchmarking comparisons, with dv-trio returning a much 

lower MER than the other approaches. When Mendelian errors within the GQ-filtered 

VCF files were measured, the MERs were closer and the differences between the 

approaches were much smaller (Figure 6-21).  
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Table 6-3 : Mendelian error rates using dv-trio to evaluate trio datasets. 

Dataset Trio-calling 
approach 

RR/AA 
Mendelian 

error rate (%) 

Mendelian error 
reduction compared 

against dv-trio(%) 

GIAB Ashkenazim 

trio genome 

dv-trio 8.87273 NA 

dv+bcftools 22.5448 60.7% 

dv+gatk 10.9203 18.8% 

gatk-bp 13.4611 34.1% 

1000 Genomes 

CEPH trio genome 

dv-trio 1.0329 NA 

dv+bcftools 14.3408 92.8% 

dv+gatk 3.1705 67.5% 

gatk-bp 6.469 84.1% 

1000 Genomes 

CEPH trio exome 

dv-trio 3.2532 NA 

dv+bcftools 97.4836 96.7% 

dv+gatk 85.8426 96.2% 

gatk-bp 72.5749 95.5% 

Note: The parental RR/AA MERs were used for calculation, as they were the genotype 
category with the highest error rate. Equation for Mendelian error reduction compared 
against dv-trio (%) = (1 − (dv-trio RR/AA Mendelian error rate (%) / relevant trio calling 
approach’s RR/AA Mendelian error rate (%) ) x 100)  
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Figure 6-17 : Comparisons of different trio calling approaches for variants defined 
within benchmark genome regions of the GIAB Ashkenazim Trio genome dataset 
A) Mendelian error rates for genotype calls for the HG002 proband based on parental 
genotype (paternal/maternal). B) Number of variants with Mendelian errors broken 
down by the HG002 proband’s genotype. Each bar represents the percentage of 
variants with a genotype in the proband that was not possible based on parental 
genotypes. Notation: RR = reference-reference allele genotype combination; RA = 
reference-alternate allele genotype combination; AA = alternate-alternate allele 
genotype combination. dv-bcftools = DeepVariant VCFs + bcftools; dv-gatk = 
DeepVariant gVCFs + GATK4; gatk-bp = GATK4 best practice.  
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Figure 6-18 : GIAB Ashkenazim trio genome all variants types comparisons of 
different trio calling approaches 
A) Mendelian error rates in genotype calls for the HG002 proband, based on parental 
genotypes (paternal/maternal). B) Number of variants with Mendelian errors 
according to the HG002 proband’s genotype.  
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Figure 6-19: GIAB Ashkenazim trio genome SNV variants comparisons of different 
trio calling approaches. 
A) Mendelian error rates in genotype calls for the HG002 proband, based on parental 
genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the HG002 proband’s genotype. 
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Figure 6-20 : GIAB Ashkenazim trio genome INDEL variants comparisons of different 
trio calling approaches.  
A) Mendelian error rates in genotype calls for the HG002 proband, based on parental 
genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the HG002 proband’s genotype. 
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Figure 6-21: Mendelian violation rate for the GIAB Ashkenazim trio.  
Effect of genotype quality (GQ) on Mendelian violation rate using the four 
benchmarking approaches. The Mendelian violation rate is a total rate for all 
categories of parental genotype combination. 
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6.5.2. 1000G CEPH Trio genome data 

I used the same evaluation criteria used with the GIAB Ashkenazim Trio genome data 

with the 1000 Genomes CEPH - Utah Residents with Northern and Western Ancestry 

trio genome dataset. Family trio VCF files were created using all four approaches 

(Table 6-2). I determined the MER values of the various family trio VCF files with 

Illumina’s AKT software. In this case, the dv-trio-called trio VCF had a dramatic 93% 

lower MER compared with that created by the DeepVariant + bcftools approach. This 

was 84% lower than with the GATK ‘best practices’ approach and 68% lower than 

with the DeepVariant + GATK joint-calling approach (Figure 6-22, Table 6-3). Again, 

the high MER obtained with the DeepVariant + bcftools approach is due to the high 

number of Mendelian error variants resulting from the RR/AA parental genotype 

combination. This is a result of same under-calling of variants due to the single-

sample calling issue mentioned in Section 6.5.1 in relation to the GIAB Ashkenazim 

Trio genome data. 

 

In the variant type comparison, for SNVs only, dv-trio had similarly lower MERs 

against the other approaches as seen with comparing all variant types (Figure 6-23). 

Again, the indel MERs were higher overall compared to the SNV MERs, and there was 

less of a difference between the approaches generally (Figure 6-24). Indel counts and 

MERs obtained with dv-trio and DeepVariant + GATK joint calling were also the same, 

since indels were not processed by FamSeq. 

 

In the GQ comparison, I saw the same kind of results as with the GIAB Ashkenazim 

Trio genome dataset. dv-trio’s MER for the unfiltered VCF reflected the other 

benchmarking comparisons, being lower than the other approaches. When the GQ-

filtered VCF MER was measured, dv-trio still had a clearly lower MER than the other 

three approaches, but the differences were not as dramatic as with the unfiltered VCF 

(Figure 6-25).  
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Figure 6-22 : 1000 Genomes CEPH trio genome all variant types comparisons of 
different trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype.  
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Figure 6-23 : 1000 Genomes CEPH trio genome SNV variants comparisons of 
different trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband, based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype. 
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Figure 6-24 : 1000 Genomes CEPH trio genome indel variants comparisons of 
different trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband, based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype. 
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Figure 6-25: Mendelian violation rate with the 1000G CEPH trio genome  
Effect of genotype quality (GQ) on the Mendelian violation rate in four 
benchmarking approaches. The Mendelian violation rate is a total rate for all 
categories of parental genotype combinations. 
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6.5.3. 1000G CEPH Trio exome data 

The same evaluation criteria were used with the 1000 Genomes CEPH - Utah 

Residents with Northern and Western Ancestry trio exome dataset. The idea behind 

using an exome dataset was to determine whether dv-trio can handle a different 

sequencing platform and provide the same high-quality results. As before, family trio 

VCF files were created using all four approaches (Table 6-2) and MER values for the 

various family trio VCF files were determined with Illumina’s AKT software. For the 

1000G CEPH trio exome dataset, the dv-trio-called trio VCF had a significantly lower 

MER than the other three approaches. It had a 97% lower MER for the trio VCF 

created with the DeepVariant + bcftools approach, a 96% lower MER than the 

DeepVariant + GATK joint-calling approach trio VCF, and a 96% lower MER than the 

GATK ‘best practices’ approach trio VCF (Figure 6-26, Table 6-3). The large difference 

between the MERs of dv-trio and the DeepVariant + GATK joint calling approach 

highlights the benefit of dv-trio’s Mendelian correction ability via FamSeq. Certainly, 

the quality of the dataset might contribute to these high MER values. The use of 

Mendelian genotype updates could improve variant calling.  

 

In the variant-type comparison, there was no change in the ranking of the MER values 

of the approaches for SNVs, with dv-trio still delivering the best results (Figure 6-27). 

However, with indels, this was the first time that dv-trio did not perform the best, 

with GATK best practice outperforming all other methods (Figure 6-28).  

 

In the GQ comparison, dv-trio had dramatically lower MERs compared with the other 

approaches with the unfiltered VCF. When the GQ-filtered VCF MER was measured, 

the MERs for all approaches dropped greatly compared to the unfiltered VCF MERs, 

which indicated many poor quality variants in the exome dataset. The three joint-

calling approaches all had considerably lower MERs than the DeepVariant + bcftools 

approach, with dv-trio the best. However, the differences between these joint-calling 

approaches were very small (Figure 6-29).  



  

281 
 

 
Figure 6-26 : 1000 Genomes CEPH trio exome all variant types comparisons of 
different trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband, based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype. 
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Figure 6-27 : 1000 Genomes CEPH trio exome SNV variants comparisons of different 
trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband, based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype. 
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Figure 6-28 : 1000 Genomes CEPH trio exome indel variants comparisons of 
different trio calling approaches. 
A) Mendelian error rates in genotype calls for the NA12878 proband based on 
parental genotype (paternal/maternal). B) Number of variants with Mendelian errors 
according to the NA12878 proband’s genotype. 
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Figure 6-29: Mendelian violation rate for the 1000G CEPH trio exome. 
Effect of genotype quality (GQ) on Mendelian violation rate with the four 
benchmarking approaches. The Mendelian violation rate is a total rate for all 
categories of parental genotype combinations. 
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6.5.4. Computational comparison 

dv-trio demonstrated a distinct advantage over the other approaches in reducing the 

number of genotype calls with Mendelian errors. However, if dv-trio has significantly 

higher computational requirements than the other approaches, then it may not be 

that advantageous. I ran all four variant calling approaches on the same platform 

(Section 6.4.3.5). In order maintain a fair comparison, as dv-trio internally parallelise 

the family trio’s VCFs creation, I ensured that the other approaches also parallelise 

the individual sample gVCF or VCF creation processing. With the GATK ‘best practices’ 

approach, BAM base quality recalibration, as well as creation of the individual-sample 

gVCFs, were all set to perform in parallel. 

 

In Table 6-4, dv-trio’s took slightly longer to run than the DeepVariant + bcftools and 

DeepVariant + GATK joint-calling approaches, with both the genome and exome data. 

However, the times were close due to all three approaches utilising DeepVariant, 

whose processing made up most of the total time. Compared with the GATK ‘best 

practices’ approach, dv-trio was 168% faster with genome data and 340% faster with 

exome data. There was higher memory usage with all the DeepVariant approaches 

compared with the GATK ‘best practices’ approach. CPU utilisation was extremely 

high for the DeepVariant approaches compared to the GATK ‘best practices’ 

approach. Taking all these metrics into account, I believe that the quicker runtime of 

the DeepVariant approaches would certainly be more advantageous to most users. 

Considering its greater accuracy in variant calling and fewer Mendelian errors, the dv-

trio approach clearly outperforms all others. 
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Table 6-4 : Comparison of computational time and memory use of various trio 
calling approaches. 

Data Trio-calling 

approach 

Time (mins) CPU utilisation 

(%) 

Memory 

usage (GB) 

Genome 

(WGS) 

dv-trio 1012 95 68 

dv+GATK 983 95 68 

dv+bcftools 945 95 68 

GATK-bp 2716 35 48 

Exome 

(WES) 

dv-trio 227 95 68 

dv+GATK 217 95 68 

dv+bcftools 187 95 68 

GATK-bp 1000 35 48 

Note: All trio-calling approaches were run on the same AWS specification: Ubuntu Server 
18.04 LTS (HVM), SSD Volume Type - ami-06d51e91cea0dac8d (64-bit x86) / ami-
02cbed67225579b2c (64-bit x86); c5.9xlarge (36 vCPUs, 72 GB memory). Genome values 
were from the GIAB Ashkenazim Trio data genome data, and exome values were from the 
1000 Genomes CEPH - Utah Residents with Northern and Western Ancestry trio exome data. 
 

6.6. Limitations 

Indel results for GIAB Ashkenazim Trio genome data showed no differences in the 

number of variants and MER between the DeepVariant + GATK and dv-trio 

approaches. This was the case for both 1000G CEPH datasets. The reason is that 

FamSeq excludes indel variants. 

 

Indels usually make up about 1/6 of the variants called per sample; thus, there are a 

substantial number of variants that do not benefit from Mendelian correction. We 

hope to collaborate with the FamSeq authors to include indel variants in a future 

release of FamSeq and, if so, then it will be updated in dv-trio’s processing.  
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6.7. Conclusions 

Variant calling is a well-established area of bioinformatics with many tried and tested 

methods. However, the ability to call or identify variants is still not perfect, with no 

caller able to achieve 100% accuracy. Of the millions of variants called per sample, 

there are tens of thousands of false-positive variants and, even more worryingly, an 

unknown number of non-called or false-negative variants. Any variant caller, such as 

DeepVariant, that claims improved accuracy should be investigated to reduce the 

number of false variant calls. DeepVariant is an incomplete tool, as users of variant 

callers understand the importance of joint calling with multiple samples to enhance 

call quality—something that is missing from the current iteration of DeepVariant. This 

is the niche for which dv-trio was created, not only with a joint-calling approach but 

also with Mendelian genotype updates.  

 

To determine if dv-trio’s variant calling is an improvement on existing methods and of 

benefit to the bioinformatics community, I compared dv-trio against three other 

approaches: DeepVariant + bcftools, DeepVariant + GATK joint calling, and the GATK 

‘best practices’ pipeline (the recognised gold standard in variant calling) [175]. I also 

used multiple testing datasets to simulate different sequencing platforms and 

prevent bias in any one dataset. Evaluation of the results was based on variant calling 

accuracy where a true-variant dataset was available, and Mendelian error rates in 

proband samples. 

 

In terms of accuracy, which was only calculated for the GIAB Ashkenazim Trio genome 

dataset (as it was the only one with a benchmarking gold-standard truth VCF set), the 

result was highest with DeepVariant + bcftools, but dv-trio was only 0.2% less 

accurate, which is a small margin (Figure 6-16). This might be due to the joint-calling 

approach of GATK, which uses evidence from other samples to determine a final 

genotype. If the trio samples’ genotype call qualities are correct but low, the 

alternate genotype might not be called due to lack of supporting evidence by GATK. 

Whereas with DeepVariant + bcftools, a sample’s genotype call is determined 
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independently of the other family samples, since DeepVariant only processes a single 

sample, so a low-quality call will be maintained. We can see that with all the other 

approaches where GATK is used to joint-call for a trio VCF, the accuracy results were 

all lower than with the DeepVariant + bcftools approach. I should note that the 

accuracy is evaluated only within the GIAB benchmark regions and not across the 

whole genome. 

 

In the Mendelian error rate (MER) comparison, I evaluated the rate based on each 

parental genotype combination (RR-RR, RR-AA, RR-RA, RA-AA, AA-AA). Although no 

single approach performed consistently better than others with all combinations of 

parental genotypes, overall, the combined MER of dv-trio was the best (Figure 6-21). 

The second best was the DeepVariant + GATK joint-calling approach. When 

comparing the MERs of the two, the lower MER for dv-trio highlights the benefit of 

the Mendelian genotype update ability that dv-trio incorporates with FamSeq. It 

should be stated that dv-trio does have a deficiency when it comes to indel variants, 

as Mendelian genotype updates are not available. The MER comparison, taking all 

variants types into account, should therefore present a more complete assessment of 

the accuracy of the methods.  

 

I also evaluated the approaches by considering only high-quality variants, where all 

sample genotypes within the variant had a genotype quality ≥ 20, a value that 

represents high confidence in the genotype call. The MERs were lower and closer 

together for all approaches, with dv-trio still performing the best (Figure 6-21). While 

the closeness of the results might not seem important, I actually think that it provides 

a very good insight, as it demonstrates that with high-quality variants, the variant 

calling method is of less importance, as strong calls are obtained regardless of the 

approach. In reality, most sequencing data does not create only high-quality variants, 

so the variant caller plays an important role in creating better-quality calls. This is 

what dv-trio does by lowing the number of false variants through high variant-calling 

accuracy and Mendelian error correction. 
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dv-trio was developed as a family-based calling pipeline that maintains DeepVariant’s 

high performance and improves joint calling by considering the Mendelian genetic 

model. dv-trio is freely available for public use from GitHub 

(https://github.com/VCCRI/dv-trio/). Documentation for installation is provided, 

along with a user tutorial, default input parameter file and test data. 
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Chapter 7.  
General Discussion  

The introduction of WGS has changed the way variant analysis is done in genetic 

studies. With huge increases in the numbers of variants identified due to the 

sequencing of the 98% of the genome that is non-coding, to the new types of variants 

identified in the non-coding region (like intronic splicing variants), new techniques are 

needed to incorporate and make sense of them. While the variant analysis pipelines 

that have been set up for exome sequencing remain valid, additional software and 

variant information (like functional prediction tools for non-coding variants) are now 

needed to filter the variants to more manageable numbers for investigation. 

 

The work within this thesis looked at ways to manage WGS data and best use it for 

genetic analysis. It contributes knowledge that can be used in the identification of the 

genetic causes of CHD. While the work in this thesis revolves around CHD, the 

methodologies and tools used can be applied to any genetic study of disease.  

7.1. Identification of genetic causes of diseases  

The conventional approach to genetic family analysis starts by gathering and 

sequencing DNA samples from families with members who are affected by the 

disease of interest; in this case, CHD. Variant filtering is then performed based on 

inheritance models, population frequencies, and pathogenicity predictions. Variants 

can also be filtered for genes that are known to cause the disease of interest. These 

filtering steps reduce the number of variants to highlight the best candidates. 

Researchers usually take a family-by-family approach, working through sets of 
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families. This approach is very labour-intensive and can take weeks, months or even 

years when dealing with many families.  

 

With our WGS CHD cohort containing 97 families, it could take many months to 

review them all. Now, with WGS, the number of variants called has grown 

dramatically, so it is even more important to determine strategies to manage and 

filter the number of variants to be investigated. To do this, I created a new tool called 

VPOT, which prioritises large numbers of variants based on a customisable set of 

preferences. The ability to customise the prioritisation criteria gives the researcher 

greater control in determining which variants to review.  

 

I used VPOT on the WGS CHD cohort to review all the families together. I performed 

high-level variant prioritisation of all the variants in every sample of the cohort, 

grouping the variants into a single output. As all the families’ variants were prioritised 

together, VPOT automatically ranked the cohort’s best variant candidates first. VPOT 

gene filtering then creates a virtual gene panel to find the most-likely CHD-candidate 

variants. With CHD, gene filtering was based on known CHD genes in the Victor Chang 

Cardiac Research Institute’s CHDgene database.  

 

This prioritisation and gene filtering approach was incorporated into a first-tier, high-

confidence gene screen of a two-tiered method developed at the Victor Chang 

Cardiac Research Institute and used in our WGS CHD cohort family-based variant 

identification paper, Alankarage et al. (2019) [72].  

 

With increasing growth in the number of genomes being sequenced, study cohorts 

are expanding rapidly in size. This method of variant prioritisation and gene filtering 

can reduce research time and allow the rapid return of results to patients. This 

method is extremely suitable for large cohort studies, as it enables researchers to 

work efficiently with many samples by prioritising and filtering overwhelming 

numbers of variants. This method is, thus, vitally important. 
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While family-based analysis is powerful, we often look at known genes first, such as in 

the gene filtering method discussed above. To facilitate the discovery of new causal 

genes, a different approach is often used. Burden/association testing takes a bias-free 

approach to identifying genes or pathways that are more enriched with disease-

associated variants in patient cases than in healthy controls. The assumption is that 

these enriched genes or pathways are likely to be ones that have caused the 

difference between the two cohorts, namely, the cases’ disease phenotype. This 

approach can reconfirm known genes/pathways as well as highlight new ones. 

 

In our burden/association testing, we found that a large number of samples is 

required to establish a strong association test. In many studies, it may be difficult to 

increase the number of samples by direct recruitment. Thus, we have realised that, to 

expand sample numbers, international collaborations with other facilities are 

required. 

   

In validating our association test results, variants within significant gene or pathway 

sets were verified as true- or false-positive using visual inspection in IGV. Overall 

determination of whether a gene or pathway is recommended for further 

investigation was based on such visual verification, involving seeing how many 

variants are deemed to be true in relation to the total number of variants in the 

significant set. If a high number of true case variants remains, then we retain the 

gene/pathway in our investigative set.  

 

While I used this approach, I believe that there must be a better way. It might be 

better to take only the good variants identified and perform a new association test to 

see if the remaining verified variants are still flagged as statistically significant. 

Retesting a single significant variant set would be a step forward, but it is not the 

same as retesting against all variant sets again with MTC performed. To be able to 

retest the complete gene/pathway variant set again would require IGV checking of all 

variants to remove false genotyped variants before association testing. This would be 

very time-consuming, with tens of thousands of exonic variants per sample needing 
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to be checked. Then, with thousands of samples needed for a strong association test, 

the total number of variants requiring checking would be too high. Quality control 

methods that can effectively and accurately filter false positive variants without 

removing true variation need to be further developed and improved.  

 

In my study of CHD, even with WGS data, our variant search mostly focused on the 

exonic/protein-coding region of the genome. However, studies have associated non-

coding regions of the genome with the development of various diseases [43]. In our 

association tests, I focused on the exonic variants, meaning that 98% of the genome 

did not contribute to the variant test sets. There is certainly a need to include the 

non-coding regions of the genome, but our understanding of how to predict the true 

functional impact of a non-coding mutation is still limited. This means that adding 

non-coding variants to an association test without predicting their impacts is not 

presently useful. Hopefully, with the increasing use of WGS, there will be further 

development in functionally-supported, non-coding, pathogenicity prediction 

resources. 

 

New patient samples are constantly being recruited to the WGS CHD cohort, with 

three new batches of CHD patients and family samples already being added, so new 

prioritisation of variants is needed. We may rerun the association tests if samples 

numbers become large enough in the future. New CHD genes have also been added 

to the Victor Chang Cardiac Research Institute’s CHDgene database, so re-evaluation 

of unsolved families against these new genes will be required. 
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7.2. New frontiers and approaches   

7.2.1. Mitochondrial DNA  

Genetic analysis has evolved over time with advancements in sequencing, from gene 

panels to exomes and now, more commonly, with genomes. Each advancement has 

made new discoveries of causal genes and expanded the types of variations that can 

cause disease, including LoF stopgain, nonsynonymous mutations, splicing and others. 

These developments have impacted every disease studied, not just with CHD. 

 

With WGS now considered a common and affordable sequencing approach, the 

introduction of mtDNA sequencing as part of WGS brings new potential to the genetic 

evaluation of possible causal variants. Already, mtDNA mutations have been linked to 

human diseases of varying severity, from rare, highly-penetrant mutations causing 

monogenic disorders that often affect the nervous system, muscles, heart and 

endocrine organs, to mutations with milder contributions to phenotypes [169].  

 

However, to investigate mtDNA, new software tools that are different from the ones 

currently used for autosomal DNA are required, starting with variant callers. In this 

thesis, I attempted to recommend a mtDNA caller by looking at the concordance of 

variants called by four variant callers. The assumption was that if a variant is called by 

multiple callers, then it is more likely to be a true variant. So, by determining the 

number of concordant variants (likely true variants) and non-concordant ones (likely 

false variants) called by each for both homoplasmic and heteroplasmic variants, I can 

determine which mtDNA variant caller might be the most accurate.  

 

However, I realised that this would not be possible once I had analysed the results. 

While concordance between the study’s four callers for homoplasmic variants was 

good, with a concordance rate as high as 89%, the heteroplasmic variant concordance 

rate was very poor, as low as 0.62% (Figure 5-4). It seems that even with the same 

source data, the algorithm used by each caller makes caller-specific variant calls, 
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especially for heteroplasmic variants, that are unique. While it is perfectly acceptable 

for each tool’s algorithm to be unique, it is worrying that there is so little 

concordance at the heteroplasmic level.   

 

The analysis showed that calling of homoplasmic variants is quite consistent between 

callers, but there is a significant discrepancy in heteroplasmic variant calling. The 

popular autosomal caller, GATK, performed well but does not have the sensitivity to 

call low-level heteroplasmic variants, which the specialised mtDNA variant callers 

were built to do. In the area of heteroplasmic variants, I believe that any caller’s 

results should be treated with caution.  

 

In addition to the new software tools required for mtDNA analysis, supporting 

components are also needed. As with autosomal DNA analysis, researchers need 

variant information to identify candidate variants. Such information may be found in 

population frequency databases and include pathogenicity predictions. For mtDNA, 

there are population frequency databases like helixMTdb, which are mitochondrial-

specific, as well as general ones like gnomAD, which includes mitochondrial calling. 

 

In the mtDNA disease variant discovery exercise, I utilised the population frequency 

database helixMTdb to categorise variants as rare or common. The MAF values 

provided by helxMTdb for each position comprise of heteroplasmic, homoplasmic 

and total frequency in the dataset samples. In the study of CHD, varying gene 

expression dosages caused by different mutations in the same gene can lead to 

different CHD phenotypes [22]. The variability of VAF level of a heteroplasmic variants 

could certainly alter gene expression dosage. Thus, for example, a heteroplasmic 

variant might be disease-causing when it is above 30% VAF but have no effect when it 

is at 10% VAF. I think to greater empower mtDNA variants discovery, mitochondrial 

population frequency databases should inform population frequency at a 

heteroplasmy detection-level.  
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At this time, the number of mitochondrial pathogenic predictors are small, compared 

to autosomal variants predictors. Some mtDNA pathogenicity predictors are 

available, like MITOMAP and MitoTIP, which are based on clinical reports, and 

MitImpact, which is a machine-learning-based mitochondrial missense mutation 

predictor. These predictors also are broken down by homoplasmic and heteroplasmic 

details. The same heteroplasmy detection-level approach I spoke of for population 

data should also be applied to pathogenicity predictions. In clinically-based datasets 

like MITOMAP, where heteroplasmy level can be obtained from the reported affected 

patients, it would be a valuable piece of information. 

 

Improvements in these resources would require a greater understanding of how 

mtDNA variants contribute to each disease type. At this moment, the small number of 

mtDNA resources available creates an extra challenge in identifying pathogenic 

mutations in mtDNA. 

 

In general, I see the study of the mitochondrial genome as a developing area of 

research, with peculiarities that demand a variant discovery pipeline distinct from 

that used for autosomal variants. I advocate that caution be taken when analysing 

mitochondrial DNA with existing tools and resources. 

7.2.2. Variant Calling  

Variant calling for autosomal DNA is a well-established field in bioinformatics, with 

many options available to users. There is an accepted gold-standard, the GATK ‘best 

practices’ pipeline, that is used by the large majority of users [136]. Yet, until we can 

sequence a human genome without technical errors, methods of improving and 

correcting variant calls will be an area of ongoing research. Having a standard-bearer 

does not stop innovation. In 2018, DeepVariant, Google’s variant caller, was released, 

which converts pileups of sequence reads into images and uses a deep neural 

network to identify SNVs and indels from these images with claimed great accuracy 
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[116]. It marked a major departure from the variant-calling algorithms used in 

existing callers.  

 

While DeepVariant has been noted for its accuracy, it should be stated strongly that 

its ability to be platform-independent (by removing reliance on the internally-tuned 

probability algorithms used by most other callers) due to its machine-learning 

capability also sets it apart. These differences are significant advantages, as CNN 

engines for specific sequencing platforms, disease or species can be trained in 

advance, and then simply plugged into DeepVariant. 

 

DeepVariant was written as a single-sample variant caller; however, in most studies, 

large cohorts of samples are commonly used. A reason why GATK is widely used is its 

ability to joint-call many samples together, which can improve the overall genotyping 

accuracy of all samples [51]. Our own development of dv-trio was done to increase 

the applicability of DeepVariant from single samples to family trios. At the time of 

writing this section in my thesis, Yun, et al, 2020, announced a method to use 

DeepVariant in a joint calling, multiple samples cohort setting [211]. This combination 

of DeepVariant and GLNexus is different from dv-trio, as it aims to provide a 

framework for many samples, much like GATK.  

 

A possible future work would be to match this development with our dv-trio 

software, which runs with a GATK joint-calling approach. We can expand dv-trio to 

work beyond just three samples to offer another choice for users who want to use 

DeepVariant as a high-level variant-calling engine. The expansion to more than three 

samples could be easily supported by FamSeq, as this Mendelian genotype correction 

tool already allows input of more than just family trio pedigrees. It should be noted 

that FamSeq’s inability to provide Mendelian correction for indels should be 

addressed. Even if the samples used are not related, dv-trio can skip the Mendelian 

correction function of FamSeq if required by switching off that option, which would 

simply make dv-trio a multi-sample joint-caller for DeepVariant. If this change is 
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made, we could recall and reanalyse our WGS CHD cohort to see if it could improve 

on our diagnostic rate. 

 

If variant calling by machine-learning approaches is adopted, people are likely to 

provide more training data to improve its accuracy. This would mean that a large, 

collective, truth-training set of sequencing reads could be built by the research 

community. This could be used to train better CNNs, thus improving future variant 

calling, which in turn would attract more users, and more training data.  

7.3. Future works  

In future development of VPOT, I aim to add additional filtering options which can be 

applied to the VPOL files, such as numeric filtering for any annotation field, like the 

population frequency field. 

 

My work within this thesis have been focused on identifying single nucleotide variants 

(SNVs) within the WGS CHD cohort. While they are responsible for numerous cases of 

CHD, as reported by many studies, other type of genomic changes includes INDEL, 

splicing anomalies and structure variants have also been reported to cause disease 

[64,67,72,195]. These other genomic changes require very different bioinformatic 

pipelines than the ones I used in my analysis, and thus were not incorporated into my 

study. However, I aim to revisit the WGS CHD cohort analysis in the future to examine 

these types of variants in detail. 

7.4. Concluding remarks  

This thesis started with the aim of applying computational methods to study and 

identify genetic causes of CHD. However, as I performed the family-based and 

association analyses, I saw that there were opportunities to improve on existing 

methodologies. The work in this thesis contributes to expanding the toolkit available 

to researchers by providing new tools, such as VPOT and dv-trio, as well as by 
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providing guidance in exploring new genetic regions like mitochondrial DNA. I hope 

that the work in this thesis will lead to discoveries that solve more CHD cases. 
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Appendix A.  Association Study Manhattan Plots 

  
 

Figure A-1 : Gene-level novel MAF Manhattan plots of variant set 1 
Manhattan plots in which each point represents one gene. The plots are A) SKAT-O P-
values, B) FX P-values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) 
BN MTC’ed SKAT-O P-values and F) BN MTC’ed FX P-values. Red lines represent 
genome-wide significance (−log10(5e−8)), green lines represent the commonly used 
significance value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α value for 22,000 tests at (−log10(2.5e−6)). 
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Figure A-2 : Gene-level novel MAF Manhattan plots of variant set 2 
Each point represents one gene. The plots are of A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)); green lines represent the commonly used α = 0.05 significance value 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests (−log10(2.5e−6)). 
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Figure A-3 : Gene-level novel MAF Manhattan plots of variant set 3 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)).
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Figure A-4 : Gene-level novel MAF Manhattan plots of variant set 4 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-5 : Gene-level novel MAF Manhattan plots of variant set 5 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)). 
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Figure A-6 : Gene-level novel MAF Manhattan plots of variant set 6 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. Red lines represent genome-wide significance 
(−log10(5e−8)), green lines represent the commonly used significance value of α = 0.05 
(−log10(5e−2)); blue lines represent a suggested significance threshold α value for 
22,000 tests at (−log10(2.5e−6)). 
. 
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Figure A-7 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 1 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-8 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 2 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-9 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 3 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-10 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 4 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-11 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 5 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-12 : Gene-level ≤ 0.1% MAF Manhattan plots of variant set 6 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 



  

330 
 

 
Figure A-13 : Gene-level ≤ 1% MAF Manhattan plots of variant set 1 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-14 : Gene-level ≤ 1% MAF Manhattan plots of variant set 2 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
 

 



  

332 
 

 
 

Figure A-15 : Gene-level ≤ 1% MAF Manhattan plots of variant set 3 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-16 : Gene-level ≤ 5% MAF Manhattan plots of variant set 1 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
 



  

334 
 

 
 

Figure A-17 : Gene-level ≤ 5% MAF Manhattan plots of variant set 2 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-18 : Gene-level ≤ 5% MAF Manhattan plots of variant set 3 
Each point represents one gene. The plots are for A) SKAT-O P-values, B) FX P-values, 
C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed SKAT-O P-
values and F) BN MTC’ed FX P-values. 
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Figure A-19 : Pathway-level novel MAF Manhattan plots of variant set 1 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-20 : Pathway-level novel MAF Manhattan plots of variant set 2 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-21 : Pathway-level novel MAF Manhattan plots of variant set 3 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-22 : Pathway level novel MAF Manhattan plots of variant set 4 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-23 : Pathway level novel MAF Manhattan plots of variant set 5 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-24 : Pathway level novel MAF Manhattan plots of variant set 6 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. The x-axis values are the numbers of 
genes in the pathway group in categories of 1, 2, 3, 4, 5, 6, 7, 8, 9, 10-14, 15-19, 20-
24, 25-29, 30-39, 40-49, 50-74, 75-99, 100-199 and ≥ 200 genes. Red lines represent 
genome-wide significance (−log10(5e−8)); green lines represent the commonly used 
significant value of α = 0.05 (−log10(5e−2)); blue lines represent a suggested 
significance threshold α-value for 4,400 tests at (−log10(1.1e−5)). 
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Figure A-25 : Pathway-level ≤ 0.1% MAF Manhattan plots of variant set 1 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
 



  

343 
 

 
 
Figure A-26 : Pathway-level ≤ 0.1% MAF Manhattan plots of variant set 2 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-27 : Pathway-level ≤ 0.1% MAF Manhattan plots of variant set 3 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-28 : Pathway-level ≤ 0.1% MAF Manhattan plots of variant set 4 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-29 : Pathway level ≤ 0.1% MAF Manhattan plots of variant set 5 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-30 : Pathway-level ≤ 0.1% MAF Manhattan plots of variant set 6 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-31 : Pathway-level ≤ 1% MAF Manhattan plots of variant set 1 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-32 : Pathway-level ≤ 1% MAF Manhattan plots of variant set 2 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-33 : Pathway-level ≤ 1% MAF Manhattan plots of variant set 3 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-34 : Pathway-level ≤ 5% MAF Manhattan plots of variant set 1 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-35 : Pathway-level ≤ 5% MAF Manhattan plots of variant set 2 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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Figure A-36 : Pathway-level ≤ 5% MAF Manhattan plots of variant set 3 
Each point represents one pathway. The plots are for A) SKAT-O P-values, B) FX P-
values, C) FDR MTC’ed SKAT-O P-values, D) FDR MTC’ed FX P-values, E) BN MTC’ed 
SKAT-O P-values and F) BN MTC’ed FX P-values. 
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